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Preface

This habilitation thesis (“Sammelhabilitation”) collects and summarises original research by the
author, primarily in the area of security for spontaneous interaction. Spontaneous interaction is
one of the key aspects of ubiquitous computing, and securing such spontaneous interactions
between devices that typically communicate over wireless and therefore invisible channels
requires human-verifiable authentication. Sub-topics discussed in this thesis include interaction
methods, cryptographic protocols, and sensor data analysis.

The thesis consists of two parts: Part I defines the focus of this specific research area, method-
ically reviews the current state of the field, puts the collected publications into perspective, and
summarises the author’s contributions. Part II contains reproductions of the twelve publications
collected in this thesis.
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1 Introduction

WITHIN the last seven years, the research topic of security for ubiquitous computing has been
tackled by an increasing number of scientific publications; papers concerned with security or

privacy issues in relevant conferences on ubiquitous computing started at around 3% in 2001 and
have now reached over 20% in 20071. Smaller workshops and conferences focusing on the very
intersection of classical computer security research and ubiquitous computing have also started
to appear2. In this habilitation thesis, the focus lies on security for spontaneous interaction. This
is a new topic, enabled by rapid technological progress in miniaturisation, embedded sensing,
and wireless networks.

Currently, security mechanisms for client/server and desktop computing demand the user’s
attention, for example to enter different usernames and passwords, PIN or TAN codes, or even
cryptographic key material in hexadecimal notation, or to verify hashes of cryptographic keys
(which is usually neglected anyways) many times throughout the day. This approach still works
(albeit badly, as demonstrated by the increasing number of security incidents) because those
annoyances typically happen infrequently enough so that users can still get their actual work done.
However, future computing environments are expected to be mobile, massively parallel, and highly
heterogeneous. Following the vision of ubiquitous computing, users may interact with hundreds, if
not thousands, of services each day, and most of these services will be used for the first and only
time. Such spontaneous interactions between users and their environment result in ephemeral
and usually wireless connections without prior knowledge of the communication partner. This is
difficult both in terms of user interaction – how to select the correct service – and even more so in
terms of securing these connections. To effectively prevent potential attacks on such spontaneous
interactions, each one requires independent and human-verifiable authentication. It is an issue
of trust: only users can decide which other users, devices, or services are trustworthy enough
in their current situation, and in turn users need to be able to trust the wireless communication
underlying their interactions. Users need to be able to perceive, comprehend, and ultimately
control what their devices do. This is the core topic of the present habilitation thesis and most of
the collected publications it consists of. First approaches towards securing wireless spontaneous
interactions and explicitly considering users as part of the authentication protocols have only
been published in 2002 [KZS02, BSSW02]. Before that, the whole area had been practically
unexplored, and it is still insufficiently structured today. My own contributions to this young topic
include three specific, novel spontaneous authentication methods [6, 4, 9], a general concept
and specific implementation for context authentication proxies [10, 11], an open source toolkit
of authentication protocols to, for the first time, support comparative studies of approaches
among the research community and assist application designers [12] and more detailed work on
cryptographic protocols [8], security analysis of out-of-band media [5], and prototyping [7].

11 out of 29, 1 out of 29, 3 out of 27, 1 out of 26, 0 out of 22, 1 out of 30, 7 out of 29, and 3 out of 42 at Ubicomp 2001
to 2008, respectively; 1 out of 20 at Pervasive 2002, 4 out of 26, 1 out of 20, 6 out of 24, and 4 out of 21 at Pervasive
2004 to 2007, respectively; 5 out of 64, 4 out of 37, 4 out of 39, 4 out of 38, and 5 out of 28 at PerCom 2003 to 2007,
respectively.

2For example ESAS, the European Workshop on Security and Privacy in Ad hoc and Sensor Networks 2004 to 2007;
PerSec, the International Workshop on Pervasive Computing and Communication Security 2004 to 2007; or IWSSI, the
International Workshop on Security for Spontaneous Interaction 2007 and SPMU, the Workshop on Security and Privacy
Issues in Mobile Phone Use 2008, both of which I co-organised with other members of the research community.
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4 PART I: STATE OF THE FIELD AND OWN CONTRIBUTIONS

Achieving authentication of a priori unknown services or devices spontaneously and unobtru-
sively, yet in way that is verifiable by human senses, demands a holistic design. Issues including
hardware design, sensor data handling, machine learning, embedded systems, cryptographic
protocols, user interfaces, and mental models all need to be considered in the design of usable
and secure authentication methods. This interdisciplinary nature of the topic makes it necessary
to focus on specific aspects. The present thesis focuses on human-verifiable authentication of
wireless communication between devices. Its aim is, on the one hand, to summarise part of
my research work in this area, but, on the other hand, also to introduce a first taxonomy for
structuring the research area from a user point of view.

In the following, I will first explicitly define the focus of this thesis (section 1.1) and introduce the
associated vision of ubiquitous computing (section 1.2) along with its core aspect of spontaneous
interaction (section 1.3). Section 2 will then describe security methods for securing interactions in
ubiquitous computing in general, including security requirements and potential threat scenarios.
Many of these threats can be prevented by authenticating wireless communication, which is
the focus of this thesis and presented in detail in section 3, including an analysis of the main
challenges (section 3.1), cryptographic protocols (section 3.2), auxiliary channels suitable for
authentication purposes (section 3.3), and a comprehensive survey of authentication methods
using these protocols and channels (section 3.4). Although my own contributions to this research
area are also listed along other protocols and authentication methods, I summarise and review
them in more detail in section 4. In the last section 5 of the first part, I present currently ongoing
work and an outlook for future research in this highly active field.

Part II collects all publications that are submitted as part of this (collective) habilitation thesis
and therefore presents the details of my own contributions as summarised in section 4.

1.1 Focus

This habilitation thesis focuses primarily on authenticating spontaneous interactions in the area
of ubiquitous computing, and specifically on three aspects:

• user interaction methods for association between mobile devices and/or stationary services
with implicit, human-verifiable authentication,

• cryptographic protocols to facilitate secure agreement of shared secret keys using a main
wireless and an auxiliary channel with appropriate properties,

• and sensor data analysis techniques to support the auxiliary exchange of messages be-
tween devices in a human-verifiable manner.

Security and usability issues surrounding these aspects, such as secure communication
channels making use of the shared secret that devices have agreed upon during authentica-
tion, secure storage of such keys, preventing side-channel attacks on a hardware level, power
management on mobile devices, safeguarding user privacy, or social and legal implications are
explicitly considered out of scope of the present thesis.

1.2 Ubiquitous Computing

Ubiquitous Computing is a vision. The famous quote from Mark Weiser’s seminal 1991 article
[Wei91] that

The most profound technologies are those that disappear. They weave themselves
into the fabric of everyday life until they are indistinguishable from it.

still perfectly describes the essence of ubiquitous computing — the vision that computing tech-
nology should be integrated with daily life. Such integration fundamentally changes how users
interact with technology. When aiming for continuous use of information technology services
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distributed over the environment, users may want to interact with hundreds or even thousands
throughout their day, and many of these services will be used just once.

Part of this upcoming change is already visible in the changed usage scenarios brought
by the hype around web services. By moving from “personal” services in the form of locally
installed programs and data storage – the one-user-one-device case – towards lightweight clients
(currently browsers, in the near future mobile devices) accessing diverse and distributed services
– the one-user-many-devices case –, previous assumptions on human computer interaction are
already being invalidated. One example is that required training to use a service efficiently must
now be kept minimal. It will rarely be acceptable to force users to spend learning time when
they only intend to use a service once or sporadically. Another example is that neither users
nor devices can automatically be considered trustworthy anymore. Potentially malicious users
now have access to critical services that, when previously being installed locally on the users’
own devices, did not require protection against unauthorised use. On the other hand, it seems
practically impossible to establish trust relationships with arbitrary public services prior to using
them for the first (and most probably only) time. This leads to requiring mutual authentication
between users and services, with the effect that popular public services keep (typically private)
databases of millions of essentially unverified user accounts while users struggle with lists of tens
of different account details for partially trusted services.

For ubiquitous computing, this trend is expected to continue, and additional assumptions
will most probably be invalidated as well. A hint of upcoming changes can be taken from
current driving factors for ubiquitous computing, including technological drivers like general
miniaturisation, improvements in processing speed, memory, and communication bandwidth,
always-on telecommunication infrastructure, and inclusion of sensing into everyday devices as
well as social drivers stemming from the move towards an information society. These driving
factors lead to increasingly mobile devices with sufficient local resources and sensing possibilities
that are always connected to the Internet, and towards continuous use of diverse local and
distributed services.

There are two additional core aspects of most work on ubiquitous computing. First, the
notions of context and the associated context awareness concentrate on adapting applications
to the situation or environment, that is, the context, they are used in (cf. e.g. [DA00]). Every
action or interaction happens in one or multiple overlapping contexts such as “at work”, “in a
meeting”, “in a theatre”, or simply “sitting”, “standing”, or “sleeping”. Contexts may for example be
mutually exclusive, hierarchically structured, or overlapping, and they are typically recognised
(semi-) automatically from different sensors (cf. my dissertation thesis [13]). The first three of
the constituent papers are concerned with context recognition [1, 2, 3] and lay the basis for
authentication based on context and environmental sensing.

Second, the increase in user mobility and volatility of relationships between users and
services demands spontaneous interaction between users and their changing, context-dependent
opportunities for using services in their environment.

1.3 Spontaneous Interaction

Spontaneous interaction is one of the core topics of ubiquitous computing and interwoven with
its primary vision — to support the serendipitous use of (informational) services whenever and
wherever it seems most appropriate to the user. Especially in the context of using a service for
the first (or only) time this is difficult because no prior knowledge can be assumed on any of
the involved layers. This includes the lowest layers of (wireless) communication, middle layers
of networking protocols and service discovery, and upper application layers dealing with data
formats, representation, and user interaction issues.

For each of these layers, various approaches to achieve the desired level of ad-hoc interoper-
ability have been suggested. For interoperable communication, standards such as IEEE 802.11
wireless LAN, IEEE 802.15 Bluetooth or IEEE 802.15.4 ZigBee can be used. Device and service
discovery may be defined by the communication stack, for example Bluetooth, or may use a
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protocol capable of working with multiple communication links, for example SLP, UPnP, or mDNS
and DNS-SD. For interoperable data exchange, approaches reach from distributed tuple spaces
to infrastructures defined especially for spontaneous interaction (e.g. the Obje interoperability
framework [NES08]). However, there are (at least) two common issues to consider for all the
layers: context and security. Context awareness is expected to be highly beneficial for efficient
spontaneous interaction, for example if only those services are shown by the respective service
discovery mechanism or only those data items displayed on the application layer that conform
both to the user’s situation and to their intent. Security also needs to span all the layers to
prevent various threat scenarios, especially when no prior knowledge about the communication
partner is available for any of the layers. Generally, when devices and services can not offer this
prior knowledge because they are interacting for their first time, the only instance that can make
informed choices on which services to use and how to interact with them is the human user.

Putting the Human in the Loop

As humans, we are unable to directly sense wireless communication, and therefore have no
way of verifying which devices are communicating with each other. This makes attacks on the
wireless communication channel possible and likely, allowing a malicious party to not only attack
the main (wireless) communication channel, but also all the higher layers. On the other hand, we
can very well decide which devices should participate in the spontaneous interaction and thus
communicate wirelessly with each other, and which should not. This is an issue of trust, and is
therefore specific to the interaction at hand. For example, we may place enough trust in a public
but otherwise unknown display for viewing a newspaper article, but may not want to entrust it with
private medical or financial records due to the risk of them being invisibly copied and forwarded.
Therefore, even if there was a globally accepted trusted third party3 for certifying devices and
users, this would not solve the problem of authenticating spontaneous interactions.

Security – and in particular authentication – for spontaneous interaction therefore needs to
consider users as part of the system, even more so than with traditional applications.

2 Security Methods for Ubiquitous Computing

Before going into detail about methods for authenticating spontaneous interactions, it is important
to review what we actually mean by security: that is, what requirements we have for secure
information technology systems and which threats we need to protect against. In this section,
I provide a brief but systematic introduction of security especially for systems in the area of
ubiquitous computing.

2.1 Requirements

Secure systems are often defined to fulfil three basic requirements, also called the “CIA triad” (cf.
the classical paper [CW87] or many newer textbooks):

Confidentiality means that private data should only be accessible to authorised users. It is
sometimes also called secrecy.

Integrity means that it should be impossible to undetectedly modify protected data.

Availability means that authorised users should always (or at least at clearly defined time
periods) be able to access data or services. The implication is that unauthorised users
should be unable to deny access for authorised users.

3Typically, such trusted third parties would be implemented as Public Key Infrastructures (PKIs) for scalability reasons.
Because every PKI suitable for mass-production of devices needs at least one so-called root certificate as an “anchor of
trust”, global deployment has obvious trust issues [ES00]. Even the technical feasibility of secure global-scale PKIs is
disputed [Gut].
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A straight-forward way to achieve the first two requirements is to apply the well-known cryp-
tographic methods of encryption and digital signatures. However, there are usually no solely
technical means to solve the last requirement, and comprehensively addressing all three of them
always involves authentication in some way. Additional requirements in a broader context are:

Authenticity means that it should be possible to determine the source or originator of data items
or messages.

Non-repudiability extends authenticity to third parties and means that, when forwarding data
items or messages from the original recipient to a third party, this third party should also
be able to determine the original source and that the original sender should be unable to
disclaim generating it.

Authorisation and Access Control describes the procedure of determining which – identified
and authenticated – users or devices should be authorised to access specific data, services,
or execute specific actions.

Auditability means that it should be possible to, after the fact, reconstruct access to data items,
services, and executed actions. It is typically achieved by securely storing traces and logs
of relevant actions.

The last two requirements are often more organisational than technical aspects, and are not
discussed further within the scope of this thesis. However, their implementations can build upon
the more basic “CIA” requirements as well as authenticity and non-repudiability.

Roughly five decades of research on cryptography have given us the tools to, on the technical
level of communication channels and protocols, tackle the requirements of confidentiality, integrity,
non-repudiability, authorisation and access control, and auditability once authenticity of all parties
has been established. The crucial step is therefore to ascertain who users and devices are —
that is, to authenticate them.

Authentication is the guarantee that a communication partner is who they claim to be. More
specifically, a subject (or verifier ) authenticates (demands proof for) that the object (or
prover ) is who or what they claim to be. The attribute of authentication defines which aspect
of the object is authenticated.

In ubiquitous computing, subjects and objects are usually (groups of) users or stationary or mobile
devices, but can also be services, single actions, or whole organisations or institutions. Most
common attributes are some form of identity (such as the name of a human user or the network
address of a device), absolute location, or relative position, but can also be ownership, affilia-
tion/employment, the current behaviour/task/action of the object, and past behaviour/task/action
(for example gathered via trust and reputation models). The most important distinction is, within
the scope of this article, the object of authentication. We can therefore distinguish between:

User authentication is the guarantee that the correct user is interacting with a system, that is,
an authentication where the object is a user. This is the most common form of authenti-
cation in today’s client/server and desktop computing environments and well known from
username/password methods or biometrics.

Device authentication is the guarantee to communicate with the intended device, that is, an
authentication where the object is a device. It primarily prevents so-called man-in-the-
middle (MITM) attacks on the (wireless) communication channel and is expected to become
increasingly more important as users start to demand proof that they are indeed interacting
with the intended service.

In this thesis, I focus on authentication from a user point of view, independently of the involved
communication partners of a specific interaction.
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2.2 Threat Scenarios

Complete security seems impossible. We can therefore only claim to fulfil any of the security
requirements in a clearly defined scenario, somehow restricting what we assume to possibly go
wrong. In practice, threat scenarios define what we assume malicious users (potential attackers
or so-called adversaries) to be capable of and which of these threats a system can protect its
legitimate users against. Ubiquitous computing builds upon established concepts and systems,
including processing, storage, and networks, and is therefore open to all typical threats known to
computer security research. The combination of established technology along with the expected
changes in its use cases, however, creates new threat scenarios that are especially relevant to
ubiquitous computing applications. We can classify these threats into three different levels:

1. Physical attacks on devices are possible when an adversary can gain physical access to a
hardware device, for example the user’s personal mobile device or the embedded system
that runs some informational service integrated into the environment. For scenarios where
users access services in their environment or communicate with others using their personal
mobile devices, such physical access creates the following particularly relevant classes of
threats:

a) Replacement of devices allows an adversary to put their own device (or at least one
controlled by them) into a context (for example a location) where a trustworthy service
is expected by other users. These users may then, due to the known context and
potentially good behaviour in the past, put more trust in spontaneous interactions with
the adversary’s device than is warranted.

b) Modifications to hardware or software allow an adversary to subtly change the be-
haviour of otherwise still functional devices or services so that security breaches, for
example capturing all user data and sending it to the adversary, can remain unnoticed
by users. Especially critical are modifications to the users’ personal trusted devices, for
example by installing key loggers to capture passwords and cryptographic key material
otherwise not stored on any device or back doors for remote access and control.

c) Side-channel attacks are a powerful method for an adversary to learn something about
the inner functioning of an otherwise closed system. By externally measuring some
physical phenomenon, internal algorithms and data can sometimes be determined
using statistical methods. The most well-known side-channel attacks rely on electro-
magnetic radiation (for example to read video signals transported over a cable from a
distance) and power analysis (for example to determine cryptographic keys stored in
dedicated embedded crypto processors like smart cards).

2. Wireless attacks on communication are possible when an adversary is in range of the
wireless communication link between legitimate devices. Without attacking the devices
themselves, they can perform different potential attacks:

a) Eavesdropping allows to read all or parts of wireless communication without the
legitimate communication partners being aware of this. Technically, most wireless
channels can be monitored fairly easily, and we therefore have to assume all messages
that are sent wirelessly to be completely public. To protect against eavesdropping,
messages must be encrypted.

b) Denial-of-Service (DoS) describes violations of the security requirement of availabil-
ity. That is, when adversaries are able to prevent wireless communication between
legitimate devices, they can deny authorised users access to specific services. Due
to wireless channels intrinsically being a shared broadcast medium, most wireless
communication standards can be easily disrupted. We therefore have to assume
complete or selective DoS attacks to be possible and have to design authentication
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methods and protocols to be able to cope with it, for example using timeouts on the
application level. Making DoS attacks harder is out of the scope of this work.

c) Message injection allows an adversary to create new messages and let them be
received by a legitimate device, potentially with fake sender identities. Without some
way to guarantee authenticity of messages, any recipient could be fooled into believing
that another legitimate user or device sent the message while it was generated by an
attacker.

d) Modifications to messages in transit violate the requirement of integrity of messages
when adversaries are capable of modifying parts of messages during transmission.
Depending on the specific wireless channel, it may require sophisticated equipment to
mount the attack undetectedly.

e) Man-in-the-Middle (MITM) attacks describe the most powerful class of threats. As a
combination of the other threats to wireless communication, an adversary is assumed
to have complete control over the wireless channel between two (or multiple) legitimate
devices. That is, the adversary can eavesdrop on, block, or modify any of the messages
sent on the channel as well as inject new messages. The effect is that legitimate
devices believe that they are communicating with each other while they are really
communicating with the attacker, who acts as a “hub” for communication and may
modify it as they wish. In practice, many wireless channels such as IEEE 802.11 WLAN
can be easily manipulated to gain the capability of MITM attacks (for example, by
creating virtual access points and letting legitimate devices communicate on different
channels). Therefore, we need to assume all wireless channels to be completely open
to attack and that MITM-type adversaries are present. Cryptographic protocols and
mutual authentication are required to prevent this threat, which is the main focus of
the present habilitation thesis.

3. Social attacks on users allow an adversary to manipulate spontaneous interactions without
attacking hardware, software, or (wireless) communication.

a) Confusion is a broad class of threats in which users interact with another user, device,
or service than they intended to. This can in many cases be a benign mistake caused
by devices being positioned close to each other, similar names or shapes, etc. and
is the responsibility of the respective user interface to prevent (cf. our work on using
spatial user interfaces for secure device interaction [4, 10]). However, confusion can
also be used by adversaries to maliciously cause users to interact with their devices
or services instead of the original ones. Unfortunately, it is hard to protect against
this class of threats in the general case — only for specific application scenarios,
user interfaces, and groups of users can the potential for confusion be analysed and
effective counter measures be designed. We therefore have to assume that confusion
happens and try to design user interfaces, cryptographic protocols, and generally
applications so that the impact is minimised.

b) A false sense of security can result from different mistakes, benign or caused by
malicious attackers. One important threat is that users construct wrong mental models
about how a system or its security measures work. This can lead to security measures
not being used at all, or being used incorrectly and therefore opening possibilities for
attack (for example confusion). While wrong mental models can result from non-optimal
user interfaces or be encouraged by an adversary presenting fake information, they
are essentially mistakes in communicating how a system works. On the other hand, so-
called bidding-down attacks mean that adversaries actively manipulate authentication
protocols (for example during the course of a wireless MITM attack) so as to present
the user only a restricted (and typically insecure) list of choices. This kind of attack
exploits that fact that authentication protocols are often designed to be extensible and
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interoperable among heterogeneous devices, and therefore offer multiple options. To
prevent a false sense of security, both cryptographic protocols and user interfaces
need to be designed to limit the options a user has to choose from but instead be
secure by default, and to make internal procedures more explicit, for example by
visualising a list of steps that needs to be completed.

The security methods discussed in the following mainly address threats to wireless communi-
cation by preventing MITM attacks. Social attacks on users can not be prevented on the protocol
level, but protocol design can mitigate the potential for mistakes. Physical attacks, on the other
hand, are out of scope of this work.

2.3 Physical Security

For all of the following discussions, we explicitly assume the legitimate devices participating in
a user-initiated spontaneous interaction to be secure. That is, that the specific interaction as
intended by the user will be performed by all legitimate devices. This does not mean that all
devices or services a user may want to use need to be completely secure; for many tasks, it will
be acceptable to use insecure devices because the action or data in question does not have any
security requirements. Examples are manifold, including to read news articles on public displays,
browsing the web for non-critical information, virtual black boards, etc.

When critical data or actions are part of some spontaneous interaction, then the involved
devices need to be trusted (and trustworthy) for the particular transaction. The authentication
methods discussed below can not prevent any physical attacks on devices or misuse of data
that has been transferred in a legitimate protocol run. However, application and protocol design
can mitigate physical attacks happening before or after a spontaneous interaction. In terms of
applications, critical data should be stored in an encrypted form and cryptographic keys should be
kept in memory only as long as strictly necessary. After it has been used, all key material should
be overwritten and wiped from memory (as for example done in my OpenUAT toolkit [12]). One
important element in protocol design is forward secrecy, sometimes also called perfect forward
secrecy (PFS). By making cryptographic keys independent of each other, for example using
public key cryptography such as the Diffie-Hellman key agreement protocol, previous session
keys will not be compromised if other keys are successfully attacked at a later stage. By ensuring
key independence, each spontaneous interaction needs to be attacked separately.

Although physical attacks and key compromise can not be prevented using the methods
discussed in this habilitation thesis and are therefore out of scope, appropriate protocol design
can at least mitigate the effects of such attacks. Wherever possible, this has been considered in
the design of my cryptographic protocols and authentication methods (for example in [4, 6, 9]).

3 Authentication

Mutual authentication solves all of the threats to wireless communication except DoS. When
understood and applied correctly, it also addresses social threats to users. However, this requires
the authentication process to span the layers and not only include the wireless channel but also
the user.

Each interaction has to be authenticated separately to ensure user-intended behaviour, a
property that is sometimes referred to as being human-verifiable, of giving physical evidence
[KZ03a], as demonstrative identification [BSSW02], or as data origin authenticity [WS06].

Physical evidence of the attribute used to authenticate the object is a new requirement for
secure systems in ubiquitous computing, and fulfilling it requires a second communication
channel called auxiliary (this term is often used in descriptions of cryptographic protocols)
or out-of-band (OOB) channel (this term is often used when referring to the specific out-
of-band medium that channel is based on) that is used to authenticate communication
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on the main (in-band), wireless channel. In the scope of this thesis, the terms auxiliary
and out-of-band are used synonymously. For user-initiated spontaneous interactions, the
auxiliary channel needs the human in the loop as final instance for verifying authenticity.
When users are subjects of an authentication, we also speak of human verifiability as a
subset of physical evidence.

The need for human-verifiable authentication is independent of the duration of the interaction,
from permanent device pairing that lasts until the “end of life” of one of the (virtual) entities like in
the “resurrecting duckling” model [SA99] to one-shot interactions. To abstract from the duration
of an interaction, we speak of device association in contrast to device pairing, which is often used
to imply a longer-lived association.

Device association is the act of creating an authentic communication channel between two or
multiple devices, independent of the duration of application-level interactions.

The most common auxiliary channel used by desktop-type interactions is formed by explicit,
standard user interfaces and users themselves: a service may identify itself on a display (usually
without authentication), and users identify themselves (via usernames or tokens) and enter their
passwords or similar secret shared data on keyboards or keypads for authentication. To reach
mutual authentication, both the service and the user – or the respective devices that represent all
parties – need to authenticate each other in some meaningful way.

What to authenticate?

Usually, authentication follows identification. That is, after a user or device was identified via
some means like entering or transmitting usernames, device addresses, or complex compound
identifiers in certificates, they need to provide proof for this identity, for example by entering or
transmitting passwords, PIN codes, biometric information, or by providing proof of possessing
the private key corresponding to a signed certificate. Although this two-step approach is used
in the majority of cases, it is not necessary for creating secure channels — there are more
properties that can be authenticated and that may be more suitable for spontaneous interactions
in ubiquitous computing environments. From a user point of view, device and user identities
are in fact unimportant for many applications. They usually want to interact – securely – with
“that” device in front of them, that is, with a physical entity. Any addresses or naming schemes,
that is, the virtual entities, are often not unique (think for example of printer names in different
office buildings or mobile phone names as discoverable via Bluetooth), but only make sense
in a specific context like a network realm of control. Therefore, authentication for spontaneous
interactions should usually authenticate the physical instead of the virtual entity.

For communication, virtual identities are still required, for example in form of network ad-
dresses or names. However, spontaneous interaction lends itself very well to authentication
without (permanent) identification; (virtual) network identities need not be permanent and need
only be unique during a single interaction. In fact, virtual entities can be ephemeral and used only
for a single spontaneous interaction akin to the use of nonces (random numbers used just once)
in cryptographic protocols. Thus, by using physical entities for anonymous or pseudonymous
authentication between ephemeral network identities and binding them to each other, secure
interaction can be provided while users’ privacy can be protected more easily than when relying
only on virtual entities.
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3.1 Challenges

Mutual authentication during spontaneous interaction poses three main challenges:

1. Wireless communication is insecure. As detailed in the threat scenarios in section 2.2, we
have to assume wireless channels to be completely open to attack. During spontaneous
interaction, communication partners have no prior knowledge about each other. On a
standard wireless channel such as Wireless LAN, Bluetooth, or ZigBee, there simply is no
information that would distinguish the intended communication partner from another one
nearby or, worse, from a malicious attacker.

2. Small, mobile devices often lack appropriate user interfaces. Many devices that may be
used spontaneously, such as headsets, goggles, printers, or smart cards, do not have any
explicit user interfaces such as displays and keypads that could be used for traditional
approaches to authentication like entering usernames and passwords.

3. User attention does not scale. Future small, mobile devices may be able to cope with
hundreds or thousands of authentication protocol runs a day, but users will not. Entering
passwords or verifying hex digits is already obtrusive enough for logins performed once or
twice daily, but will be out of the question when spontaneity is desired.

These challenges necessitate new approaches to mutual authentication. Most recent authen-
tication protocols can deal with the insecurity of wireless channels, but working without explicit
user interfaces and scaling to many interactions throughout the day require fundamentally new
methods. Especially the problem of scalability marks a second important difference between
authentication for ubiquitous computing applications and standard desktop applications (besides
the possibility for anonymous authentication based on physical entities). Users will most probably
be unable to authenticate personally to each service they intend to use due to the obtrusiveness
of the process, at least as long as this process is explicit. Implicit user authentication, for example
using unobtrusive and automatic biometric methods such as face or voice recognition, is one
option to make user authentication scalable. Another one is add a layer in between the user and
the service they intend to use:

Personal device authentication shifts this burden from users to their personal devices. Users
need to authenticate to personal devices that they carry with them at all times, such as
mobile phones or wrist watches, only when picking them up or activating them, for example
once a day. These personal devices then act as representatives for users, by keeping keys,
passwords, and generally authentication information for interacting with other devices and
services, and are used to transparently interact with services in a pervasive computing
environment. The personal device becomes a proxy to replace frequent user authentication
with background device authentication, and thus unifies both notions for the purpose of
using services.

This option has the advantage that such a personal device can, unobtrusively and automati-
cally in the background, run complex cryptographic protocols and represent multiple pseudonyms
a user may have, therefore protecting the users’ privacy much better than (implicit) biometric user
authentication would allow to. First prototypes using personal devices have been suggested, for
example using PIN codes for authenticating to the personal device and explicit pairing to services
[CN03], and we expect mobile phones and other personal devices to be used increasingly for
this purpose. In the remainder of this habilitation thesis, I therefore focus on methods for device
authentication, for example between a personal mobile device and a service embedded in the en-
vironment or another mobile device, and leave a study of methods for implicit user authentication
to future work.
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3.2 Protocols

One of the main issues is how device-to-device authentication can be made spontaneous and
secure at the same time. Consequently, a substantial number of protocols have recently been
proposed. The “resurrecting duckling protocol” [SA99] is one of the initial proposals, and suggests
a role model for devices with long-lived pairings, where a “duckling” device imprints itself with
the network identity and access credentials of a “mother duck” device, and will stay paired to
it until reset to its initial state. This model seems appropriate for many scenarios like pairing
home devices (TV sets, DVD players, audio players, etc.) to universal remote controls, pairing
headsets to mobile phones, et cetera. This static pairing relationship has been generalised by
so-called “key continuity” concepts which are now in wide-spread use, for example in SSH and by
caching of X.509 server certificates in web browsers, email clients, etc. The initial suggestion
was to use direct electrical contact to establish the device association and transfer the required
secret keys, which seems difficult in practice, not only because of the lack of standards for direct
device connections. Subsequently, protocols for device association using a broader range of
auxiliary channels have been suggested, most of them based on standard Diffie-Hellman (DH)
key agreement with additional authentication:

• Gehrmann, Mitchell, and Nyberg suggested a family of protocols for “manual authentication”
[GMN04]. The MANA I scheme allows a user to enter a short key displayed on one device
on the keypad of the other; in MANA II, the user compares short keys displayed by both
devices; and in MANA III, the user enters the same short key into both devices, or transfers it
from one to the other like in MANA I. MANA IV [LN06] is a generalisation of these protocols
with the abstract concept of some auxiliary channel and theoretical analysis of security
properties. With the current state of the art, MANA IV is a secure basis for authentication
protocols and we fully recommend to use it.

• Balfanz et al. were among the first to explicitly talk about using out-of-band channels
such as infrared or audio for authentication, and presented two protocols making use of a
human-verifiable authentic channel [BSSW02]. The first exchanges public keys over the
out-of-band channel before starting a standard protocol like TLS or IKE over the wireless
channel, while the second one uses only symmetric cryptography for resource limited
devices, although without providing encryption.

• Hoepman also introduced pairing protocols for short-lived interactions based on manual
exchange of secrets [Hoe04], which is very similar to MANA III [GMN04] and seems to
have been developed independently.

• However, Vaudenay claims [Vau05b] that Hoepman’s protocol can not be implemented
securely due to the lack of known hash functions with properties required by the protocol,
and presents a protocol called SAS, which provides the same level of security with shorter
shared secrets. SAS has later been determined to be of the MANA IV family of protocols
[LN06].

• Creese et al. introduced a formal model for verifying authentication protocols that work
with empirical verification [CGH+05]. They presented an analysis of three related pairing
protocols and show proofs of their security under their model.

• Čagalj, Čapkun, and Hubaux described three other pairing protocols with similar aims,
based on short string comparison, distance bounding, and integrity codes [ČČH06]. Their
second protocol is based on distance measurement, but we suggest that their scheme
might be applicable to an interactive challenge-response scheme based on arbitrary sensor
data.

• Wong and Stajano reviewed a few of the previously introduced protocols with regards to
resistance against eavesdropping on the auxiliary channel and attacks on short key strings
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[WS06]. They show an extension of the MANA III scheme that is similar to Hoepman’s
protocol in that it relies on the authenticity of the auxiliary channel instead of its secrecy,
and propose a new protocol for asymmetric authentication with a one-directional auxiliary
channel and limited input interfaces on one device.

• My own “Candidate Key Protocol” (CKP) differs from the above protocols by broadcasting
candidate key parts that other devices recording similar sensor data can “tune into” [8].
In its current form, it is susceptible to brute-force offline attacks when the sensor data
has low entropy, but offers a more dynamic and more scalable interaction model than the
protocols based on Diffie-Hellman. CKP breaks new ground in protocol design using a
different approach to key agreement, in some ways comparable to the new field of “fuzzy
cryptography” (e.g. [DRS03]).

Note that, although these publications often speak of displays, keypads, and the user entering
or comparing short key strings, the protocols are more widely applicable. On an abstract level,
these variants of authentication protocols use multiple channels with different security properties,
for example a completely open wireless channel and some low-bandwidth authentic and/or
secret auxiliary (out-of-band) channel. Two notable publications have independently introduced
concepts for such restricted auxiliary channels: Kindberg, Zhang, and Shankar defined the
abstract concept of “constrained channels” as one-way channels that can be restricted in both
sending and receiving messages, for example by location [KZS02]. Similarly, Balfanz et al.
introduced “location-limited channels” as channels on which human users can control which
devices are communicating with each other, and which only need to be authentic, but not secret
[BSSW02]. Wong and Stajano have more recently looked at more formal ways of defining channel
properties [WS06]. These concepts may be used to abstract from particular physical properties
of out-of-band media that form the basis for auxiliary channels and concentrate on their use within
authentication protocols.

These cryptographic authentication protocols using multiple channels are not complete
solutions to device authentication — they also require an out-of-band channel with specific
security properties. Different channels have already been proposed, depending on the application
scenario at hand. In the following, I will systematically introduce out-of-band media that are
suitable for authenticating spontaneous interactions.

3.3 Auxiliary Channels

3.3.1 Model and Methodology

To analyse and compare auxiliary channels, we need a model. Within the scope of this habilitation
theses, there are two major dimensions along which to discuss such channels. First, their security
properties define how auxiliary channels can be used as part of an overall authentication protocol,
that is, which guarantees a protocol can assume of a specific channel. The second important
dimension is the user point of view and will we discussed in more detail in the subsequent
section 3.4.

In terms of security protocols, an auxiliary channel can offer the following relevant properties:

Confidentiality of a channel means that only those devices that the user intends to interact with
(each other) can read messages transmitted via this channel. An example is entering a
secret PIN code into a keypad and shielding it from potential reading by other users or
cameras.

Complete (human-verifiable) authenticity guarantees that the recipient of a message – either
a target device or a user – can without any doubt determine the sender of this message.
The channel gives physical evidence of message transmission. An example is reading
(secret of public) messages from a display that is securely embedded into a device.
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Table 1: Out-of-band media and their properties

Partial (non-user-verifiable) authenticity guarantees that some physical property of the chan-
nel can be used to determine the sender of a message, but that this property is not directly
verifiable by human users. Examples are infrared or ultrasonic messages, both of which
allow a recipient to partially determine from where a transmission originated.

Integrity is a lesser guarantee than authenticity and, in the case of auxiliary channels, means
that messages can not be modified by an attacker but that there is no evidence of the
sender.

Stall-freeness guarantees that an attacker can not buffer and delay transmission of messages;
when a sender has transmitted the message on the channel, a recipient is guaranteed to
receive it instantaneously (barring physical transmission delay). This is typically the case
for all human-verifiable channels.

3.3.2 Analysis of Potential Out-of-Band Media

Table 1 summarises media that have already been suggested as out-of-band channels for authen-
tication purposes and gives their security properties according to the above model. Interaction
properties from a user point of view as discussed in the model of section 3.4 are also included
in the table as well as references to specific authentication methods that use the respective
channels.
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Keypad input Direct symbolic input is limited to both the number of buttons on the respective
device and the speed a user can type on them. This creates a trade-off between the keypad size
– ranging from standard-size keyboards on laptops to single, small buttons – and the channel
bandwidth. With low hardware cost and/or constrained size, this means that moderate to high
security levels require noticeable user effort. However, using keypad input for authentication
rarely creates any additional hardware effort, as most devices are already equipped with at least
one button. An advantage from a user point of view is the “physical touch” and consequently the
direct mental association which devices are part of the interaction.

Display Displays can be available in a wide range of resolutions, sizes, and brightness levels.
Large and bright displays enable interactivity over larger distances, while high-resolution ones
offer higher channel bandwidth. Maximum display size is obviously constrained by the respective
device size and additional hardware effort, that is, added cost, can be significant. From a user
point of view, sufficiently capable displays can support multiple authentication methods and thus
offer flexible use-cases for different application scenarios. Direct mental association of involved
devices is also intuitively supported.

Camera When using the visual medium for direct data transfer between devices (e.g. [MPR05]),
cameras are the counterparts to displays. They have a similar trade-off between resolution and
cost. Up to moderate interaction distances where complex optical lenses are not required, camera
size is less of an issue. Additional hardware effort for adding cameras to devices depends on
the device type and application scenario: for mobile phones, cameras no longer add significant
cost, while smaller devices would need to be equipped with digital signal processing in addition
to the actual camera sensor. Note that, from a user point of view, it is important that users can
see what the camera captures, and therefore devices with cameras will also need to be equipped
with appropriate displays.

The bandwidth is sufficient to not only transfer authentication information as part of the
cryptographic protocol, but also identity information such as network addresses to start the initial
communication.

Laser Laser transmission is asymmetrical: one device requires a laser diode for transmitting,
the other a suitable photo sensor for receiving. Hardware effort for the transmitter is very low, as
laser diodes are cheap, small, and have low power consumption. Necessary hardware effort for
the receiver mainly depends on interaction distance (larger sensors are required) and lighting
conditions (at daylight, more sensitive signal processing is required). User effort is very low, as
lasers only need to be pointed at a target device and the subsequent transmission is practically
instantaneous. Although open to human senses, actual transmission of messages over visible
lasers guarantees only partial authenticity. The reason is that, while the “dot” created by partial
reflection where a laser beam strikes the sensor is visible, the actual message is transmitted
in coded form and too quickly to be perceptible. Is is therefore theoretically possible for an
attacker to override a message transmission with their own, potentially stronger modulation. The
bandwidth of lasers is also sufficient to transmit identity information.

Infrared Infrared transmission (sending and receiving) incurs low hardware effort and is avail-
able in many mobile devices such as mobile phones or laptops. The bandwidth of infrared
communication is also sufficient to transmit identity information.

Audible sound Audio transmission uses a shared medium; in the audible range, it is also shared
with users, with the advantage of being directly observable and the disadvantage of distracting
users in vicinity of the transmission. If users are intended recipients of audio transmissions (in the
case of verification interaction), then user effort is moderate to high due to the required attention.
Hardware effort is moderate for microphones and associated audio data processing, but speakers
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can add some size and weight to mobile devices. However, many mobile devices such as mobile
phones, PDAs, and even some wrist watches are already equipped with both microphones and
speakers, making it an attractive medium for off-the-shelf devices. The bandwidth of audio
transmission is also sufficient to transmit identity information.

Ultrasound Ultrasound is also a shared medium, but with current technology can only be used
with limited bandwidth for secure transmission. Additional hardware cost is high because of
required signal processing and because no off-the-shelf device currently includes ultrasonic
transducers. Such transducers also have a minimal physical size, which might increase the
device size. User effort, on the other hand, can be low to nonexistent.

Motion Hardware effort for using motion as an input channel is low, because accelerometers
are cheap, small, and consume little power. Signal processing requirements are also low due to
slow data rates (in comparison to audio or optical transmission). The bandwidth can be moderate
to high depending on signal processing effort, but as an input-only channel, motion can not be
used to directly transmit identity information.

Radio frequency Radio frequency as a medium for authentication is a special case, because
wireless channels are considered in-band channels. When using the same medium for authenti-
cation, some additional properties besides the data transmission capability are exploited to create
the required out-of-band character. Its bandwidth depends on the specific authentication method
(e.g. low for “Shake Them Up” [CM05], moderate for “Amigo” [VSLdL07], and potentially high for
“LoKey” [NSHN06] but in this case requiring trust in the network operator).

A special form of an out-of-band channel with physical evidence is to rely on the human body
and direct contact as a transmission medium [Zim96], although we are currently not aware of
specific use of such a channel for authentication purposes.

3.4 Human-Verifiable Authentication Methods

Specific human-verifiable device authentication methods may use any of the out-of-band channels
discussed above by combining it with appropriate cryptographic protocols and user interaction.
For their analysis and comparison, we again need a model.

3.4.1 Model and Methodology

The following taxonomy, introduced for the first time in this habilitation thesis, approaches the
recently suggested methods mainly from a user point of view, taking into account how they may
be used in practice. There are two major aspects in which we can classify device authentication
methods:

Interaction The style of user interaction defines if the user needs to verify the proof of or provide
input for authentication. In the verification case, devices involved in the authentication
transmit some information to the user, for example by displaying, which the user then
verifies and acknowledges if it was verified correctly. The most common form of verification
is to compare information transmitted by two different devices for equality, but other forms
of verification are possible. In the input case, the user transmits information to involved
devices in some form, for example by entering symbols or by providing input to device
sensors.

User “sensibility” The medium used for information transmission can be either directly sensible
by human users, that is, match any of the human senses, or only indirectly, that is, by
exploiting physical properties of the medium. In the first case, users can directly monitor
the property that is used for authentication, for example by verifying a displayed key hash or
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Figure 1: Taxonomy of (personal) device authentication methods from a user point of view

by providing input in the form of aiming a laser or a mobile phone camera at the physical
device to interact with. In the indirect case, authentication is based on a property that can
neither be directly observed nor directly influenced by the user, for example location-based
authentication measured with radio frequency signals. Only the indirect effects of the used
property can be verified, for example based on visualisation, or influenced, for example by
bringing devices sufficiently close to each other.

Based on the combination of interaction and user sensibility, Figure 1 shows four emergent
classes of device authentication methods. For input interaction, we can further distinguish into
two specific sub-classes, both for direct and for indirect sensibility. Each of the four major classes
defines the information flow between sources and sinks of information transmitted over the
respective out-of-band medium, which will be discussed in more detail below. The provided
authentication guarantee can, depending on this information flow, be either one-way or mutual ;
in the latter case we also speak of symmetric authentication.

3.4.2 Direct user verification

Information flow Devices (sources) transmit information to users (sinks), who act as the final
verifying instance (in many cases by comparing). Because the out-of-band channel is directly
observable, physical authenticity of all involved devices is implicitly guaranteed.

Design implications This first class of methods is the most “obtrusive” one from a user point
of view, as users need to explicitly verify some property that is directly sensible and/or compare
between multiple devices. On the other hand, it implicitly provides introspection in the form that
users verify what their devices authenticate, and thus provides good support for building mental
models. Due to the obtrusiveness of a separate verification step in the interaction, applications
should (try to) embed it into the normal workflow at a stage where user attention is already
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focused on the association or selection process. A good example is ZRTP [ZJC07], where users
can start a voice-over-IP call by reading words to each other. Such an interaction can be a natural
part of starting the first call with a new communication partner, and be seen as part of the first
call establishment (like searching for the number the first time it is used).

Methods On the lower end of the required effort to implement and use the method, Perrig and
Song suggested “Hash Visualization” [PS99], which transforms key hashes to random art images
for easier explicit comparison by the user. This is one method to allow users to compare key
strings between multiple devices, e.g. required by the MANA II protocol. They also described
an application to use hash visualization for user authentication by letting users choose a set of
images from a larger displayed set (user authentication instead of device authentication). When
all involved devices feature high-resolution displays (moderate hardware effort), then this method
can offer high security (by embedding whole checksums into generated random art images) with
low user effort (a quick glance will often be sufficient).

Bluetooth Simple Pairing [Blu06] offers the “Numeric Comparison” mode, which requires users
to compare 6-digit numbers displayed on both devices and confirm if they match or not. This
provides lower security by restricting the compared data length at the cost of higher user effort
due to symbolic comparison, but lowers the hardware effort for all involved devices.

For voice-over-IP applications, Zimmerman et al. suggested ZRTP, currently under review
as an RFC draft [ZJC07] and recently extended by Hlavacs et al. [HGS+08]. ZRTP provides
in-band key agreement, authentication, and key continuity based on ephemeral Diffie-Hellman
keys created opportunistically during each protocol run. Session keys are derived from the
ephemeral DH keys and cached key material from the previous call to prevent MITM attacks on
subsequent calls. For the first call between two devices, short authenticated strings encoded
as words can be compared by the users reading them to each other via the established ZRTP
channel (relying on user’s capabilities to recognise the communication partners’ voices). This
method provides high security, requires low additional hardware effort for the niche area of VoIP
devices, and low effort for users.

Goodrich et al. presented “Loud and Clear” [GSS+06], which uses normal audio as out-of-
band channel. As part of the authentication protocol, devices speak or display non-sensical
English sentences derived from key material, which users need to compare and verify that they
match. Soriente, Tsudik, and Uzun later described an extension called “HAPADEP” [STU07a],
which supports playing piano tunes derived from key material in addition to non-sensical sen-
tences. Additionally, it uses the audio channel to directly transmit data which is received with
the other device’s microphone, and thus does not require an additional wireless communication
channel. These two methods provide moderate security with low hardware effort. “Loud and Clear”
requires users to spend moderate to high effort (comparing textual and/or spoken sentences),
while HAPADEP might be used with slightly lower effort.

On the other end of the spectrum, Kindberg, Zhang, and Im proposed three different protocols
[KZI05] that require high user effort but are limited in their security by allowing only short key
strings to be compared. The first is similar to the hash visualisation method, as it requires
users to compare key strings, but suggests either textual representation or to use a bit-wise
multimedia pattern that is synchronised between the two devices, e.g. blinking LEDs, colour
blocks on a display, or beeps. Their second method is called “physical interlock” and requires
the users of devices that should be authenticated to co-operate with “sign language”, e.g. to
react to commands like “raise your left hand”. Comparing strings bit-for-bit or symbol-for-symbol
requires high user effort per bit of provided security. Their third method, the “Harmony” protocol,
allows users to compare synchronised media streams, e.g. one device playing bass, the other
the matching piano tune, comparable to one of the use cases for HAPADEP.

All of these support (at least optionally) mutual authentication, where both communication
partners authenticate each other.



20 PART I: STATE OF THE FIELD AND OWN CONTRIBUTIONS

3.4.3 Direct user input

Information flow Users (sources) transmit information to involved devices (sinks), which use
the provided information as direct input to authentication protocols. Because the out-of-band
channel is directly controllable, physical authenticity of all involved devices is implicitly guaranteed.

Design implications This class of methods is characterised by the fact that users provide ex-
plicit input in some way that is open to human senses and which is directly used for authentication
purposes. We can further distinguish methods that depend only on user input in some form, and
methods where user input is coupled with aspects of verification. By providing input, users may
require less attention (and thus spend less effort) than with methods using verification.

When the respective input is an integral part of the interaction, such as selecting a device to
interact with, authentication may even be performed implicitly and automatically, relieving the user
of any additional steps “just for security”. Such implicit authentication has the potential to make
interactions secure by default, and thus to see wide usage in practical settings. Applications
should try to combine selection with authentication by using the same property for both actions.
Examples are selecting a printer by pointing a laser to it in our own protocol [9] or by taking
a picture of its attached 2D barcode [MPR05], or selecting a Bluetooth headset by shaking it
together with the mobile phone that should use it in our “Shake well before use” method [6].

Methods using input with verification At the lowest end of required user effort among the
recently suggested methods combining input with verification aspects is to use visible lasers to
select and implicitly authenticate devices. Kindberg and Zhang first proposed to use the laser
beam as a confidential out-of-band channel to transmit key material as part of an authentication
protocol [KZ03a]. This protocol assumes that the laser emits no light except onto the receiving
sensor (and that no light is reflected from the latter), which may not be valid when considering
attackers with free line of sight to either the sender or the receiver. Recently, we presented
[9] an improved protocol which no longer requires this assumption of confidentiality, but only
the more realistic and significantly weaker assumption of partial authenticity. This method
provides high computational security due to the high bandwidth of lasers as out-of-band channels,
but, depending on the application scenario, might only provide moderate protection against
impersonation of one of the devices due to the asymmetric authentication. By adding visual
feedback (for example LEDs) as “back channel”, high security can be provided in all cases.
Hardware effort is low to moderate and requires a cheap laser diode on one side (typically the
mobile device) and a suitably sized light sensor on the other.

McCune, Perrig, and Reiter presented “Seeing-is-Believing” [MPR05], a protocol and working
implementation for using cameras in mobile phones as a human-verifiable out-of-band channel.
Again, to at the same time select a device to interact with and to transmit authentication informa-
tion, the target device displays a 2D barcode (or uses static, printed barcodes when no display
is available), which the user can simply capture with their mobile phone camera to initiate the
interaction. Saxena et al. extended this method [SEKA06] with a more secure authentication
protocol and to support devices that do not have a full screen but only an LED, which is used
to transmit the authentication information via blinking patterns. This approach allows users to
directly verify what the sensor, that is, their camera phone, measures. In comparison to a personal
device equipped with a laser diode and the service equipped with a sensor, it swaps the roles of
sender and receiver on the out-of-band channel. The advantage is that it is easier for users to
verify the authenticity of the other device because authentication in the protocol sense matches
what the user verifies. On the other hand, it forces the user to pay closer attention than for simply
pointing a laser at a target device and thus requires slightly higher (but still low) user effort. With
moderate hardware effort (cameras with sufficient resolution and light sensitivity), high security
can be provided.

Buhan et al. suggested SAfE [BDHV07], a proposal to also use cameras for authentication
between mobile phones. However, instead of 2D bar codes, users are presumed to take
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facial pictures of each other, which are then used as biometric authentication data for newer
cryptographic key storage techniques like e.g. the widely cited “Fuzzy Extractors” by Dodis,
Reyzin, and Smith [DRS03]. This method provides moderate to high security depending on
the threat model with moderate user and hardware effort. The additional advantage is that the
facial picture used for authentication could also be used as future, highly intuitive reference for a
communication partner.

For these methods, the distinction between verification and input interaction is slightly blurred,
because users both provide input, for example by pointing a laser or a mobile phone camera
towards the device or user to interact with, and are involved with further verification, for example
by verifying that there is no interference in the optical out-of-band channel such as a second laser
aimed at the same receiver. However, we classify them primarily as input interaction because
the input (“pointing”) part defines the major user interaction component. All methods provide
one-way authentication but can be made symmetrical by reversing the procedure when both
devices feature the required hardware (for example cameras).

Methods with user input only Among methods that rely only on user input, common motion
seems to require the least user effort and at the same time provides high security with low
hardware effort (devices need to be equipped with accelerometers). Our most recent work called
“Shake well before use” [6] presented an interaction method to associate two or multiple devices
by shaking them together for a few seconds. The common movement is also used to implicitly
authenticate the device association based on accelerometer sensor data. The “Martini Sync”
[KSW07] and a method by Bichler et al. [BSHL07] follow the same concept but differ in detail,
with the latter providing low security but without requiring communication over a wireless channel
during the authentication protocol.

Soriente, Tsudik, and Uzun presented “BEDA” [STU07b], a method to associate devices by
repeatedly pressing and releasing, at the same time, one button on each device. A suggested
variant of this approach is to press and release the button on one device synchronised to the other
device’s LED blinking. Due to the limited bandwidth of this input channel, it provides moderate
security with negligible hardware effort and low to moderate user effort.

Bluetooth Simple Pairing [Blu06] and Wi-Fi Protected Setup are currently standardised au-
thentication schemes with PIN or password entry. In Bluetooth Simple Pairing, the “Passkey
Entry” mode requires a user to enter a 6-digit number displayed on one of the devices into the
other. This requires higher user effort than quasi-random button presses, but can provide high
security with low hardware effort.

Patel et al. presented [PPA04] a method to temporally pair a user interface device, e.g. a
keyboard and a display, to a personal mobile device where the user interface authenticates
to the mobile device by displaying a gesture sequence, which is then followed by moving the
mobile device. Note that, although the authors talk about user authentication, the subject of the
authentication is the external user interface, and not the user. It is also unclear how this scheme
protects against active man-in-the-middle attacks, suggesting further research. From a user
point of view, this method seems the most involved, but may be appropriate for specific usage
scenarios. Hardware effort is low, but the security of the suggested protocol is currently unclear.

Bluetooth Simple Pairing, Wi-Fi Protected Setup, common motion input, and BEDA in two-
button mode provide mutual authentication.

3.4.4 Indirect user verification

Information flow When the medium used for out-of-band transmission is not directly user
sensible, users can not be recipients (sinks) of the information transmitted by devices (sources).
Therefore, another (trusted) device must receive this transmission and relay it to the user in
observable form, for example by visualisation.
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Design implications The consequence for combining verification interaction with out-of-band
media that are not directly sensible is that authentication can only be secure when information
transmission between involved devices offers some physical guarantees that authentication can
depend on (for example ultrasonic messages between devices with guarantees on the direction
they were received from as used in our protocol for spatial authentication [4]). It is important that
the required information transformation, for example visualisation, is accurate enough so that
the probability of users confusing devices (for example by occlusion in the visualisation) is kept
sufficiently low. This additional layer of indirection may be open to new threat scenarios and thus
needs to be analysed as part of the whole system, both in terms of security and usability.

Methods Kindberg and Zhang proposed a method to verify device authenticity by their positions
[KZ03b]. Users are supposed to perform manual ultrasound triangulations: the angle of arrival
of ultrasound pulses emitted by the target device is visualised, and by performing this process
multiple times, it is suggested that users can verify the physical position of devices. Security of
the proposed protocol is currently unclear, and user effort is high.

We have improved this concept to include relative distance and formulated it more specifically
as using “Spatial Reference” for authentication, as well as to support implicit authentication when
devices are selected based on their visualised spatial position [4, 10]. In a specific implementation
of authentication with relative spatial relationships we also also used ultrasound, based on our
analysis of the security properties of ultrasound as an out-of-band channel [5]. In contrast to
other location based authentication methods such as using infrared or WLAN signal strength,
ultrasound provides higher accuracy and thus allows to visualise positions for user verification.
This method can be argued to either let the user verify an implicit property (the relative spatial
position of the target device) or to provide input (the same position). The classification of this
method into this or the next class therefore depends on the specific application scenario it is used
in. In both cases, user effort is low (as studied in our work [10]) for moderate to high security
depending on the threat scenario, but hardware effort is high.

Both methods in principle provide one-way authentication, but in our implementation both
devices perform spatial and thus mutual authentication.

3.4.5 Indirect user input

Information flow As with the previous class, authentication based on physical properties that
are not directly user sensible depends on their effects. Coupled with input interaction, users
can create the necessary pre-conditions to fulfil the authentication property, but are not directly
involved with its verification. Information transmission can only happen between devices (sources
and sinks). Although the difference between indirect verification and indirectly providing user
input may seem subtle from a security point of view, providing common input to devices may
consume significantly less user attention than verifying some property, even if embedded into the
interaction.

Design implications Because users are no longer involved in the authentication process itself,
it can be difficult to create correct mental models: which property is being authenticated, when has
authentication been performed, and which security guarantees are provided. Applications should
thus (try to) make authentication introspectable, for example using visualisation. Authentication
should be transparent and unobtrusive, but not invisible. Otherwise, users may, although they
might no longer feel the need to turn off obtrusive security protocols, still use them incorrectly.
Particularly, they may, under a false sense of security, perform risky interactions they would not
do if they had a correct understanding of the provided security guarantees.

Methods for explicit authentication with indirect user input Nicholson et al. presented
“LoKey” [NSHN06], a method and implementation to use the “Short Message Service” (SMS) for
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authentication between mobile GSM devices. Users provide input in form of the phone number
of the target device that is used both for initial connection establishment and for verification as
part of the authentication protocol. If phone numbers are used as identifiers for communication
partners, user effort is low. Depending on the application and threat scenario, security may be
low to high and hardware effort may be low to high.

Castelluccia and Mutaf presented “Shake Them Up” [CM05], a method to authenticate devices
based on their spatial proximity. By limiting the transmission range of wireless channels such
as Wireless LAN, two devices can create a secret shared key. The trick in this method is that,
when users shake the devices and move them around each other during the authentication, then
attackers will be unable to distinguish which device sent a specific message. This property is
called “source indistinguishability” and is important for the security of the proposed authentication
protocol. Similarly to our “Shake well before use” method, device movement is used as necessary
quasi-random user input to the authentication process. In contrast to it, however, the authenti-
cation channel is (in-band) radio frequency and only (indirectly) influenced by physical device
movement. With low hardware effort, moderate to high security can be provided. However, user
effort is moderate to high depending on the required security level.

Methods for implicit authentication based on user or device context The main distinction
between the previous and this group of methods is that authentication happens implicitly, whenever
a certain context is entered. By entering a context (for example a location) the property is fulfilled
and authentication is performed. With all methods, user effort is therefore minimal.

In our work on “Spatial Reference” [4], by selecting a visualised spatial position, other
devices that are not at this location are (virtually) excluded from authentication/communication
(comparable to NiaB where the exclusion is done by physical walls). Therefore, the user also
creates the necessary pre-condition for the devices to authenticate each other.

For peer device authentication, Varshavsky et al. presented “Amigo” [VSLdL07], a method for
device association based on common radio frequency environment. When devices are co-located,
they can sense similar radio environments, e.g. WLAN access points or Bluetooth devices in
range. Signal strength measurements are then used as common input to the authentication.
Hardware and user efforts are low (with optional “hand weaving” to improve security) while the
provided security is moderate to high.

For user or device authentication to access services, several location-based authentication
methods have been proposed. Bardram, Kjær, and Pedersen presented “Personal Pens” [BKP03]
as contactless RFID-like smart cards coupled with a location tracking system to enable transparent
and seamless login of users on changing terminals. This work was motivated by real-world
problems of user authentication in hospitals [Bar05]. A similar application was presented by
Aitenbichler and Heinemann [AH07], but using infrared instead of RFID-like locationing. Faria
and Cheriton also used implicit authentication based on location [FC04], but with overprovisioned
wireless LANs for rough location estimation. WLAN clients are authorised when inside physical
boundaries, as determined by RF signal strength analysis. Due to their design, these methods can
only provide low to moderate security, but require high hardware effort in terms of infrastructure
support.

Balfanz et al. presented “Network-in-a-box” [BDG+04], a specific implementation of their
concept of location-limited channels. Using an infrared channel, users can bring their laptop into
a physically secured room to authenticate wireless LAN connections. This infrared channel is
assumed to be secret and authentic, and a custom application uses it to transmit WLAN setup
details and key material. Hardware effort is low to moderate, and the provided security can
be moderate (due to broad signal characteristics of infrared) to high (using the relatively high
bandwidth when devices are restricted to a closed room).

Other approaches to location-based authentication that fall in the same group of methods are
the various so-called “distance bounding” schemes, for example the specific proposal presented
by Čagalj, Čapkun, and Hubaux [ČČH06] for timing-based distance bounding with ultrasound or
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ultra-wide band sensing. Distance bounding schemes rely on the physical propagation speed
of some signal as well as on the response times of the other device, and are problematic with
wormhole attacks, where attackers partially “accelerate” their signals by tunnelling them through
faster channels. Hardware effort and security can be low to high due to the variety of out-of-band
media and specific methods that fall into this category.

With the exception of “Amigo” and “Shake Them Up”, which are designed to provide peer
authentication and are mutual, these methods provide one-way authentication.

4 Own Contributions

4.1 Publications

My research on security for spontaneous interaction started at the intersection of my work
on context awareness for ubiquitous computing and traditional security research in terms of
cryptographic protocols. The constituent papers of Part II in this thesis have been selected to
reflect my contributions to this field. My work on context awareness is represented by the first
three collected publications, which summarise or extend parts of my PhD thesis [13]. They
are included in Part II not as novel contributions to the focus of this habilitation thesis, namely
spontaneous device authentication, but to introduce the basic notion of and methods for context
awareness.

Context awareness is both a pre-requisite for spontaneous interaction and supports sensor-
based authentication methods as presented in the previous sections. The first constituent
publication [1] therefore introduces a five-step architecture for context recognition and prediction.
This was the first article that considered context prediction on an abstract level, taking into account
relationships between different, low-level aspects instead of predicting these separately as for
example location prediction does. As such, it has already been cited in many recent publications
on context prediction by other research groups. In terms of my research work on authenticating
spontaneous interactions, this architecture formed the initial building block for integrating different
sensors in a common data processing pipeline. Additionally, classification algorithms as studied
for context recognition are also directly applicable to classifying sensor readings in terms of
making authentication decisions (cf. [6]).

The second publication [2] expands on dealing with heterogeneous sensors and introduces
a method to use a multi-dimensional, heterogeneous input space with standard classification
algorithms. Instead of the Euclidean space assumed in the standard formulation of many such
algorithms, this work shows that, by defining two operators for each dimension of the input space,
most classification algorithms can be applied with minimal changes. This was an important
result that is still influencing my current work on using various, highly heterogeneous sensors as
sources for deciding if devices and services can be authenticated.

The third publication [3] then discusses extensions to one specific classification algorithm,
namely “Lifelong Growing Neural Gas”, to use a heterogeneous input space and to exploit its
internal network structure for recognising high-level contexts. These extensions were initially part
of my work focusing on context recognition, but later on informed some of the design decisions
for sensor data processing on devices with limited resources.

The fourth constituent publication [4] is the first collected one that deals explicitly with authen-
ticating spontaneous interactions as its main contribution. It expands on research work done
mostly by colleagues from Lancaster University as part of the “Relate” EU and EPSRC projects.
A peer-to-peer ultrasonic localisation system with an accuracy of up to 10 cm was developed and
prototypically implemented in the form of USB “dongles” with integrated ultrasound transducers
and wireless networking for synchronisation and co-ordination of ultrasonic sensing. These
dongles can be attached to arbitrary mobile or stationary devices to support mutual relative
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localisation. In [4], we expand the prototypical system to not only provide sensing of relative
locations, but to also support implicit authentication based on these relationships, which we
termed “Spatial References”. The basic idea is that a user should only need to perform a single
step, namely to select which device or service to interact with based on its relative spatial location.
Using ultrasonic pulses, the user’s device can explicitly measure the same spatial reference that
the user can see. By presenting an authentication method that couples cryptographic key material
with this spatial reference, we made authentication implicit. An authentication request as the basis
for further (secure) interaction can only succeed when it corresponds to the location selected
by the user. In the specific implementation, we achieve this coupling by encoding cryptographic
material onto single ultrasonic pulses and using this exchange as part of a key agreement and
verification protocol based on standard cryptographic primitives. Specific contributions to the
research field are the concept of spatial references, the secure use of ultrasonic communication,
a concrete implementation, and a user study showing that a) users understand the concept and
b) they can use it with sufficient accuracy.

In the fifth publication [5], we further analyse potential threats on ultrasonic communication
based on different potential attacker positions. Depending on where an attacker is located, for
example in the same room or directly in between the legitimate communicating devices, they
have different options to interfere with ultrasonic communication. The important contribution
of this paper is to, for the first time, explicitly analyse threats for ultrasound as an auxiliary
channel. This analysis resulted in the development of the ultrasonic pulse encoding applied by
our authentication method [4].

The sixth publication [6] represents our second approach to authenticating spontaneous
interactions, in this case especially aimed at small, mobile devices. Its main idea is simple: to take
those two (or even multiple) devices that should be temporarily or permanently associated with
each other in one hand and shake them for a few seconds. This single user action again produces
two effects: to start an interaction between those devices shaken together, and to implicitly
authenticate their wireless communication channel so that only those devices that have been
shaken together can participate in the interaction. In [6], we present two specific methods to use
accelerometer sensor data in cryptographic authentication protocols to produce secret, shared,
and authenticated keys. The first method uses a conservative cryptographic protocol structure
with two phases, key agreement and key verification, and the coherence metric for comparing
if the accelerometer time series are similar enough for authentication. In the second method,
cryptographic key material is more directly derived from the sensor time series by distributing
so-called candidate keys over the wireless channels. Devices can then “tune into” each others
cryptographic key stream and produce matching keys if (and only if) their local sensor data is
sufficiently similar. The main contributions to the research field are both the overall concept of
using shaking for implicit authentication and the two specific methods, which were the first to
be published, as well as a systematic and extensive user study that allowed comprehensive
analysis of shaking motions for security purposes. In addition to being awarded best Pervasive
2007 paper, this publication has already been cited by an increasing number of other publications
despite its relative youth.

In the seventh publication [7], we present a specific implementation of the first method for
authentication based on accelerometer data. This implementation was done using off-the-shelf
Nokia 5500 mobile phones which already come equipped with 3D accelerometers. The publication
describes required changes and detail issues to perform accelerometer-based authentication over
Bluetooth and with the limited resources of these standard mobile phones. A short accompanying
video published online (see http://www.youtube.com/watch?v=ktJC0S4_X58 with nearly
40.000 views until the time of this writing) received noticeable attention by some large-scale
online media4.

4After a featured article in the New Scientist (http://technology.newscientist.com/article/dn12912),
it was picked up by Slashdot (http://mobile.slashdot.org/article.pl?sid=07/11/17/1231254), Heise on-

http://www.youtube.com/watch?v=ktJC0S4_X58
http://technology.newscientist.com/article/dn12912
http://mobile.slashdot.org/article.pl?sid=07/11/17/1231254
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In the eight publication [8], I present the cryptographic protocol underlying the second, more
unconventional authentication method presented in [6] in more detail and analyse its properties
from a security point of view based on various theoretical results. This “Candidate Key Protocol”
is general and applicable to arbitrary sensor time series that two (or multiple) devices can record
with some similarity. When used for other sensors than accelerometers as described in [6], only
the domain-specific feature extraction parts need to be exchanged. This publication presents
a new angle for cryptographic key exchange that has previously not been explored, and may
therefore act as the basis for future work in this direction.

In the ninth publication [9], we explored a third option for authenticating spontaneous inter-
actions using visible lasers. In this case, the previous assumption that lasers are confidential
auxiliary channels was disputed and I presented a cryptographic authentication method using
laser transmission that no longer assumes confidentiality. A prototypical implementation of both
a sender based on a cheap laser diode and a receiver using simple components showed that
such transmission can be realised with little cost and effort. The contribution of this publication is
to show that secure authentication can be performed even under weak assumptions, namely a
single, non-confidential and only partially authentic auxiliary channel. This result is also important
for other channels besides lasers that may have comparable properties.

The tenth publication [10] studies authentication methods using auxiliary channels on a
higher level, abstracting from specific sensing-based authentication methods. It is an extended
version of my previous conference paper [14] in which I introduced the concept of context
authentication proxies to support authentication between two devices, services, or users that
can not directly share a specific context and thus not directly use any of the above methods for
authenticating spontaneous interactions. A proxy can be used to authenticate one of the parties
and, when pre-authenticated to the second party, be used to establish secure authentication and
an appropriate trust relationship between the two parties. I analysed different options for realising
context authentication proxies, including online and offline relationship with the pre-authenticated
party, active and passive interactivity of the proxy itself, and different ways for establishing trust
relationships. In the constituent article [10], we included a user study for a specific application
scenario of using spatial authentication based on previous work [4] to grant guest devices access
to a wireless LAN infrastructure. This user study shows that users tend to prefer the sensing-
based authentication over the traditional, better known captive portal with username/password
authentication. Additionally, this method allows to grant temporary access via more diverse trust
relationships that do not necessarily demand creating user accounts in centralised databases
and thus ease the administrator’s task. The main contribution of this publication is the concept of
context authentication proxies and an analysis of different options. Additionally, the user study
shows viability of this approach for a specific application.

The eleventh publication [11] is a precursor to the work on context authentication proxies
and also presents a method to use proxies for mediating spontaneous interactions, albeit with
a different terminology. Its contribution to the research field was a first protocol for indirect
authentication based on RFID as an out-of-band channel as well as a performance analysis of
cryptographic primitives suitable for mobile devices with limited resources.

These own contributions and publications by other research groups demonstrate the availability
of different methods and auxiliary channels for user-verifiable and sometimes even implicit device
authentication. In Table 1, I already summarised the different out-of-band media that have been
used so far for device authentication. One promising method to benefit from their different security
guarantees is to combine multiple media, for example by letting users enter numbers displayed on
one device and transmitted back for verification via modulated, audible sound. Such multi-modal,
or multi-auxiliary-channel authentication methods can increase security, but will often do so

line (http://www.heise.de/newsticker/meldung/99142), and ORF futureZone (http://futurezone.orf.
at/produkte/stories/236278/), among others.

http://www.heise.de/newsticker/meldung/99142
http://futurezone.orf.at/produkte/stories/236278/
http://futurezone.orf.at/produkte/stories/236278/
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with the downside of an increased burden for users, who will need to pay attention to multiple
media. Additionally, all auxiliary channels need appropriate implementations and are therefore
often being neglected to avoid the effort. Suggested approaches mostly represent specific,
stand-alone examples and are not easily compare- or interchangeable. The taxonomy introduced
in section 3.4 presents one way of classifying and thus comparing approaches and should
therefore contribute to the research field by giving design guidelines for future work. However,
practical implementations rarely use any of the presented methods because they are currently
only documented in the form of scientific papers and – if at all – only available as prototype
implementations. To advance the practical influence of research on securing spontaneous
interactions, ready-made and easy to use implementations are required.

Consequently, the twelfth publication [12] takes first steps to tie together all the previous
research efforts in a unified software toolkit. I introduced “OpenUAT”, the open source ubiquitous
authentication toolkit, as a project to combine out-of-band channels and interaction methods into
ready-to-use building blocks for spontaneous authentication. This should not only allow to further
compare methods among different aspects, but also provide implementations that can be used for
real application development – taking security into account from the start but relieving designers
from re-inventing the details. OpenUAT is already being used as the basis for an ongoing PhD
and three Master’s projects and further interest has been shown by other research groups.

4.2 Initiated Projects

Lancaster University has been widely known for its research activities in ubiquitous computing.
During my post-doc research stay in Hans Gellersen’s group, partially as Intra-European Marie
Curie Fellow, I started involving other group members with security in ubiquitous computing.
Research in this area has been ongoing ever since and will probably result in multiple project
proposals within the next year.

I initiated and released the OpenUAT project [12] as open source and have been adding
multiple authentication methods since (see the official project web page http://www.openuat.
org). Starting with its first public release on SourceForge.net in January 2007, it has already
been downloaded 232 times until August 2008 (see http://sourceforge.net/projects/
openuat).

4.3 Supporting the Research Community

To support the formation of a research community in the young area of securing spontaneous
interactions, I co-organised two specialised workshops together with other international experts.
IWSSI 2007, the First International Workshop on Security for Spontaneous Interaction, was
co-located with Ubicomp 2007 and resulted in a special issue of IJSN, the International Journal
of Security and Networks, that contains extended versions of many of those publications that
helped shape the research field so far. A second result was the creation of the SSI Wiki for
coordinating research on security for spontaneous interaction (see http://www.comp.lancs.
ac.uk/iwssi2007/wiki/). SPMU 2008, the Workshop on Security and Privacy Issues in
Mobile Phone Use, was co-located with Pervasive 2008.

5 Future Research

Authenticating spontaneous interactions is still a young research topic, but it has been highly
active in the past few years. First real-world impact is expected within a few generations of mobile
device products. But being a young topic, relevant publications currently tend to come from
different research areas such as context awareness, human computer interaction, sensor data
analysis and machine learning, or classical cryptography.

One main task for future research is therefore to unify and standardise cryptographic protocols
and auxiliary channels for spontaneous device authentication, and to develop a terminology and

http://www.openuat.org
http://www.openuat.org
http://sourceforge.net/projects/openuat
http://sourceforge.net/projects/openuat
http://www.comp.lancs.ac.uk/iwssi2007/wiki/
http://www.comp.lancs.ac.uk/iwssi2007/wiki/
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frameworks for describing and evaluating new approaches. As a direct extension of my work
towards an open source authentication toolkit [12], personal research effort and multiple student
projects are currently underway to implement previously published methods within OpenUAT.
This includes generalised versions of the approaches using mobile phone cameras and 2D bar
codes (cf. [MPR05]), audio transmission (cf. [GSS+06, STU07a]), manual number input, transfer,
or verification (cf. [GMN04]), and synchronised button presses (cf. [STU07b]). All these auxiliary
channels will – for the first time – be used with the same underlying cryptographic protocol,
namely an extended variant of the MA-DH respectively MANA IV protocol [LN06] termed UACAP
(Unified Auxiliary Channel Authentication Protocol) that is still to be formally published. By utilising
the same cryptographic protocol structure, the authentication methods will become more easily
interchangeable and therefore comparable for specific applications. OpenUAT will then be able to
support the selection of appropriate methods and offer ready-to-use implementations of the most
common ones. An initial user study to compare some of these methods for various application
scenarios is currently under preparation.

A second task is to study multi-channel authentication protocols more formally, for example
based on the taxonomy presented in this habilitation thesis in section 3.4. Specific new open
research questions that have resulted from my work are a direct comparison of authentication
methods for the same application scenarios, a study of mental models and understandability, and
the impact of different security properties of auxiliary channels on protocol design as discussed
in section 3.3. Theoretical analysis should ideally yield security proofs for specific cryptographic
protocols in combination with security properties of auxiliary channels. On a higher level, only
few comparative user studies have so far been presented. It is well-known that too many options
hinder both security and usability, as the effectiveness of any security approach depends on
its user’s ability to apply them [DGdlFJ04]. This has been discussed explicitly for Bluetooth
Simple Pairing and Wi-Fi Protected Setup [KWP07], and studied comparatively by Uzun et al.
[UKA07] as well as Valkonen, Toivonen, and Karvonen [VTK07]. Kindberg, Sellen, and Geelhoed
also showed that user expectations about security and authentication protocols, that is, their
perceived security, need not necessarily be aligned with their real security [KSG04]. Their study
points to convenience and social issues as equally important as security and trust issues in
system and interaction design. We can take these preliminary results as a strong motivation for
considering the whole system when designing authentication methods in ubiquitous computing,
most importantly the user interaction process. The analytical study of user mental models as
well as recommendations for choosing appropriate authentication methods in various application
scenarios and for different user groups, for example children or elderly, is still an open research
issue.

Further open issues include the optimisation of authentication methods in terms of improving
classification accuracy when sensor data analysis is involved, for example in the “Shake well
before use” method, and in terms of run-time and quick user feedback. Both areas of optimisation
are currently subject to personal research, for example by explicitly modelling 3D movements
from acceleration time series with the aim of compensating the relative alignment of the ac-
celerometers embedded in different devices. Another open research issue is the area of implicit
user authentication without mobile devices, for example based on biometric methods and sensors
distributed over the environment. One major problem for such implicit user authentication is to
safeguard user privacy.

For real-world security, co-mobility of devices improves security with appropriately designed
protocols that re-key regularly [Vau05a]; an attacker would be hard-pressed to follow the devices
and therefore attack the continuous communication stream. Co-mobility, as a subset of context
awareness, combined with multiple out-of-band media promises to support user-friendly and
secure authentication methods. OpenUAT as one of my most recent and still ongoing contributions
to the research field promises to make authentication based on auxiliary channels easy to use
and therefore practical for future applications. Spontaneous interaction and security do not
necessarily contradict each other — with appropriate methods, they can come together to better
support users in their daily tasks.
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Summary 
Current mobile devices like mobile phones or 
personal digital assistants have become more and 
more powerful; they already offer features that only 
few users are able to exploit to their whole extent. 
With a number of upcoming mobile multimedia 
applications, ease of use becomes one of the most 
important aspects. One way to improve usability is to 
make devices aware of the user’s context, allowing 
them to adapt to the user instead of forcing the user 
to adapt to the device. Our work is taking this 
approach one step further by not only reacting to the 
current context, but also predicting future context, 
hence making the devices proactive. Mobile devices 
are generally suited well for this task because they 
are typically close to the user even when not actively 
in use. This allows such devices to monitor the user 
context and act accordingly, like automatically 
muting ring or signal tones when the user is in a 
meeting or selecting audio, video or text 
communication depending on the user’s current 
occupation. This article presents an architecture that 
allows mobile devices to continuously recognize 
current and anticipate future user context. The major 
challenges are that context recognition and 
prediction should be embedded in mobile devices 
with limited resources, that learning and adaptation 
should happen on-line without explicit training 
phases and that user intervention should be kept to a 
minimum with non-obtrusive user interaction. To 
accomplish this, the presented architecture consists 
of four major parts: feature extraction, classification, 
labeling and prediction. The available sensors 
provide a multi-dimensional, highly heterogeneous 
input vector as input to the classification step, 
realized by data clustering. Labeling associates 
recognized context classes with meaningful names 
specified by the user, and prediction allows 

forecasting future user context for proactive 
behavior. 
Keywords 
Feature Extraction, Context Awareness, Context 
Prediction, Proactivity, Framework 

1. Introduction 

Computing environments are changing rapidly, 
and the pace of this change is currently increasing. 
Due to broad availability of computing and network 
infrastructure, the potential audience of computing, 
communication or other services of informational 
nature is growing steadily. As a consequence thereof, 
ease of use becomes a primary concern. 

The purpose of our study is to enhance 
information appliances [27] to predict context and 
deliver proactive services to the user. An information 
appliance is a device designed to perform a specific 
function, specialized in information, with the ability 
to share information with other appliances. They are 
currently implemented as, for instance, mobile 
devices or within Pervasive Computing.  

Many have already presented their visions of 
future computers, including Mark Weiser with 
Ubiquitous Computing [39] (which is also called 
Pervasive Computing), Steve Mann with Wearable 
Computing [22], Hiroshi Ishi with Tangible Bits [18] 
and Hans-Werner Gellersen with Smart-Its [13]. 
Common to most of them are the paradigms of 
Mobile Computing and Context Awareness [35]. 
Although these visions are radically different, they all 
agree that user interfaces should become less 
obtrusive and “smarter” with regards to adapting to 
the user. Today, most interfaces are explicit ones, 
forcing the user to adapt to the interface, to learn how 
to use it. If a “Personal Computer” or “Personal 
Digital Assistant” (PDA) would live up to its name, it 



 
 

 

  

should instead adapt to the user, offering implicit, 
intuitive and sometimes invisible interfaces. 

Our work strives to add another aspect to the 
vision of future computers: proactivity. We postulate 
that a PDA, which is not bounded to being a single 
physical device, can only fulfill its intentions if it acts 
proactively – good human assistants stand out for this 
reason. Our idea is to provide software applications 
not only with information about the current user 
context, but also with predictions of future user 
context. When equipped with various sensors, an 
information appliance should classify current 
situations and, based on those classes, learn the 
user’s behaviors and habits by deriving knowledge 
from historical data. Our current research focus is to 
forecast future user context by extrapolating the past. 

It should be pointed out that the topic of 
proactivity in computer science is a controversial 
one, especially in HCI; the general concept of context 
awareness itself has to be handled with care [8]. 
Because the estimated current or predicted future 
context and thus implicitly the actions started by the 
appliance based on these assumption might be 
erroneous, they might need to be reverted by the user, 
possibly causing severe problems. Thus, proactivity 
in applications, when utilized for controlling 
actuators with impact on the real world, must be 
handled with care. However, the possible uses for 
predicted user context in applications are manifold, 
ranging from simple reminder messages to 
emergency procedures being started before an 
accident happens. Our work is primarily concerned 
with techniques that enable proactivity in embedded 
devices and leaves decisions about starting actions to 
applications built on top of it. 

In the following, we present our architecture for 
an application framework which provides predicted 
user context on the basis of historical data in real-
time. The remainder of this article is structured as 
follows: Section 2 defines our notions of proactivity 
and context. Section 3 lists related work and sets our 
work in relation to other projects. The main part of 
this article, section 4, explains the architecture 
including our contribution of adding proactivity to 
context awareness. In section 5, our implementation 
of this architecture in form of a cross-platform 
software framework is discussed and current results 
are presented in section 6. Finally, section 7 shortly 
summarizes our work and describes future aims. 

2. Definitions 

2.1 Proactivity 

The term proactivity has been used in computer 
science mostly for software agents, where one 
important difference between agent oriented 

programming and object oriented programming is the 
proactivity of software agents [40]. Formally, the 
difference between reactivity and proactivity lies in 
the dependence of the current system output on the 
system state trajectory. If interpreted as an abstract 
(Moore) state machine, the internal “state” of a 
system at time t  can be described as 

( )11, −−= ttt aqq δ , where tq  is the current state, 1−tq  
is the last state and 1−ta  is the input value at time 

1−t  (cf. [29]). In this definition, system inputs and 
state transitions are assumed at discrete time steps 

0Ν∈t . The system output depends on the state – 
this is how the difference between reactivity and 
proactivity is defined in the context of this article. In 
a reactive system, the output tb  at time t  only 
depends on the current and – implicitly – on past 
states: 

( )tt qb λ=  

In a proactive system, it can also depend on 
predicted future states: 

mttttt qqqqb +++= ,,,, 21 Kλ
 

The future states mttt qqq +++ ,,, 21 K  for m  

discrete time steps are predicted recursively  
by some arbitrarily complex process 

11 ,,, −+++ = itttit qqqpq K ; if only tq  is necessary 

for predicting any itq + , then p  can simply ignore the 

predicted states 11 ,, −++ itt qq K .  

2.2 Context 

Context has been defined by Dey [7] as 

any information that can be used to 
characterize the situation of an entity, where 
an entity can be a person, place, or a physical 
or computational object 

which we adopt in this article. A good overview 
on different definitions of context can be found in 
[34]. 
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Describing the situation in general, context can 
have many aspects, typically: 
• geographical 

• physical 

• organizational 

• social 

• user 

• task 

• action 

• technological 

• time 

As described in more detail in section 4.1, a 
single sensor does not seem to be appropriate to 
capture the different aspects of context. 

3. Related Work 

Context awareness is currently a highly active 
research topic [2], but most publications assume few 
but powerful sensors like video or infrastructure 
based location-tracking. Albrecht Schmidt, Hans-
Werner Gellersen and Kristof van Laerhoven have 
presented an architecture for recognizing context 
from multiple simple sensors[21][34][35][36] in the 
TEA and Smart-Its projects. Our work takes a 
comparable approach to context detection by using 
multiple diverse sensors, but extends it to also exploit 
qualitative, non-numerical features [24]. 
Additionally, our framework introduces the 
prediction of future context, which has not been 
considered in the TEA project. The ORESTEIA 
project is concerned with hybrid intelligent artifacts, 
but depends on a priori training of artifacts by a 
vendor in a special training phase and explicit 
retraining phases for adaptation [28]; we seek to 
avoid the distinction of operation and training phases 
so that a device can be fully operational at all times.  

Feature extraction from different types of 
sensors has also been described in various 
publications in the field of context awareness, e.g. [4] 
describes the use of K-Means clustering and HMM to 
obtain context from a microphone, while [3] 
describes the use of audio and video for context 
detection, and others [5][17][23].  Our notion of 
features is equal to “cues” in the TEA project or to 
“Contextual Information Providers” in CIS [19]. In 
the field of robotics, feature extraction and sensor 
fusion have been studied extensively, but with a 
different focus. For autonomous robots, the 
geometrical properties of the environment (e.g. 

surfaces, angles, edges, color, textures, etc.) are of 
utter importance and need to be determined 
accurately to avoid potential collisions. Sensor fusion 
provides an appropriate means of combining multiple 
different sensors to resolve ambiguities, increase 
robustness due to redundancy and determine different 
properties of the same real-world objects [1]. For 
context awareness in information appliances, sensor 
fusion is at the current state of research not 
appropriate, because the available sensors typically 
capture different, mostly orthogonal aspects of the 
user or device context. Fusing of sensors necessitates 
some level of redundancy and a common model, 
which is currently not available for context 
descriptions. A possibility for exploiting multiple 
similar sensors, which can obviously be fused, is to 
exchange raw sensor or feature vectors between 
devices in spatial proximity. If two or more devices 
have similar sensors, their samples can be merged to 
obtain a possibly more complete view on the 
environment. This has been proposed independently 
in [23], similar to our recommendation in section 4.1. 

In [7], Anind K. Dey et.al. described a software 
infrastructure for context awareness, which depends 
on a server for aggregating context and is limited to 
discrete-valued types of sensors. An implementation 
of this infrastructure is the Context Toolkit [32]. This 
toolkit is not directly comparable to our work; we 
aim to implement context recognition and prediction 
locally on each device, without the need for 
infrastructure components, while the Context Toolkit 
intentionally is an infrastructure approach.  

Proactive adaptation of applications on the base 
of context has also been explored in [19]. The 
“Contextual Information Service” provides a 
lightweight interface for obtaining context 
information, but follows the approach of adapting the 
environment. We intend to autonomously adapt the 
device to a changing environment, which includes 
changing user behavior. 

Learning user’s habits has previously been 
explored by Michael C. Mozer in The Neural 
Network House [25], which is able to predict 
occupancy of rooms, hot water usage and likelihood 
that a zone is entered in the next few seconds using 
trained feedforward neural networks. Kidd et.al. 
reported [20] about the Aware House, which should 
also learn user’s habits, but was not finished at the 
time of the report. The MavHome project [6] by 
Diana J. Cook et.al. also utilizes prediction 
algorithms to forecast user actions, but parts of the 
prediction seem to rely on database support and batch 
training. 

Time series forecast has been explored in 
different areas, including distributed simulation [10], 
software agents [31], data value prediction in 
processors [33], data mining from health records [38] 
and theoretically for neural networks [37]. 



 
 

 

  

Utilizing different types of features for context 
recognition and the use of time series forecast 
methods for predicting future context on the level of 
aggregated context identifiers is, to the best of our 
knowledge, a new approach and has not been covered 
before by published research. 

4. Architecture 

Sensor readings are classified to detect common 
patterns in the input values. These patterns are 
interpreted as “states” of an abstract state machine 
that act as context identifiers. A user context is 
therefore abstracted to these states, whose internal 
data structures relate sensor readings to states. 
Although this interpretation makes it more 
complicated for applications to query for specific 
aspects of a context (e.g. location) instead of the 
context identifier, it allows to monitor and record the 
state trajectory of this abstract state machine. When a 
user advances from one context to another, sensor 
readings will change and another state will become 
active, reflecting the context change. Thus, 
interpreting the context changes as a state trajectory 
allows to forecast the future development of the 
trajectory, and therefore to predict the anticipated 
context. For clarity, we will only use the term context 
in the remainder of this article, which is similar to a 
state in our interpretation. 

 
 

It is important to note that context classification 
and prediction must be performed in real-time for any 
practical application; it is not feasible to log data and 
process it offline. For the vision described in  
section 1, an information appliance will have to be 
continuously running and always be able to provide 
services to the user. Therefore, our architecture is 
targeted towards embedded systems, running without 
user intervention for arbitrarily long periods.  
To derive knowledge about the device/user context 
from raw sensor data, the following steps are applied, 
which are depicted in Fig. 1: 

1. Sensor data acquisition: Sensors, e.g. 
brightness, microphone or IEEE802.15 
Bluetooth and IEEE802.11b Wireless LAN 
(WLAN) network interfaces, provide data 
streams (time series) of measurements. Usually 
some physical values like the incoming RF 
signals are the base for measurements, but more 
abstract sensors like the currently active 
application can also be utilized. In [34], sensors 
are classified as physical or logical, which we 
are not doing for a variety of reasons. Within 
our work, a sensor is any entity that can provide 
measurements of the environment a device is 
situated in. Values are sampled at discrete time 
steps 0Ν∈t , whose frequency should be set to 
the maximum desired sample frequency of the 
used sensors. As this is highly application 
specific, no general distance between sample 
time steps can be determined. 

tlsss ,...,, 21   → 

 
Input vector 
(Sensor vector) 

tnfff ,...,, 21   → 

 
Feature vector 

tmccc ,...,, 21   → 

 
Class vector 

∆+tmccc ,...,, 21  
 
Future class vector 

Fig. 1 Architecure for proactivity via predicted user context 
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A sensor vector lSSS ××× K21  defines sensor 

readings ltl SSSsss ×××∈ KK 2121 ,,,  for 

points in time t .  

2. Feature Extraction: From raw sensor data, 
information can be extracted by domain-specific 
methods, yielding multiple data values per 
sensor, which are called features F  with 
samples Ff ∈  as a function of time. During 
feature extraction, the available data is 
deliberately simplified, transformed or even 
expanded, allowing it to be interpreted better. 
Usually, simple statistical parameters like the 

mean x , standard deviation σ  or higher 
moments are used as features for time series of 
numerical data. For nominal and ordinal data, 
alternative methods should be explored. 

The set of features is called a feature vector 
nFFF ××× K21 , which defines samples 

ntn FFFfff ×××∈ KK 2121 ,,,  for points in 

time t  in the multi-dimensional feature space. 

Although this definition does not allow for meta 
attributes on feature values, it might be 
advantageous to do so. In the CIS project [19], 
meta information like confidence or accuracy is 
added to feature values and can be used by 
applications. In the architecture presented in 
this article, a confidence value might be mapped 
to a weight in the classification step to 
adaptively weaken the influence of features with 
(currently) poor sampling quality. 

3. Classification: The task of classification is 
to find common patterns in the feature space, 
which are called classes or clusters. Because a 
feature vector should possibly be assigned to 
multiple classes with certain degrees of 
membership (the “probability” or “confidence” 
that the feature vector belongs to a class), soft 
classification / soft clustering approaches are 
utilized. These approaches map a feature vector 
of n  different features to degrees of 
membership Cc ∈  with [ ]1;0:=C  of m  

different classes: m
n CFFF →××× K21 . The 

classes ic  for mi K1=  are regarded as the 
detected user context and are identified by a 
simple index in the class vector. 

The class vector mC  defines class degrees of 
membership m

tm Cccc ∈,,, 21 K  for points in 

time t .  

4. Labeling: To ease the development of 
context-aware applications and for presenting 

detected context to the user, descriptive names 
should be assigned to single classes or 
combinations of classes (cf. [21]). Labeling 
maps class vectors to a set of names: NC m →  
where N  is a set of user-defined context names 
(strings). 

A context name or context label Nnt ∈  
describes the currently active context for points 
in time t . 

5. Prediction: To enable proactivity, our 
approach is to forecast future context. Thus, the 
prediction step generates anticipated future 
class vectors from current ones: 

mm CRRC →×× ++ . 

A (future) class vector defines degrees of 
membership for each class: 

( )stcccpccc
tmsm ,,,,,,,, 2121 KK =  for 

points in time t  and s  with ts > . 
 
The following sections describe these five 

blocks in more detail. 

4.1 Sensors 

Context awareness of information appliances 
premises that they can rely on context-relevant 
information gathered by sensors. The acquired 
information should be as close to the user’s world 
perception as possible [34]. Unlike sensing 
information in other domains (e.g. quality assurance, 
robotics, etc.), where the object of interest is 
explicitly investigated for the sake of accurate and 
highly reliable measurement reading, sensors for 
Pervasive Computing information appliances have to 
be less intrusive and ostensible. Furthermore, for 
collecting context information, varieties and events in 
the measured data are much more interesting than the 
actual sensor output; thus different techniques and 
methods are required [9]. Gellersen et.al. proposed 
the use of diverse simple sensors as an alternative to 
the integration of a single generic sensor. Presuming 
that current information appliances are already 
equipped with sensors that can be exploited for those 
means, this approach is more rational. The variety of 
different sensor types results in a better 
representation of the users context than a single 
generic sensor [13]. Examples of such sensors in a 
typical information appliance are listed in Table 1, 
while Table 2 lists additional sensors that might be 
useful for recognizing user context and can be easily 
added to current and future information appliances. 

 
 
 
 
 



 
 

 

  

Table 1 Typical sensors 
available in a mobile device 

time 

microphone 

brightness 

Bluetooth 

Wireless LAN 

(un)docked 

logged on(pff 

application 
manager  

Table 2 Additional sensors for 
a mobile device 

GPS 

GSM 

compass 

accelerometer 

tilt sensor 

temperature sensor 

pressure sensor 

various bio-
medical sensors  

 

 

Fig. 2 Feature extraction on a typical PDA with a mobile phone as 
additional sensor 

 

Fig. 3 Feature extraction on a typical PDA with a mobile phone as 
additional sensor: example values 

To improve the quality of context recognition, 
information appliances can share their perceptions to 
create a more complete model of the current context. 
This is accomplished by mutually granting access to 
the raw sensor data of devices in the neighborhood in 
a peer-to-peer manner. Own sensor data can be 
correlated with the data of sensors in range, 
increasing the accuracy. Nevertheless, context 
information can only be shared within a close range 
to ensure that the recognized context is still local and 
distinct and not a global representation of different 
neighboring situations. By this means, the list of 
sensors is easily extensible by equipping the user 
with smart sensors that expose their information to a 
close, interested (and authorized) device. E.g., a 
biological sensor could measure the user’s pulse and 
transmit it to the information appliance via Bluetooth 
or similar ad-hoc communication methods. Fig. 2 
shows an example of using a mobile phone for 
retrieving GSM sensor data via Bluetooth. The list of 
processed sensor information is only limited by 
processing capabilities and memory of the 
information appliance. 

4.2 Feature Extraction 

Although feature extraction and classification 
are well-known fields of research, most publications 
only cover numerical, continuous features. Recently 
we introduced a model for utilizing heterogeneous 
features (e.g. a list of Bluetooth or WLAN devices in 
range in combination with the time stamp) in a 
common classification step [24]. 

The feature vector nfff ,,, 21 K  formed by 

an arbitrary combination of these features is highly 
heterogeneous; therefore, it is necessary to find a way 
to cope with the different types and semantics of the 
feature space dimensions in the classification step. In 
our concept, a feature type is defined by the feature 
extractor that does the actual transformation of raw 
sensor data into the more relevant exposition of the 
data. Therefore, these transformations can be done 
independently for each feature and are completely 
domain specific; each feature type can implement its 
operators needed for classification differently. This 
abstraction virtually maps different kinds of sensor 
data and their respective feature types to a unified 
multidimensional, homogeneous feature space that 
can be classified by commonly used algorithms. 

 
Feature types can be categorized as one of the 

following (a similar, albeit not identical taxonomy 
has been used in [26]): 
• nominal (categorical, qualitative): The feature 

takes on values of a set on which no order 
relation has been or can be defined. A special 
case are binary features with { }1,0=F . 
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• ordinal (rank): The feature takes on a values of 
a set with a defined order relation FF ×<: . 

• numerical (quantitative): The feature takes on 
values of an ordered set with defined +  and •  
operations (an algebraic field). It can be further 
distinguished according to the density of values 
in the set: 

o discrete: ZF ∈  

o continuous: RF ∈  

• interval: The feature takes on intervals instead 
of single values, e.g. ( )RPotF ⊆ . 

A preliminary comparison of different 
classification methods, ranging from clustering 
algorithms to neural networks, showed that only two 
operations are necessary on an abstract feature F : a 
distance metric and an adaptation operator [24]. With 
these two operations, supervised and unsupervised 
classifiers like the Kohonen Self-Organizing Map 
(SOM), K-Means clustering or Lifelong GNG [16] 
can be easily applied to any feature which defines 
them. In Fig. 3, an example list of features in a 
typical mobile scenario is shown on the PDA screen, 
including lists of Bluetooth and WLAN devices in 
range, the current GSM cell (queried from a mobile 
phone via Bluetooth) and specific audio features 
from the microphone. Each of these features has been 
implemented with appropriate distance and 
modification operators. 

4.3 Classification 

The classification step is used to find similarities 
in and learn recurring patterns from its input data. It 
serves the input for the labeling and the prediction 
steps in form of a probability vector containing the 
probability of activity for each learned class. 

A classification algorithm has to fulfill several 
requirements to be applicable for classifying sensor 
data and recognizing context: 
• On-line learning: There is no dedicated training 

phase, learning has to be done unsupervised and 
continuously. 

• Adaptivity: Learning must never stop; as user’s 
habits will change over time, classes must 
always adapt to new input data. This prevents 
the use of a continuously decreasing learning 
rate as used in many methods (e.g. some neural 
networks). 

• Variable topology: Because the number of 
classes can not be determined a priori for the 
general case, the internal topology must be able 
to adapt dynamically. 

• Soft classification: Context classes are not 
mutually exclusive, more than one context can 
be active at the same time (e.g. ’at home’ and 
’sleeping’). 

• Noise resistance: When working with real-
world data, the algorithms have to cope with the 
intrinsic noise that is sampled with all signals. 

• Limited resources: The algorithm has to work 
within the capability constraints of an 
information appliance (small RAM, little 
processing power, etc.). 

• Simplicity: In our case, the algorithm should 
perform as few distinct operations on the feature 
vector as possible. As the feature extractors 
have to provide the necessary operators (see 
feature extraction), a multitude of operators 
drastically complicates the implementation. 

Ideally, a classification algorithm must be on-
line and thus unsupervised and must have a variable 
network topology to cope with changing feature 
vector dimensionality (changing sensor 
configurations). The classification algorithm must not 
be hard competitive to allow multiple active contexts 
and it has to be designed for life long learning to not 
forget or overwrite already learned clusters over time 
(which is known as the plasticity-stability dilemma 
[15] in neural networks and clustering literature). 
Table 3 shows a comparison of the most common on-
line clustering algorithms and serves as a base for 
selecting the most appropriate one. K-Means, Leader, 
G K-Means and IDBSCAN segregate themselves due 
to their hard competitive classification strategies. 
SOM and RSOM tend to forget their previously 
learned classes very quickly due to their learning 
strategy and fixed network topology. Although this 
can be circumvented by combining the SOM with K-
Means clustering [21], GNG [11] still seems to 
provide more flexibility in environments with 
changing configurations. 

In [16], Hamker proposed modifications to the 
original GNG algorithm to cope with continuously 
changing environments and life-long learning 
(LLGNG). These modifications prevent the GNG 
from growing permanently by introducing a learning 
rate with a locality criteria. This results in a locally 
converging but globally still adaptive learning 
algorithm. New classes will always be learned but 
changes in already learned classes are only applied if 
the cluster representing this class does not match the 
new input vector properties to a reasonable extent. 
Due to these modifications, the algorithm also 
performs better in environments with small memory 
because a new cluster always represents a new 
context and is never redundant. Therefore, LLGNG 
can forget the oldest and most erroneous cluster when 



 
 

 

  

the memory boundaries are reached; this ensures that 
memory is always available for learning new classes. 
The basic rule behind learning and insertion in the 
LLGNG is that “organisms only learn when events 
violate their expectations”, previously assumed by 
[30]. Tests and performance evaluations are in work 
and will be presented in more detail in future 
publications. 

Table 3 General overview of algorithms for unsupervised 
clustering of sensor data, based on [21]: 1 

On-line 
Algorithm 

Network 
Topology 

Topology 
Preserving Competitive 

SOM fixed yes soft 

RSOM fixed yes soft 

K-Means fixed no hard 

Leader variable no hard 

G K-Means variable no hard 

Neural Gas variable no soft 

NG+CHL variable yes soft 

GNG variable yes soft 

IDBSCAN variable no hard 

4.4 Labeling 

Applications will generally be unaware of 
classes and their current degrees of membership. In 
real world scenarios, it would be virtually impossible 
to design applications to work with these class 
vectors, because they are learned in an unsupervised 
way and will therefore differ from one device to 
another; class vectors depend on the order in which 
those classes were detected first. Therefore, the 
indices of the currently active classes need to be 
mapped to more meaningful values. In our 
architecture, simple strings are used as context labels 
allowing users to enter them. This is the only step 
where user interaction is necessary and even in this 
case, it can be non-obtrusive. Approaches for such an 
interface include a discreet icon in one corner of the 
device screen which blinks when a still unlabeled 
context class has been active for some period of time, 
allowing a user to assign a name for the current 
context. Another option is to display an automatically 
created context log in form of a diary, which allows 
the user to label formerly detected context classes.  

                                                           
1  Kohonen Self-Organizing Map (SOM), the 
Recurrent Self-Organizing Map (RSOM), K-Means 
clustering, Hartigan’s sequential leader clustering, 
growing K-means clustering, neural gas, neural gas 
with competitive Hebbian learning (NG+CHL), 
growing neural gas (GNG) and incremental 
DBSCAN (IDBSCAN). Unlike Van Laerhoven we 
rate NG+CHL and GNG as topology preserving [12]. 

The complexity necessary for this step mostly 
depends on the quality of the classification step. If 
classes are long-term stable, i.e. previously learned 
classed are not overwritten by different new ones, 
then a simple 1-to-1 mapping of classes to labels 
might be enough. However, if the used classification 
algorithm overwrites older classes in order to learn 
new context, then the degrees of membership of all 
classes will need to mapped to labels. In [21], a 
simple K-Means clustering algorithm is used as a 
second step after clustering. For each class, 
represented by a winner neuron of the Kohonen SOM 
clustering, K-Means is applied to the input vectors of 
the SOM (which correspond to feature vectors in our 
architecture) to avoid overwriting of labels. This 
added complexity is necessary because of the 
shortcomings of the SOM, and one of the reasons for 
selecting GNG for our first experiments. 

 

 

Fig. 4 GUI prototype: Allowing the user to assign descriptive 
labels 

 

Fig. 5 GUI prototype: non-obtrusive display of current context 

The first implementation is based on a direct 1-
to-1 mapping and provides the user a non-obtrusive 
way to assign a label to a class. The prototype 
labelling application is currently realized 
independently from the framework to permit 
autonomous development and testing. The 
communication between the labelling application and 
the classification framework occurs via a simple 
SOAP protocol (a DCOM interface on windows is 
also available), not being restricted to a single 
platform. Fig. 4 shows the dialog used to assign 
labels to the classes found by the classification 
algorithm, Fig. 5 shows how the application signals 
the user the currently active context. It is also 
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possible to view the context history to assist the 
labelling of new contexts. 

It is still an open issue if the classification 
quality will facilitate the use of a simple 1-to-1 
mapping or if a more complex n-to-1 mapping from 
the whole class vector to labels will perform better. 
When an appropriate solution has been found for a 
wide range of application areas, the labeling will be 
incorporated directly into the framework. Thus, the 
labeling application will only be responsible for the 
naming of recognized contexts, but not for storing the 
associations or the context history. 

4.5 Prediction 

Prediction is the main novelty in our 
architecture and the focus of our current research. As 
prediction should again be performed without user 
interaction, it is not necessary to work with labeled 
context. Instead, the prediction step in our 
architecture builds upon the class vector generated by 
the classification step. This allows to predict more 
than a single future “best matching” context by 
exploiting the class degrees of membership (which 
would be impossible if the prediction would take the 
single “best matching”, labeled context as input). 

The aim is to generate class vectors for future 
points in time, which have the same meaning as the 
current class vector provided by the classification 
step. This allows to feed the predicted class vectors 
into the labeling step to provide predicted context 
labels for use in proactive applications (cf. Fig. 1). 
Before going into more detail, it is generally good to 
first analyze the requirements for a prediction 
algorithm in this sense. 
• Unsupervised model estimation: Model 

topology and parameters need to be estimated 
automatically without user interaction or 
explicit definition of input/output behavior. 

• On-line learning: For embedded devices in real-
world scenarios, it is infeasible to switch 
between artificially separated training and 
prediction phases or even to store enough 
history for a batch training. Therefore, the 
algorithm has to continuously adapt its 
parameters during normal operation, 
incorporating new class vectors as soon as they 
arrive.  

• An exception to this is to store only the recent 
history in detail, which could be used to 
optimize 

• and/or evaluate the quality of the predictions 
(by splitting the history in a training and a test 
set). 

• Incremental model growing: When new classes 
are detected in the classification step during 

run-time, new dimensions will be added to class 
vectors. The prediction algorithm must be able 
to incrementally increase its internal model 
topology without requiring a complete 
retraining, e.g. by initializing new dimensions 
with default values. It is currently unclear if 
shrinking of class vectors during run-time is 
also necessary or if “dead classes” could simply 
receive a minimum probability. 

• Confidence estimation: The algorithm should be 
able to compute an estimation of the correctness 
of the forecasted context along with the forecast 
itself. This estimation can be used by the 
application as a confidence measure to 
determine if the prediction should be relied on 
for certain actions. 

• Automatic feedback: The prediction engine 
should continuously estimate the next class 
vectors and evaluate its estimations by 
comparing with the real class vectors when they 
are available. 

• Manual feedback: If some action that has been 
carried out automatically due to a forecast is 
reverted/canceled by the user, this forecast 
should receive a penalty to make it less likely 
the next time (this is known as reinforcement 
learning in machine learning) . 

• Long-term vs. short-term: The used method 
should ideally be suitable (e.g. parameterizable) 
for different forecasting horizons, i.e. predicting 
context in the near future with high confidence, 
but also being able to predict later context, most 
probably with lower confidence. 

We have currently not selected a specific 
algorithm for the prediction step because our 
architecture is open for arbitrary algorithms that can 
be adapted to suit our interface. However, after first 
research on possible candidates, Markov predictors  
seem to be generally suited well. Active LeZi [14] 
has already been implemented as predictor plug-in 
within the framework and is currently used for initial 
experiments on real-world data. Although prediction 
accuracy on simple artificial data sets looks 
promising, the results with real-world data suggest 
further research. Another special form of Markov 
predictors, the Variable Duration Hidden Markov 
Models (VDHMM) also seem to be applicable for 
predicting context trajectories. They explicitly model 
the duration distributions and are thus capable of 
predicting for different forecasting horizons and, as 
for nearly all variants of HMMs, there exist mature 
methods for learning model parameters. It might be 
necessary to use multiple different predictor plug-ins 
concurrently and fuse their results to generate a 



 
 

 

  

reasonable forecast of the context trajectory. A single 
prediction method is usually unable to respect trends 
and periodic patterns in the context history as well as 
performing sequential Prediction by Partial Match 
(PPM). For combining the results of different 
predictors, it is important that a confidence 
estimation is generated by the method. 

5. Implementation 

The described architecture has been 
implemented in form of a cross-platform framework 
which is freely available under an open source 
license. Interfaces provided by the framework are 
implemented by adhering to standardised protocols 
like SOAP and DCOM to guarantee most flexibility 
when developing context aware third party 
applications.  

Currently it runs under Windows 2000 or XP, 
Linux on IA32 and ARM processor platforms, 
Windows CE 3.0 and, with restrictions, under 
Symbian OS 7.0. 

6. Experiments and Evaluation 

We have evaluated our framework for context 
recognition and prediction on two real-world data 
sets. The first data set has been gathered over 3 
weeks on one of the servers for our smart room and 
includes the list and number of Bluetooth devices in 
the room and the list and number of Wireless LAN 
clients in the room. For the second data set, a broader 
range of sensors has been used. On a standard 
notebook computer, which is used for daily work, the 
following features were recorded over a period of 
about 2 months with over 100000 samples: weekday, 
active window (i.e. active application), mean 
environmental loudness, plugged into charger, 
WLAN ESSID, WLAN mode, WLAN signal level, 
WLAN access point MAC address, Bluetooth peers 
in range, number of Bluetooth peers in range and the 
GSM cell ID of the mobile phone (which was 
connected via Bluetooth). Fig. 6 shows the trajectory 
of 6 out of these 11 feature values over the whole 
recording period – the other features are not shown 
because they either yield non-atomic values or do not 
contribute significantly to context recognition. 

Fig. 6 Feature value trajectories of the complete data set 
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In Fig. 7, a part of the data set over roughly 2 
weeks is shown in more detail. The first 6 plots 
depict the feature values, while the last one shows the 
respective context ID with highest activation after the 
classification step. As can be seen, the classification 
algorithm selected 3 different contexts during this 
time frame. 

7. Conclusions and Future Work 

We have presented an architecture to recognize 
and predict user context by utilizing multiple 
heterogeneous sensors. This architecture consists of 
four steps: feature extraction (to generate a more 
relevant representation of sensor data, exploiting 
domain-specific knowledge), classification (to find 
similarities and common patterns in the input data), 
labeling (to assign simple context names to 
recognized classes) and prediction (to forecast future 
user context based on past behaviors). The novelties 
in this approach are the prediction of possible user 
actions via context forecast and the abstraction of 

feature types to allow heterogeneous features to be 
combined in a single classification step. To 
accomplish this, all feature types independently 
define the operations necessary for classification. 

We have already implemented feature extraction 
for various sensors available on typical information 
appliances, including microphone, Bluetooth, 
Wireless LAN and additional, external sensors like a 
mobile phone accessible via Bluetooth. A next step in 
research will include gathering real-world data in an 
empirical study and evaluating classification and 
prediction algorithms based on this data. 

Proactivity in applications can support users by 
allowing information appliances to adapt to the user 
instead of forcing the user to learn specifics of the 
interface. When equipped with multiple sensors and 
using those sensors to detect and predict context, an 
information appliance can become smarter and more 
intuitive to use, fostering a wider acceptance of 
information appliances in everyday life. 

Fig. 7 Recognized context identifiers 
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Context awareness is currently being investigated for applications in different application areas of mobile computing.
The integration of Bluetooth and Wireless LAN technologies into a vast of mobile devices — ranging from smartphones
and PDAs to portable computers – has made user context sensing based on those technologies a feasible and promising

approach. In this paper, we study which of the Bluetooth and Wireless LAN technology features (like radio-signal
strength, device address management, etc.) can be exploited to derive user context, and develop a procedure how low

level sensor data can be brought to application level context information. We introduce a method to automatically

classify heterogeneous sensor data features with supervised or un-supervised classification methods. By defining two
operations, a distance metric and an adaptation operator, any feature can be used as input for the classifier and can
thus contribute to context detection.

1 Introduction

Common to most of the visions for next-generation
computing are the paradigms of mobile computing
and context awareness;7 additionally, they all agree
that user interfaces should become less obtrusive and
“smarter” with regards to adapting to the user. Our
approach is to add context awareness to applications,
allowing them to adapt to the situation (context) at
hand. One of the more recent definitions of context
by Dey1 is any information that can be used to char-
acterize the situation of an entity, where an entity
can be a person, place, or a physical or computa-
tional object, which we adopt in this paper. The
goal is to derive high level context information from
low level sensor data by following a three-step ap-
proach: data acquisition, feature extraction and clas-
sification. Starting from low level sensor data based
on Bluetooth and Wireless LAN (WLAN ), appropri-
ate features (e.g. SNR, MAC addresses in proxim-
ity, access points in range, ESSID) are extracted and
classified to yield high level user context information
(e.g. busy, traveling, in a meeting, in the office, at
lunch, at home, telephoning, etc.).

However, these sensors do not yield single, nu-
merical values but data with a more complex struc-
ture. Some important information that can be ex-
tracted from these sensors is categorical and non-
atomic, e.g. the list of MAC addresses which are cur-
rently in communication range. Nonetheless, it could
provide useful information for determining the cur-
rent user context via an automatic classification of all
available sensor signals. If non-atomic values should
be used as input to a classification algorithm which
can only work with numerical inputs, they need to

be coded. The standard procedure for dealing with
categorical data is to code each possible sensor value
as binary input to the classification algorithm. This
has been applied successfully to categorical data with
a bounded set of values (e.g. department), but is
problematic when the set of possible values is not
known in advance or too large to be coded with bi-
nary inputs (e.g. WLAN MAC addresses would need
248 input dimensions to cover all possible values).
Therefore, coding categorical data as numerical in-
puts does not seem to be the best solution and a
better method should be found.

2 Related Work

In this paper, we concentrate on feature extrac-
tion from wireless network interfaces — an overview
of our research on context awareness and predic-
tion of user context has been presented elsewhere.5,2

Although feature extraction and classification are
well-known fields of research, most publications only
cover numerical, continuous features. In the field
of context awareness of mobile devices, Van Laer-
hoven described a system with custom sensors (e.g.
accelerometers, light sensors), using minimum, max-
imum, mean and variance as features.4 Because the
restriction to numerical features severely limits the
choice of sensors, we introduce a model for utilizing
heterogeneous features (e.g. list of MAC addresses
and WLAN ESSID) in a common classification step.
For a Kohonen SOM, a method has been described
to cope with heterogeneous input values.6 However,
the general case of context detection with heteroge-
neous features does not seem to have been covered
before and is the main focus of our work.



3 Concept

To derive knowledge about the device/user context
from raw sensor data, we follow the following steps:

1. Sensor data acquisition: Sensors provide data
streams (time series) of measurements. Usu-
ally some physical values like RF signals are the
base for measurements, but more abstract sen-
sors like the currently active application can also
be utilized. Besides wireless network interfaces,
other common sensors available on typical mo-
bile devices include a microphone, a brightness
sensor (for automatic control of display bright-
ness) and information about being connected
to the docking station. Additional sensors like
GPS, GSM, compass, accelerometer, tilt, tem-
perature or pressure sensors can easily be added
by connecting them via wire or Bluetooth.

2. Feature Extraction: From raw sensor data, in-
formation can be extracted by domain-specific
methods, yielding multiple condensed data val-
ues, which are called features F with samples
f ∈ F . During feature extraction, the avail-
able data is transformed, allowing it to be in-
terpreted better. Usually, simple statistical pa-
rameters like the mean x̄, standard deviation σ

or higher moments are used as features for time
series. For wireless networks, special features
like the signal strength, the current WLAN ES-
SID or the list of access points in range are more
appropriate.

3. Classification: Several features extracted in the
previous step together compose a feature vec-
tor F1 × F2 × ... × Fn, which defines points
〈f1, ..., fn〉 ∈ F1 × F2 × ... × Fn in the multi-
dimensional feature space. The goal of classi-
fication is to find common patterns in the fea-
ture space, which are called classes or clusters.
Because a feature vector should possibly be as-
signed to multiple classes with certain degrees of
membership (the “probability” that the feature
vector belongs to a class), we utilize soft clas-
sification / soft clustering approaches. These
approaches can be defined as mapping a fea-
ture vector of n different features to degrees of
membership u ∈ [0; 1] for m different classes:
F1 × F2 × ...× Fn → [0; 1] m

4 Feature Extraction

This paper concentrates on the second step and its
interface to the third. Based on the specific feature
extractor, a feature’s class is, within this paper, de-
fined as one of the following:

• nominal (categorical, qualitative): set of values
on which no order relation has been defined. A
special case are binary features with F = {0, 1}.

• ordinal (rank): set of values with a defined order
relation.

• numerical (quantitative): ordered set of values
with defined + and · operations (an algebraic
field). We can further distinguish according to
the density of values in the set between discrete
(F ⊆ Z) and continuous (F ⊆ R) features.

• interval: intervals instead of single values, e.g.
F ⊆ Pot R.

When deriving context from wireless network in-
terface data, we can identify a number of features
from different categories, which seem to be relevant
for mobile devices:

• Bluetooth: list of MAC addresses in range (nom-
inal), number of MAC addresses in range (nu-
merical/discrete)

• WLAN: list of access point MAC addresses
in range (nominal), number of access point
MAC addresses in range (numerical/discrete),
current ESSID (nominal), associated to ac-
cess point (binary), access point MAC address
associated to (nominal), signal strength (nu-
merical/continuous), transmission rate (numer-
ical/discrete)

• GSM: list of GSM cells in range (nomi-
nal), number of GSM cells in range (numeri-
cal/discrete), current provider (nominal), cur-
rent GSM cell (nominal), signal strength (nu-
merical/continuous)

This list is not exhaustive, but should provide a
meaningful view of the wireless networks context
around the mobile device.

The feature vector 〈f1, ..., fn〉 ∈ F1×F2× ...×Fn

formed by an arbitrary combination of these features
is highly heterogeneous, making it necessary to cope
with the different types and semantics of the feature



space dimensions in the classification step. From
our comparison of different classification methods,
we concluded that only two operations are necessary
on an abstract feature F (this matches the results
of other research6). The first is a similarity measure
or distance metric, which has to be defined on every
feature, i.e. on every dimension of the feature space.

d : F × F → [0; 1]

δ = d (f1, f2)

defines the distance between two samples of the
feature F , normalized to [0; 1]; the normalization is
not necessary, but eases the classification step. A
general distance metric has to fulfill non-negativity,
identity, commutativity (symmetry) and the trian-
gle inequality. We would like to note that the range
of values in F can change (increase) during run-
time, thus the distance of two given samples can also
change due to the normalization. Although this is no
problem with the classification methods we are inves-
tigating, others might need modifications. Addition-
ally, the second operator adapts/modifies a point (in
one dimension) and is necessary for supervised and
un-supervised learning.

α : F × F × [0; 1] → F

f ′ = α (f, g, a)

modifies the sample f ∈ F towards g ∈ F by
a learning/adaptation factor a ∈ [0; 1]. With these
two operators, supervised and un-supervised classi-
fiers like the Kohonen Self-Organizing Map (SOM )
or K-Means clustering can be applied to any feature
which defines them.

In the following, we will give example definitions
of both operators for a selection of the features listed
above.

1. signal strength: The Bluetooth, WLAN or GSM
signal strength is a numerical, continuous vari-
able; therefore, we can apply the L1 (Manhat-
tan) metric:

d (f1, f2) :=
|f1 − f2|

Fmax − Fmin

and

α (f, g, a) := f + (g − f) · a
for samples f1, f2, f, g ∈ F with maximum and
minimum values Fmax and Fmin.

2. associated to access point: This is a binary vari-
able with values f ∈ {0, 1}; the distance oper-
ator can thus be simplified to the equality rela-
tion:

d (f1, f2) :=
{

1 if f1 = f2

0 if f1 6= f2

A simple adaptation operator could be defined
as

α (f, g, a) :=
{

f if a ≤ 0.5
g if a > 0.5

which only sets it to one or the other value, de-
pending on the current value of the adaptation
factor a. A better, although more complicated
variant is to implement the operator with state
so that it internally sums up a and only mod-
ifies the feature value after a reaches a certain
threshold.

3. number of MAC addresses in range: The num-
ber of Bluetooth peers or WLAN access points
in range is a numerical, discrete variable; we de-
fine

d (f1, f2) :=
|f1 − f2|

Fmax

and

α (f, g, a) :=
{ df + (g − f) · ae if f ≥ g

bf + (g − f) · ac if f < g

for a number of already detected, different MAC
addresses Fmax.

4. list of MAC addresses in range: The list of Blue-
tooth peers or WLAN access points in range is a
nominal, non-atomic variable. Due to the non-
atomicity, there are various ways for coding; but
each value f ∈ F can be seen as a set of ad-
dresses. For a list of addresses, we apply the
Hamming distance (the number of different ad-
dresses)

d (f1, f2) := |(f1 − f2) ∪ (f2 − f1)|
when f1 and f2 are sets. The adaptation op-
erator can be arbitrarily complex; our current
operator changes, according to the adaptation
factor a, a randomly selected fraction of the dif-
ferent addresses in f and g to the addresses in g

by adding and/or removing addresses in f . For
performance reasons, we chose to code the list
of MAC addresses as a bit vector, where already
seen addresses correspond to bit positions.



5 Classification

Using these definitions, arbitrary classification meth-
ods can be used to classify feature vectors and thus
derive context from wireless sensor data. Because of
the resource limitations of mobile devices, it is not
possible to record all sensor data; thus, batch algo-
rithms which iterate over the whole data set at once
can not be applied. On-line algorithms incorporate
each input sample as soon as it arrives from the sen-
sors and are therefore suited better. Another issue
for context recognition with mobile devices is that al-
gorithm parameters must either be constant or self-
adaptive during run-time; a continuously decreasing
“learning rate” as it is used in many algorithms like
the SOM during its learning phase prevents an al-
gorithm from running constantly without interrup-
tions. For embedded systems, a distinction between
learning and recognition phases does not seem to be
appropriate.

Currently, we use the Growing Neural Gas3

(GNG) clustering algorithm for our experiments be-
cause it offers a number of advantages over other
methods, notably an unlimited number of clusters,
un-supervised classification and clusters with arbi-
trary shapes. A short comparison of suitable cluster-
ing algorithms shows that GNG seems to be a good
choice for mobile devices.5

All of the features listed above contribute to the
classification and can therefore increase the quality
of the context detection. Every feature has an unique
view of the environment, yielding additional informa-
tion that others can not provide. The combination
of the features not only provides spatial context (in
terms of qualitative localization), but also other as-
pects like the number of people standing nearby (if
they carry Bluetooth-capable devices, which is be-
coming common). This can be used to determine
non-spatial context, e.g. to detect a meeting situa-
tion.

6 Conclusion

We have considered to exploit Bluetooth and WLAN
technologies as sensors for deriving user context.
Current generations of mobile devices like smart-
phones or PDAs are equipped with these technolo-
gies, making them commonly available. In our ap-
proach, low level sensor data is transformed to high
level context information in three steps: data acqui-
sition, feature extraction and classification. Because

some extracted features are not numerical, but cat-
egorical or even non-atomic, standard approaches to
code them for the classification step do not seem ap-
propriate. Experimental data has been collected us-
ing Bluetooth and WLAN as spatial proximity sen-
sors over 10 days and was analyzed with K-Means
and SOM classification algorithms using standard
input coding. The preliminary results of our experi-
ments suggest the use of a different input coding, e.g.
the approach presented in this paper. An interface
for using our feature extraction code including the
different distance metric and adaptation operations
in Matlab is currently being created and will allow
direct, quantitative comparisons with standard algo-
rithms. For future work, we will concentrate on the
labeling of context classes by the user and on pre-
diction of future user context, which will allow the
development of proactive applications.
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Abstract. Context awareness is one of the building blocks of many ap-
plications in pervasive computing. Recognizing the current context of a
user or device, that is, the situation in which some action happens, often
requires dealing with data from different sensors, and thus different do-
mains. The Growing Neural Gas algorithm is a classification algorithm
especially designed for un-supervised learning of unknown input distrib-
utions; a variation, the Lifelong Growing Neural Gas (LLGNG), is well
suited for arbitrary long periods of learning, as its internal parameters
are self-adaptive. These features are ideal for automatically classifying
sensor data to recognize user or device context. However, as most classi-
fication algorithms, in its standard form it is only suitable for numerical
input data. Many sensors which are available on current information
appliances are nominal or ordinal in type, making their use difficult. Ad-
ditionally, the automatically created clusters are usually too fine-grained
to distinguish user-context on an application level. This paper presents
general and heuristic extensions to the LLGNG classifier which allow its
direct application for context recognition. On a real-world data set with
two months of heterogeneous data from different sensors, the extended
LLGNG classifier compares favorably to k-means and SOM classifiers.

1 Introduction

Context Awareness, as a research topic, is concerned with the environment a
user or device is situated in. Although its roots probably lie in robotics [1], the
advantages of making applications in the fields of pervasive, ubiquitous or mobile
computing aware of the user or device context are obvious: user interaction and
application behavior can be adapted to the current situation, making devices
and their applications easier to use and making more efficient use of the device
resources.

Our approach to making devices context aware is based on three steps: sensor
data acquisition, feature extraction and classification [2]. In these three steps,
high level context information is inferred from low level sensor data. There are
two key issues in this approach: the significance of acquired sensor data, and the
use of domain-specific heuristics to extract appropriate features. A broad view on
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c© Springer-Verlag Berlin Heidelberg 2007



Extending GNG for Context Recognition 921

the current context is necessary for many applications, and can only be derived
with a multitude of sensors with ideally orthogonal views of the environment.
Using multiple simple sensors and merging their data at the classification step
allows to use different heuristics for each sensor domain, and thus profit from
well-known methods in the specific areas.

Examples for simple sensors that are relevant to typical context-aware appli-
cations are Bluetooth or wireless LAN adapters, which can capture parts of the
network aspect, the GSM cell ID, which defines a qualitative location aspect, or
the name of the currently active application (or application part), which cap-
tures a part of the activity aspect of a user or device context. Other, more
traditional sensors include microphones and accelerometers to capture the ac-
tivity aspect [3], video cameras, or simple light and temperature sensors. The
types of values provided by these sensors are very different. A method to cope
with this heterogeneity of features has first been presented in [4] for the general
case, independent of the used classification algorithm. This paper is concerned
with necessary modifications to the Growing Neural Gas (GNG) classifier.

GNG has been introduced by Bernd Fritzke in 1995 [5] and shares a number
of properties with the conceptually similar Dynamic Cell Structure algorithm,
which has been developed independently by Jörg Bruske and Gerald Sommer [6].
In 1998, Fred Hamker extended GNG to support life-long learning, addressing
the Stability-Plasticity Dilemma [7]; the resulting algorithm has also been called
Lifelong Growing Neural Gas (LLGNG). The main difference between GNG
and LLGNG is that the latter uses local error counters at each node to prevent
unbounded insertion of new nodes, thus allowing on-line learning for arbitrary
long periods.

The basic principle of GNG and LLGNG is to insert new nodes (clusters)
based on local error, i.e. it inserts nodes where the input distribution is not well
represented by clusters. For classification of features to recognize context, this is
an important property because it ensures independence of the usually unknown
input distribution. Additionally, edges are created between the “winner” node,
which is closest to the presented sample (in this case a feature vector) and the
second nearest one; other edges of the winner node are aged and removed after
some maximum age. The resulting data structure is a cyclic, undirected, weighted
graph of nodes and edges, which is continuously updated by competitive Hebbian
learning. In LLGNG, nodes and edges are created and removed based on local
criteria. For details on the insertion and removal criteria, we refer to [7].

2 Extensions to LLGNG

For using LLGNG for context recognition, we extend it in two areas:

2.1 Extension 1: Coping with Heterogeneous Features

To ease the implementation, we reduce the set of heterogeneous features to a
minimal subset of abstract features providing meaningful implementations of the
necessary two operations getDistance and moveTowards (see also [4]).
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Implementations of these methods may be general for certain types of features,
but will typically benefit from domain-specific heuristics. Knowledge about the
respective sensing technology should be applied in the implementation of these
two methods.

For a framework for context awareness and prediction [2] on mobile device,
we found that many of the typical features can be reduced to a common set of
basic features. Currently, we use base classes AbstractString, AbstractStringList,
NumericalContinuous, NumericalDiscrete, and Binary for the actual implemen-
tations. The NumericalContinous, NumericalDiscrete, and Binary features im-
plement getDistance and moveTowards as the Euclidean distance metric and
thus need no special considerations.

On the other hand, the AbstractString feature serves as a base class for features
that return a single-dimensional output value that can be represented as a string
(e.g. WLAN SSID, MAC address, GSM cell ID, etc.). Although not the best
solution, using the string representation as similarity measure for the feature
values is still more meaningful than having no metric at all. For getDistance, we
defined the Levenshtein distance (normalized to the longest encountered string)
as distance metric. For moveTowards, our extended version of the Levenshtein
algorithm also applies these operations with a given probability and returns a
string that is somewhere between (in terms of our distance metric) the compared
strings and represents the actual cluster position for this feature dimension.

The AbstractStringList feature serves as a base class for features that return a
set of output values per sample point (e.g. list of peers, list of connected devices,
etc.) that cannot be easily represented by a single string. Based on the idea of
using the Levenshtein distance, we assign each list element a unique index and
compose a bit vector from the string list. If a given string is present in the list,
its corresponding bit in the bit vector is set. The distance metric for getDistance
is then defined as the Hamming distance between the bit vectors of two given
lists. Again, the moveTowards function can compose an intermediate bit vector
that represents the actual cluster position.

Our extended version of LLGNG simply uses getDistance and moveTowards
on each dimension instead of applying Euclidean metrics.

2.2 Extension 2: Meta Clusters

In the standard formulation of GNG and LLGNG, the edges in the internal
graph are only used for three purposes:

– for adapting neighbors (adjacent nodes) of the winner
– for inserting a new node between the winner and its neighbor
– for removing nodes which have lost all edges due to edge aging

Additionally, the local insertion and removal criteria in LLGNG depend on the
neighbors. As can be seen, the edges are not used for analyzing the graph struc-
ture itself.

One of the problems with using standard, unsupervised clustering algorithms
for context recognition is that the automatically created clusters are usually too
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fine-grained for mapping them to high-level context information like “in a meet-
ing” or “at home”; for defining simple context based rules on the application level,
we would like to achieve this granularity. Therefore, we introduce the concept
of meta clusters by explicitly using properties of the generated graph structure.
This can be seen as a heuristic that is independent of the problem domain, but
that depends on the internal (LL)GNG graph.

The (LL)GNG graph, after some learning time, usually consists of multiple
components distributed over the cluster space. These components consist of two
or more connected nodes and are perfect candidates for high-level context in-
formation, because they cover arbitrarily shaped areas in the high-dimensional,
heterogeneous cluster space instead of only RBF-type shapes that single clus-
ters cover. In our extended version, we assign each component a unique meta
cluster ID and use this ID for mapping to high level context information. For
performance reasons, the meta cluster IDs can not be recalculated after each
step, but have to be updated during on-line learning. When starting with two
adjacent nodes in the initialization phase, we simply assign the first meta cluster
ID to this component and cache the ID in each node. During on-line learning,
insertion and removal of edges will lead to the following cases:

– inserting a new node: Since a new node will only be inserted between two
existing ones, its meta cluster ID is set to the ID of the connected nodes.

– inserting an edge between two nodes with the same ID: No change is neces-
sary.

– inserting an edge between two nodes with different ID: Due to merging two
components, one of the IDs will be used for the resulting component, over-
writing the other one. When both IDs have already been assigned to high
level context information, the merge is prevented by not inserting the edge.

– removing an edge: If the previously directly adjacent nodes are no longer
connected via another path, a meta cluster split has occured and a new
meta cluster ID must be allocated for one of the two components.

Normal adaptation of clusters has no influence on the graph structure and can
thus be ignored for the handling of meta clusters. Further (performance) opti-
mizations for meta cluster handling in our extension include a caching of meta
cluster IDs and an incremental check if two nodes are still connected after re-
moving an edge.

2.3 Performance Optimizations

Finding the nearest and second nearest cluster to a sample vector is a common
task performed by (LL)GNG. Our chosen architecture allows different types of
features in every dimension of the cluster space; therefore, comparisons have
to be performed separately for every dimension and cannot be optimized. One
option is to limit the amount of necessary comparisons to an absolute minimum.
To accomplish this, we store every cluster in a splaytree sorted by their distance
from the origin. A splaytree has the advantage that recently accessed nodes are
kept on the very top of the tree and infrequently used nodes move towards the
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bottom. Assuming that samples aren’t evenly distributed in the cluster space but
accumulated, the nodes of interest are always on the top of the tree and the tree
only has to be traversed completely if the sample data changes spontaneously.

Additional optimizations were done by caching results of internal computa-
tions for the insertion and removal criteria as defined in [7]. These helper vari-
ables are only recomputed when the node position is changed instead of each
time a neighbor is queried. More details on these optimizations are presented
in [2,8].

3 Evaluation

Our extended LLGNG algorithm has been compared to the more well-known
classification algorithms k-means and Kohonen Self-Organizing Map (SOM) both
with artificial and real-world data sets. Details on the comparison can be found
in [2].

3.1 Data Set

The real-world data set used in this evaluation has been gathered continuously
over a period of about two months on a standard notebook computer which was
used for daily work. No special considerations were taken during the use of the
notebook regarding context recognition. Therefore, the data set should provide
representative sensor data for the chosen scenario. A wide range of sensors was
used, including a microphone, the active/foreground window, if it was plugged
into its charger, WLAN, and GSM. Domain-specific heuristics for these sensors
are used to extract 28 different features. At one sample every 30 seconds, roughly
90000 samples of 28 dimensions were collected.

3.2 Pre-processing and Classification Error

Classification error was defined as the average distance between each data point
and its respective best matching cluster after training has been completed, which
is similar to the cost function minimized by k-means. This is a universal crite-
rion suitable for evaluating the classification quality of arbitrary unsupervised
clustering algorithms, and it is already well-defined and used in different imple-
mentations like the SOM Toolbox for Matlab; lower values for the classification
error represent a better adaptation to the feature values and thus a more accu-
rate classification.

Both k-means and SOM are used in a batch training mode and are thus not
susceptible to initial transients, while LLGNG suffers from such effects due to
its online mode. For k-means and SOM, the data set has been pre-processed to
transform all non-numerical into numerical (binary) input dimensions by assign-
ing one input dimension for each possible feature value, i.e. the one-of-C method.
This transformation yields a 198 dimensional input space with a large number of
binary inputs. All dimensions are further normalized to [0; 1], as recommended
by standard literature on clustering. Since the implementations of the distance
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(c) Extended LLGNG

Fig. 1. Cluster trajectories computed by the different classifiers

metrics specific to each feature are also normalized to [0; 1], the overall classifi-
cation error is assumed to be comparable even if the number of input dimensions
is different.

3.3 K-Means

K-means clustering divides a given data set into k clusters by minimizing the sum
of distances between the data points and cluster centers, whereas k has to be pre-
determined. Thus, k-means is actually not usable for live context classification,
and is only used for comparison. The k-means clustering implementation in the
Statistics Toolbox for Matlab was used iteratively for k = 2 . . . 40 to determine
the optimal number of clusters. With the optimum of 6 clusters, k-means reached
a final classification error of 0.7451.

In Fig. 1a, the assigned clusters are depicted for each time step in the initial
feature data set. The trajectory seems unstable and oscillates quickly between
contexts. K-means clustering in this form is infeasible for embedded systems
due to the enormous computational power necessary to optimize the number of
clusters; determining the number of clusters for this test case took over 2 hours
with 5 computers similar to our reference machine being used in parallel.

3.4 Kohonen Self-organizing Map

The Kohonen SOM is, in contrast to k-means, a soft clustering approach: each
input sample is assigned to each cluster with a certain degree of membership.
For the purpose of this comparison, this can easily be reduced to hard cluster-
ing by searching for the so-called “best matching unit”, which is then assumed
to be the context class for the respective time step. The following evaluations
were performed with the specialized SOM Toolbox for Matlab developed by
the Laboratory of Computer and Information Science at Helsinki University of
Technology because of its flexibility and simple means of visualization.

Training a new SOM with the whole data set took 690 seconds and results
in a final classification error of 0.5659. The SOM grid is automatically set to
71x21 clusters with a heuristic embedded in the toolbox. The u-matrix indicates
around 4 to 8 larger areas, which seems reasonable when compared to the 6
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clusters found by the k-means method and which can be seen as some form of
meta clusters. Although the final classification error is lower than for k-means
clustering, this is not surprising because of the significantly larger number of
cluster prototypes that are available for mapping the input space. The large
number of clusters formed by the SOM could not be used for directly representing
high-level context, but a second classification step would be necessary.

The clusters assigned to the feature values for each time step are shown in
Fig. 1b as the numbers of respective best matching units. The trajectory also
shows oscillating behavior. Without a second step of clustering to exploit some
form of meta clusters formed by the SOM, the resulting cluster trajectories seem
unusable for context prediction on an abstract level. Additionally, the trajectory
of the whole data set presented in Fig. 1b shows signs of unfavorable separation
of clusters into areas in the input space around time step 50000: the apparent
switch to a completely separate region of cluster prototypes is not supported by
the visualization of the feature values. A change to different clusters around the
time step 50000 is also visible in the k-means trajectory in Fig. 1a, but it is not
as drastic as for the SOM.

3.5 Extended LLGNG

Prior to training the extended LLGNG algorithm with this test data set, a sim-
ulated annealing procedure was used to optimize some of its static parameters.
However, the optimization does not significantly improve the classification error,
suggesting stability against changes in the initial conditions or parameter sets
and supporting the findings reported in [9].

One-pass training with the whole data set took only 474 seconds, produces
103 clusters composing 9 meta clusters and achieves a final classification error of
only 0.0069. This means that the input data distribution is well approximated by
the automatically found clusters, even with the inherent noise in our real-world
data set and significantly less clusters than used by the SOM (71 · 21 = 1491).

Fig. 1c shows the best matching meta clusters for each time step; the meta
clusters are a higher-level concept than clusters and are thus suited better as
abstract context identifiers. When comparing the trajectories computed by k-
means, SOM, and the extended LLGNG variant, the latter one is more stable and
shows fewer oscillations, with the notable exception of the time frame between
time steps 64000 and 70000 where the LLGNG trajectory also shows oscillating
behavior.

4 Conclusions

Lifelong Growing Neural Gas, a variant of the Growing Neural Gas classifica-
tion algorithm, is an ideal algorithm for context recognition because it is opti-
mized towards continuously running, un-supervised classification. In this paper,
we presented necessary extensions for applying it to heterogeneous input data
and for directly assigned high level context information to its output as well
as performance optimizations. While k-means and the Kohonen Self-Organizing
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Map (SOM) produced classification errors of 0.7451 and 0.5659, respectively, our
extended LLGNG classifier achieved an error of only 0.0069.

It should be noted that, unlike SOM and k-means, the extended LLGNG is
used in online mode, which is far more challenging. Without any further changes,
the algorithm can immediately be used for continuous learning over arbitrary
periods of time. K-means and SOM both had to be trained to produce the
above results, with each sample being presented numerous times for training.
The extended LLGNG only had a single pass over the whole data set and still
achieves a significantly lower classification error and more stable results. One
suspected reason for this success is that our extensions that enable LLGNG to
deal directly with heterogeneous data indeed lead to higher classification quality
due to the lower-dimensional input space and due to the preservation of the
semantics of all feature dimensions.
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Abstract. Spontaneous interaction is a desirable characteristic associ-
ated with mobile and ubiquitous computing. The aim is to enable users
to connect their personal devices with devices encountered in their envi-
ronment in order to take advantage of interaction opportunities in accor-
dance with their situation. However, it is difficult to secure spontaneous
interaction as this requires authentication of the encountered device, in
the absence of any prior knowledge of the device. In this paper we present
a method for establishing and securing spontaneous interactions on the
basis of spatial references that capture the spatial relationship of the
involved devices. Spatial references are obtained by accurate sensing of
relative device positions, presented to the user for initiation of interac-
tions, and used in a peer authentication protocol that exploits a novel
mechanism for message transfer over ultrasound to ensures spatial au-
thenticity of the sender.

1 Introduction

Spontaneous networking is of potentially great value to mobile users as it can
enable them to associate their personal devices with devices encountered in their
environment, and thereby to take advantage of serendipitous interaction oppor-
tunities. Spontaneous interaction in ubiquitous computing has for example been
studied for applications such as social interaction and game-playing in mobile
user communities. However, the potential of such interactions extends into areas
that may involve more sensitive data and transactions, such as use of a vending
machine over a wireless link, or direct payment transactions between two mo-
bile devices. For such applications to be acceptable in a spontaneous network
setting, a user must be able to authenticate the interaction of their personal
device with the intended target device. They must be able to ascertain that the
network entity their device connects to is identical with the physical device ‘in
front of them’. Furthermore, given the inherent vulnerability of a wireless com-
munication channel, they must be able to rule out the presence of a third party
established as ‘man-in-the-middle’ between their device and the target.

In a managed network environment, device-to-device authentication would be
based on prior knowledge of each other or access to a trusted third party, but
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in spontaneous networks neither can be assumed to be available. Instead it is
necessary to provide an out-of-band mechanism alongside the wireless channel,
for secure key exchange or verification of keys that have been ‘speculatively’
exchanged over the wireless channel. A wide range of mechanisms have been
discussed in the literature, from user entry of PIN codes [1] and direct electrical
contact [2] to use of communication channels with inherent physical limitations,
such as infrared, audio and ultrasound [3,4].

In this paper we present a novel approach for device-to-device authentication
in spontaneous networks. The main contribution is a method that uses spatial
references to establish and authenticate interaction between a pair of devices.
Spatial references capture the spatial relationship with a target device in terms of
bearing and distance, and are used in an authentication protocol that couples key
verification with verification of the relative position of the sender. The method
and protocol are a general contribution in the sense that they can be implemented
with any peer-to-peer sensing approach capable of providing accurate relative
bearing and distance. However, we also contribute a concrete implementation,
using a combination of radio frequency (RF) and ultrasonic (US) communication
for measurement of spatial relationships.

As ultrasonic ranging is susceptible to certain attack scenarios (as we will ex-
plain in the course of the paper), we further contribute a novel coding technique
for spatially-dependent message transfer over an ultrasonic channel. This tech-
nique allows a sender to transmit a message such that it can only be successfully
decoded if it is received at a particular range. The technique is a key component
in the protocol implementation we present, but can have wider application in
ultrasonic systems independent of the particular problem we consider here.

In the subsequent section we will position our research with respect to related
work, and then proceed to a description of the overall design of our method,
the underlying sensing approach and the proposed user interface. This will be
followed by a threat analysis, the description of a peer device authentication
protocol as our core contribution, and an analysis of security and performance.

2 Related Work

Peer device authentication was first highlighted as a distinct security challenge
emerging in ubiquitous computing by Stajano and Anderson, who proposed
the ‘Resurrecting Duckling’ model for secure transient device association, boot-
strapped from direct electrical contact [2]. Others have proposed channels for
authentication that do not require direct contact but are ‘location-limited’ [3]
or ‘physically constrained’ [4], including infrared beams [3], laser beams [5], and
ultrasound [6]. Our method of spatial references effectively expands on the idea
of location-limitation, using spatial measurements in addition to channel limita-
tions, in order to further limit the position from which a device can successfully
authenticate.

A variety of methods rely more on the user for device authentication, for
instance for manual key entry [1], scanning of visual tags on the target and
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comparison with wirelessly received material [7] and verification of spoken mes-
sages generated by devices [8]. Our approach also has the user in the loop, how-
ever does not involve any user interaction solely targeted at security. Instead, we
provide the user with a spatial technique for initiating interaction with another
device; the spatial relationship is captured in this process and is then used for
securing the interaction without need for further intervention of the user.

Our concrete implementation is based on the use of US as out-of-band channel.
Kindberg et al. have before us proposed the use of US alongside an RF wireless
channel in a protocol for validation and securing of spontaneous interaction [6].
The idea of the protocol is for devices to first exchange keys, and then to verify
that the intended device is in possession of the correct key, by having the device
send a nonce in plaintext over ultrasound and over RF. However, the protocol
design does not consider potential attacks on the ultrasonic channel. A specific
problem is the reliance on ultrasonic time-of-flight measurements for verification
of device authenticity, as these involve synchronisation over the RF channel
and are open to attack scenarios in which an attacker may appear nearer or
further than they are [9]. As the protocol has not been implemented it is also
not clear how precisely the nonce would be transmitted and what the security
implications of this would be. In its general design, our protocol is similar to
that of Kindberg et al., but we attend specifically to the issue of trustworthiness
of ultrasonic ranging, and provide a complete implementation with security and
performance analysis.

Other related work includes spatial interaction techniques. Hazas et al. [10],
while not considering security, have presented an approach that uses ultrasonic
peer-to-peer sensing for spatial discovery of other devices within interaction
range, and work expanding on this has considered visualisation of the devices’
positions in the user interface in order to ease interaction across devices (e.g.
enabling transfer of a document to another device by a simple drag-and-drop
operation) [11,12]. We employ the same principle in our method to let users ini-
tiate spontaneous interactions by means of spatial discovery and selection of the
target device, but extend the approach by adding security in a seamless manner.

3 Security by Spatial Reference

Central to our method is the concept of Spatial References. A spatial reference
captures the spatial relationship of a client device with a target device. A key
aspect of spatial references is that they can be obtained independently by a user
(seeing devices in front of them) and by their device (using sensors), and that a
user can match what their device senses with what they see. Spatial references
thus serve to establish shared context between a user and their device: a device
can report a discovered network entity in a manner that the user can match with
encountered devices, and a user can identify a target device in a way that their
device can match with network entities.
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3.1 Design of the Method

In our method for establishing and securing spontaneous interactions, spatial
references are used for discovery of devices, for selection of a target devices,
and for verification that interaction is secured between the ‘right’ devices. This
involves the following steps:

1. The user’s device uses a combination of network discovery and spatial sensing
for spatially-bounded discovery of devices.

2. The spatially discovered devices perform spatial measurements to compute
their relative positions.

3. Users are provided with a visualisation of available devices, integrated in the
user interface of their personal device and laid out in correspondence with
computed positions relative to the user’s device.

4. Users initiate interaction and communication with a device by selection of the
corresponding visual object, using direct manipulation techniques available
in their user interface.

5. Selection of a device for spontaneous interaction triggers a protocol for key
exchange with the target device and verification that no other devices can
be present as ‘man-in-the-middle’ between the user’s device and the target.

6. Once it has been asserted that exchanged keys are authentic, they are used
for securing the communication channel between user device and target, and
the initiated interaction can take place.

3.2 Spatial Discovery and Sensing

For a concrete implementation of spatial discovery and sensing we base our
method on the Relate system for relative positioning introduced by Hazas et
al. [10]. The Relate system provides wireless sensors implemented as USB don-
gles that can be readily used to extend host devices (such as laptops or PDAs)
with spatial sensing. The Relate sensors contain three ultrasonic transducers (to
cover space in front, left and right of the device) and they operate their own ad
hoc network over combined radio frequency (RF) and ultrasound (US) channels
(note this sensor network is separate from the wireless network that connects
their host devices). Protocol functions implemented over the sensor network in-
clude network discovery and management, collaborative ultrasonic sensing, col-
lection of measurements, and exchange of host information. The Relate sensors
specifically support spatial discovery of their host devices by exchanging the
hosts’ network addresses over the sensor network.

The Relate sensors use RF messages to co-ordinate ultrasonic sensing. Sensing
is performed by one node emitting ultrasound on its transducers, while all other
nodes listen for a pulse on their transducers. The receiving sensors measure
the peak signal values and the times-of-flight of the ultrasonic pulse with their
three transducers. The smallest time-of-flight is used to calculate a distance
estimate, and an angle-of-arrival estimate is derived from the relative spread
of peak signal values measured across the transducers. The Relate sensors use
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Fig. 1. Integration of spatial references to near-by devices in the mobile user interface;
left: extension of Guinard et al.’s Gateways [12]; right: Kortuem et al.’s map view [11]

RF to share and collect sensor data, and each sensor provides the collected
data to its host device. This then enables the host devices to compute their
relative positions very accurately. Hazas et al. report a 90% precision around
8 cm in position and 25◦ in orientation [10]: these figures and our practical
experience suggest sufficient accuracy for reliable disambiguation of devices. By
collaboratively sharing US measurements over RF, partial obstruction can be
dealt with in principle. However, for spatial authentication we rely on direct line
of sight between the authenticating devices.

3.3 User Interface Design

Spatial discovery and sensing happen automatically and unobtrusively. Users are
then provided with a visualisation of the computed relative positions of devices in
the interface on their own personal device. The visualisation has to be such that
a user can associate a visual screen object with a device in their environment.
Figure 1 shows two possible implementation. The one on the left is based on
Guinard et al.’s Gateways [12]: these are screen objects arranged around the
edge of the user interface, representing devices in the indicated direction relative
to the user’s device, and here extended to also show distance information. The
one on the right is adapted from [11] and shows a map view with icons spatially
arranged in correspondence with the actual layout of devices discovered around
the user’s device. Key to our concept is that the visualisation reflects the ‘real’
spatial layout, so that users can make a connection between what they see and
what their device sees (and visualises). This allows users to invoke interactions
by spatial reference, for example simply by dragging an object onto a Gateway or
icon representing a remote device. A device thus selected as targeted is associated
with a particular bearing and distance as measured with on-board sensors.

4 Threat Analysis

The key idea underlying our method is to use spatial references for verification
of device authenticity. In this section we consider threats in the context of the
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ultrasonic sensing approach we introduced above, as well as threat scenarios that
arise on application level.

4.1 Attacker Capabilities

There are three channels of concern: the communication network between de-
vices, e.g. wireless LAN with a TCP/IP stack, the radio frequency channel used
for communication between spatial sensing devices (RF ), and the ultrasound
channel used for sending and receiving ultrasonic pulses (US ). We assume an
attacker (‘Eve’) to be capable of gaining complete control over the wireless com-
munication channels. This allows Eve to perform a ’man-in-the-middle’ (MITM)
attack on the wireless channels. Assuming to devices A and B, the attacker E can
pretend to A that it is B, and to B that it is A, and thus agree to a cryptographic
key with A and separately with B. A and B will be unaware of this and believe
to communicate securely with each other when in fact they are communicating
via E (who might be partially or completely relaying their messages).

The aim of our method is to prevent that a man-in-the-middle can succeed. To
this end, spatial references are used during the authentication process, and are
therefore subject to potential attack. We can distinguish between three different
attacker capabilities with regards to tampering with spatial references, in order
of increasing complexity:

1. RF-only: Attacks on any of the wireless channels (RF) are the most danger-
ous, because they can be carried out inconspicuously (see e.g. [13]). With
directed antennas, the possible range of an attacker can significantly exceed
the normal range of the RF channel, as has been demonstrated by an attack
on mobile phones via Bluetooth over a distance of over 1.7 km.

2. US in room: Control over the US channel, on the other hand, is assumed to
be limited. First, for attacks on this channel, an attacker needs to be physi-
cally present in the same room (US is effectively blocked by solid materials
such as walls, doors, and windows). Second, although eavesdropping is easily
possible, injecting US pulses is more difficult. We assume an attacker to be
capable of injecting US pulses at any time with arbitrary strength. Injection
in this sense means to insert completely new messages into the US chan-
nel, while modifying, replacing, or removing other messages is not possible
without detection.

3. US in line: An attacker in the same room can inject US pulses, but receiving
devices will be able to detect the different angle of arrival. The reason is that –
in contrast to distance measurements – angle of arrival is inferred from relative
measurements, i.e. differences in time of arrival or signal strength. We assume
it impossible to fake the angle of arrival of a US pulse, bar the capability of
sound forming for US (which has not yet been shown to be possible). However,
an attacker could be placed in line with A and B, and thus not be required to
fake the angle.
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4.2 Sensing-Level Threats

Attacking the RF channels creates three threats specific to our spatial sensing
system:

(a) by removing all RF messages sent from or to a single device, an attacker
Eve can prevent the device from entering the sensor network, and thus make a
specific device disappear for all other devices – however, this can be detected by
the device in question.
(b) by changing RF messages, Eve can tamper with shared measurements, i.e.
those that are taken by remote sensors and exchanged between Relate sensors.
Additionally, US ranging depends on trigger packets sent via RF.
(c) by controlling these trigger packets, Eve can manipulate distance measure-
ments.

If Eve is spatially aligned line with A and B, she could also send US messages
delayed or ahead of schedule to the effect that her position, from Alice’s point of
view, appears to be where Bob is. This creates a fourth specific threat, namely
(d) to fake the perceived distance.

Note that, in contrast to ranging measurements, angle of arrival measurements
are trustworthy in our sensing system, as they are derived from signal peak values
measured on with sensors oriented in different directions, and not from time-of-
flight as proposed in [6].

4.3 Application-Level Threats

The possibility to tamper with spatial references leads to three specific attack
scenarios on the application level.

1. Replacement : The first possibility for attack is to virtually replace another
device. This requires two steps: First, the original communication partner,
in this case B, needs to be ‘silenced’ so that it will no longer be visible in
terms of wireless communication and measurements. Second, Eve needs to
fake her position to appear at the same place where the user (‘Alice’) expects
B to be. In this attack, interaction happens only between Alice and Eve, and
no interaction happens with B. Scenarios for this threat are thus limited to
asymmetric settings where B is an infrastructure device not monitored by
users.

2. Asynchronous MITM : When the scenario includes application-level feedback
from B to Alice, there is the possibility for an asynchronous MITM attack.
An example for such expected feedback is printing: Alice, when sending a
document to B, expects her document to print shortly afterwards. In this
case, Eve first replaces B as in the first threat, but only temporarily. After fin-
ishing authentication with Alice, she authenticates with B and forwards the
intercepted messages that were originally intended for it. Eve could therefore
try to avoid detection by forwarding to B and thus completing the high-level
interaction. This scenario requires that B does not verify the origin of the
messages, i.e. that only Alice authenticates B, but not the other way around.
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Fig. 2. Devices A and B secure their interaction by key agreement over a wireless
network channel, followed by peer authentication over the RF and US channels of their
spatial sensors

3. Synchronous MITM : For live interaction, like a chat or voice communica-
tion between two users (Alice and Bob) over the secure channel, even the
slight delay of an asynchronous MITM attack would be noticeable. The most
dangerous threat, because it is hard to detect when the attack is being per-
formed, is that of a synchronous MITM. For a synchronous MITM, Eve first
attacks the wireless channel as in the previous threat scenarios. But then
she remains passive during spatial discovery and mutual positioning of Alice
and Bob. Only during spatial authentication she tampers with the spatial
measurements. Thus, she remains virtually undetectable for both Alice and
Bob, while still having full access to their communication. This requires Eve
to be physically between Alice and Bob, because both verify angle of arrival
of spatial relationships.

5 Key Agreement and Peer Authentication

We secure spontaneous interaction between two devices A and B in two phases, key
agreement and peer authentication, as shown in Fig. 2. In the first phase, we let A
and B establish a shared key using a standard, unauthenticated key agreementpro-
tocol, such as Diffie-Hellman (DH) [14]. If this is successful, then A and B can use
the agreed key to protect their communication against eavesdropping and tamper-
ing, with E being unable to gain sufficient knowledge of that shared key. To protect
A and B against MITM attacks, we use a second phase for peer authentication (A
establishing that it is really talking to B, and vice versa), and for verification that
A and B are in possession of the same key (which would rule out the presence of a
MITM due to the unique-key property of a protocol such as DH).

5.1 Peer Authentication

The peer authentication process is designed to be symmetric, which means that
the two devices A and B authenticate each other. Even though the interaction
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is initiated by A in response to Alice’s selection of B as target, it will often be
appropriate that B can also verify the sending device and its relative position,
for example to provide its user Bob with a verified visual indication in his user
interface of where a received document has been sent from (and thus prevent
replacement or asynchronous MITM attacks). As a starting point for authenti-
cation, A has a spatial reference to B as derived from the user’s selection of B as
her target, and B can base authentication on a corresponding spatial reference
to A.

Devices A and B use the RF and US channels of their sensor nodes for peer
authentication in order to tightly couple this process with spatial sensing. The
devices engage in a protocol designed to establish that (i) they have agreed
to the same key, and (ii) they are A and B as mutually verifiable by spatial
reference. The devices approach this by generating a nonce (a random number
used only once) and by transmitting the nonce encrypted over the RF channel.
They also transmit the plaintext nonce over the US channel in a series of smaller
parts that are coded within the actual distance measurements. When the devices
receive these transmissions, they decrypt the RF message, verify that the content
matches the nonce received via US, and thus establish whether their keys match.
For this approach to be secure, the encoding and the transmission of these nonces
need to be coordinated. In the following, we discuss these two issues and how
they interact with each other.

5.2 A Spatial Coding Technique for Trustworthy Ultrasonic
Ranging

When a device receives an ultrasonic pulse, it computes a distance measurement
based on the time-of-flight. As explained above in section 4.2, these distances
can be tampered with. We therefore introduce a method to embed information
in ultrasound pulses, which (i) allows to use US as an out-of-band channel for
message exchange, and (ii) makes the distances trustworthy.

During authentication, the sender delays the sending of pulses to the effect
of adding a certain perceived distance to the measurement, where the added
distance represents information (in our protocol, a substring of the nonce). When
for instance A receives a pulse and computes a distance, this distance is the actual
distance from the sender plus a distance representing the message. A proceeds
with subtracting the reference distance it has of B (note the reference distance is
captured when the user selects a device for interaction). This will let A retrieve
the information (represented as added distance) correctly only if the received
pulse has been sent from a range that corresponds with the relative position of
B. That is, a correct reconstruction of the message implies that the distance is
equal to the reference measurement, and therefore constitutes and implicit check
of spatial integrity. Figure 3 illustrates this mechanism for message transmission
over ultrasound with implicit verification of sending range. In addition to this
implicit distance check, A can verify that the pulse was received from a direction
corresponding with the reference held for B, thus effectively eliminating the
possibility that the US transmission originates from another device but B.
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(a) The sender delays an US pulse after
the RF trigger to code a message, which
corresponds to a distance in the spatial
domain.

(b) The receiver measures time from trig-
ger to pulse arrival, and subtracts a stored
reference from the corresponding distance
to retrieve the message.

Fig. 3. Message transmission embedded with ultrasonic ranging: The receiver will only
be able to retrieve the message if the sender’s distance matches the stored reference

5.3 Preventing MITM Relaying

A and B can thus verify that ultrasound pulses are received from the intended
partner device but it is still possible that E is present as MITM on the RF
channel. E would be able to infer the nonces exchanged between A and B by
taking its own US measurements (note that this only requires eavesdropping
on US pulses, which is simple to do as long as E is in the same room), and it
could then use its keys (maliciously agreed with A and B in the key agreement
phase) to re-encrypt the nonces in order to pass the key verification checks of
A and B. To rule this possibility out we use an interlock protocol, which in
essence commits the sender of a message to the message content before it has
been transferred completely [15]. For this purpose, A and B split the encrypted
nonces into multiple parts and take turns in transmitting their parts. The nonces
are encrypted with a block cipher, which means that all message parts need to
be reassembled before the message can be decrypted to retrieve the nonce. If
E now receives a message part from A intended for B, it can not retrieve any
part of the nonce. E will also not receive more message parts from A unless it
passes the current one on to B, as A and B strictly adhere to turn-taking. E’s
only choices are then to guess the content for all message parts that will ‘pass
through’ (before they are even transmitted by A and B, let alone decrypted by
them) in order to re-encrypt these successfully (this is practically impossible),
or to relay message parts unchanged in which case A and B will discover that
their keys do not match (thereby detecting the presence of a MITM and aborting
authentication). The interlock protocol thus rules out that a MITM attack on
the RF channel can succeed during peer authentication.

5.4 Protocol Specification

An overview of the protocol phases is shown in Fig. 2. Key agreement takes
place over a wireless network channel, and subsequent key verification and peer
authentication over the RF/US channels of their spatial sensors. The second
phase involves turn-taking of the parties in an interlock protocol over a number
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of rounds r. This number will be agreed between devices, in consideration of the
security level, protocol duration, and US channel capacity. The US channel ca-
pacity bu is the number of bits that can be reliably transmitted as distance offset
in each round, and will depend on the characteristics of the sensors used and
sensing protocol details. Assuming a nonce of 128 bits, we would need �128/bu�
rounds for transmission of the nonce over US. However, a smaller number of
rounds may be agreed to complete the protocol faster, compromising on how
many bits of the nonce are eventually compared for key verification. With r
agreed, we then set the number of bits that will transmitted over the RF chan-
nel in each round to bm := �128/r�, splitting the encrypted nonce into equal
message parts.

We will now describe our protocol more formally using the following notation:
c := E(K, m) describes the encryption of plaintext m under key K with a sym-
metric block cipher, m := D(K, c) the corresponding decryption, H(m) describes
the hashing of the message m with a secure hash algorithm, and m||n describes
the concatenation of strings m and n. Additionally, the notation M [a : b] is used
to describe the substring of a message M starting at bit a and ending at bit b.
Messages that are transmitted to the other party are printed in bold.

1. Key agreement, using the Diffie-Hellman key establishment protocol:
(a) A chooses a random number a ∈ {1, ..., q − 1} and transmits X := ga,

B chooses a random number b ∈ {1, ..., q − 1} and transmits Y := gb

(b) A computes KSess
a := H(Ya) and KAuth

a := H(Ya||PAD) with some
secure hash algorithm,
B generates KSess

b and KAuth
b correspondingly from Xb

The numbers g, q and the string PAD are assumed to be publicly known.
Although we envisage the use of ephemeral keys, i.e. new values for a and b
for each protocol run, it might be advantageous to use long-term values for
performance reasons. We use KAuth (= KAuth

a = KAuth
b ) for key verification

in the peer authentication phase, and KSess (= KSess
a = KSess

b ) for subse-
quent channel security if the verification succeeds. The additional hashing
to compute two different shared keys provides forward secrecy in the case of
leaked authentication key material (cf. [16, section 15.8.4]), for example by a
known plaintext attack on E(KAuth

x , Nx) after the respective Nx is revealed
in the following steps.

2. Peer authentication:
(a) A chooses a nonce Na ∈ {1, ..., 2128 − 1} and computes Ma :=

E(KAuth
a , Na),

B chooses Nb and computes Mb correspondingly with KAuth
b

(b) For each round i := 0 . . . r − 1:
– A transmits a RF packet Mi

a := Ma[i · bm : (i + 1) · bm − 1] and an
US pulse USPi

a delayed by Na[i · bu : (i + 1) · bu − 1] units,
– B receives message part Mi

a and US pulse USPi
a, derives a distance

measurement di
b,a, and uses the stored reference measurement db,a to

reconstruct the distance-coded message Δi
a := di

b,a−db,a. B also veri-
fies the angle of arrival αi

b,a and compares it with the stored reference
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measurement αb,a. If the difference exceeds the typical measurement
error, B aborts the authentication protocol with an error message.

– B transmits Mi
b := Mb[i · bm : (i + 1) · bm − 1] and USPi

b delayed
by Nb[i · bu : (i + 1) · bu − 1] units, and acknowledges receipt of A’s
RF and US messages for round i,

– A receives Mi
b and USPi

b, verifies angle of arrival, computes di
a,b,

uses the reference measurement da,b to reconstruct Δi
b := di

a,b −da,b,
and acknowledges B’s messages for round i

(c) A reassembles all received RF packets M ′
b := M0

b|| . . . ||Mr−1
b , decrypts

the message N ′
b := D(KAuth

a , M ′
b), reassembles the nonce from the dis-

tance offsets N ′′
b := Δ0

b || . . . ||Δr−1
b , verifies that N ′′

b = N ′
b[0 : r · bu − 1],

and sets K := KSess
a on match or K := null otherwise,

B reassembles M ′
a := M0

a || . . . ||M r−1
a , decrypts N ′

a := D(KAuth
b , M ′

a),
reassembles N ′′

a := Δ0
a|| . . . ||Δr−1

a , verifies that N ′′
a = N ′

a[0 : r · bu − 1],
and sets K := KSess

b on match or K := null otherwise
Note, if bu < bm (i.e. if fewer bits are transmitted via US than via RF) then
step 2c) only compares r · bu bits of the nonce.

If key agreement and peer authentication are completed successfully, then A
and B can use the session key K to establish a secure channel. The key can be
used as a shared secret for one of the standard protocols such as IPSec with PSK
authentication, or one of the recently specified TLS-PSK cipher suites [17]. Other
options are WPA2-PSK or EAP-FAST. K can be used directly as key material,
rendering additional asymmetric cryptographical operations in the secure chan-
nel implementation unnecessary and thus speeding up channel establishment.

5.5 Implementation

We have implemented the key agreement phase of our protocol over TCP/IP.
As a secure hash we use SHADBL-256, which is a double execution of the stan-
dard SHA-256 message digest to safeguard against length extension and partial-
message collision attacks [16]: SHADBL-256 = SHA-256 ((SHA-256 (m)) |m).

The peer authentication phase of the protocol has been implemented over the
RF/US channel of the Relate sensors, using AES (Rijndael) with a key size of
256 bits as secure block cipher for the interlock protocol. The protocol is tightly
integrated with the Relate spatial sensing protocol. RF packets transmitted for
authentication serve simultaneously as trigger packets for ultrasonic time-of-
flight measurement. Pulses emitted on the US channel serve simultaneously for
ranging and for transmission of nonce message parts.

Derived from the characteristics of the Relate sensors, we have set the number
of bits transmitted in each round over US to bu := 3. In each round, the 3 bit
number is coded as multiples of 25.6 cm which the sender adds as offset to the
receiver-perceived distance by delaying the US pulse. At the receiver end, this
allows for +/-12.8 cm of measurement inaccuracy to retrieve the 3 bits correctly
(note the reported precision of Relate sensors for this level of accuracy is over
95%). The duration of a round is about 200 ms (longer if other devices present are
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allowed to ‘interrupt’ the authenticating peers for spatial sensing and exchange
of measurements). Transmission of the complete nonce would require 43 rounds
but the number of rounds has been kept variable in our implementation to allow
users to define their required level of security.

6 Security Analysis

6.1 Message Channels

In our case, information is transmitted both via RF and via US. To safeguard
against eavesdropping all RF packets are encrypted with an authentication key,
but over US the nonce will become gradually revealed as the protocol proceeds.
The interlock protocol ensures that this will be of no use to an attacker, as the
protocol forces commitment of encrypted nonce message parts over RF before
the entire nonce can be intercepted on the US channel. The nonce is also strictly
used only once which rules out replay attacks. Complete or selective denial-of-
service attacks can not be protected against under our assumption of completely
insecure RF channels.

As described above, the main motivation for using the interlock protocol is
to protect against man-in-the-middle attacks during authentication. An RF-only
MITM attack would be noticed, and we therefore need to analyse the possibilities
for a concurrent attack on the US channel.

6.2 Ultrasonic Sensing and Message Transmission

Our approach to coding random nonces (section 5.2) and transmitting them via
interlock (section 5.3) prevents all the threats outlined in section 4.2: Threat (a)
constitutes a selective denial-of-service attack that can be detected by time-outs
(when the selected device does not respond at all) or authentication failures
(when the attacking devices responds from a different spatial position). Threat
(b) does not apply to our protocol, because shared measurements are not used
during authentication. Threats (c) and (d) are prevented by the random delays.
As E can not know in advance when a US pulse will be sent by A or B (the
delays are derived from the random nonce part that is kept secret until sending
the pulse), it can not construct the encrypted RF packets to match these delays.
If E injected own US pulses, A and B would also receive the original ones and
thus detect that an attack is happening. E’s only chance would be to cancel US
pulses in-transit by generating appropriate anti-US pulses, but this is considered
prohibitively difficult. Furthermore, E would need to be positioned precisely in
the line-of-sight between authenticating devices in order to attempt interception
and manipulation of US pulses but this presence literally in the middle between
devices would be obvious to the user. Note that this MITM device can not be
arbitrarily small due to a physical limits on the minimum size of ultrasound
transducers.

One remaining risk is that E is positioned in line with A and B, but farther
away instead of in between. If E performs a selective denial-of-service attack
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on B and forges distance measurements before authentication is started, it will
be able to fake its perceived and subsequently visualised position as seen by
A. Although for security purposes one does usually not trust other devices’s
measurements (they might be collaborating for an attack), we note that these
measurements, shared by benign devices over the Relate RF network, may serve
to reveal ongoing attacks such as this one. The shared measurements are not
used for increasing trust in an authentication protocol run or providing proof
of authentication, but they may still be used for decreasing trust in a protocol
run, when shared measurements do not match local ones. Attacking networks of
multiple Relate devices should therefore be considered significantly harder than
attacking just two devices.

We should also note that attacks on the sensing level become harder in sce-
narios involving mobility of devices. Positioning an attacker unsuspiciously and
directly in line between A and B is not trivial even in static settings. When
at least one of the interacting devices is mobile, an attacker would need to be
constantly re-positioned (or virtualized by sound forming, which is considered
infeasible with the current state of the art in ultrasonic systems).

6.3 Applications

The application-level threats described in section 4.3 are specific to our method.
With the protections of the sensing level described above, the remaining threat
is the misrepresentation of E at the position of B as seen by A. Replacement of
infrastructure devices is hard to detect, and therefore difficult to protect against.
One possibility is to create an explicit application-level feedback from B that can
be verified by Alice, for example to lighting an LED for a few seconds whenever
authentication has succeeded. If Eve replaces B, then B will not light its LED and
Alice can subsequently abort the interaction. The same protection can be used
against asynchronous MITM, which effectively transforms these two scenarios
into a synchronous MITM setting. However, this adds an additional step in the
interaction process that may not be desirable for many applications. A more
pragmatic protection against these remaining replacement and asynchronous
MITM threats is to protect against E being in line with A and B by physical
means, e.g. simply placing B directly in front of a wall and thus making it
impossible for E to be hiding ‘behind’ it.

Synchronous MITM seems prohibitively difficult to perform under the above
analysis of the sensing level protection, because of the necessary in-transit attacks
on US pulses.

6.4 User Interaction

The overall security of our method depends on the correct selection of the target
device, and the correct association of the target with a spatial reference. We
need to consider two possible sources of error or incorrect association. One is
that the network communication in the initial steps of our method is not secure.
A user can trust the relative position information it has of other devices as this is
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measured with on-board sensors but any additional information exchanged may
be interfered with by an attacker. For example, the Gateway interface shown in
Fig. 1 is based on locally measured spatial information but in addition visualises
type of discovered device based on information received over the wireless net-
work. An attacker might tamper with this to the effect that a different device
type is indicated, which might mislead the user.

The second risk at the level of user interaction is that the user selects the
‘wrong’ device in their user interface, in the worst case an attacker positioned
near the actual target. i.e. E instead of B, in their user interface. The visual design
of the UI and the accuracy of the spatial layout in correspondence with the ‘real
world’ arrangement of devices will be key factors in reducing the risk of faulty
selection, which of course will also be dependent on number and arrangement of
devices discovered and visualised.

7 Performance Evaluation

The authentication protocol involves evaluation of sensor data with inherent
limitations in accuracy and precision. It is therefore critical to assess impact of
sensor limitations on practical performance.

7.1 Robustness Against ‘False Negatives’

Sensors are inherently imprecise. Our authentication protocol is designed to ac-
count for the resulting variance in sensor readings, but only within limits that are
consistent with secure authentication of devices by spatial reference (i.e. there
must be no possibility that devices become confused due to allowances made for
sensor error). As a consequence, the protocol can fail to authenticate legitimate
peers when sensor errors occur that exceed built-in tolerance.

Figure 4 shows the success rate of authenticating legitimate peers dependent
on the number of rounds of the interlock protocol and the distance between the
devices. For this experiment, two devices were positioned facing each other in
direct line of sight at distances of 50cm and 100cm. For each number of rounds,
250 protocol runs were performed. As shown in Fig. 4, success rates are at least
85% and typically above 95%.

Authentication only succeeds if every single US measurement taken during
the protocol rounds is sufficiently accurate. In our experiment, the success rate
did not decrease significantly with the number of rounds. However under less
controlled conditions (e.g. slight movement of devices during the protocol run)
a more notable decrease might be expected, as the probability of an erroneous
measurement increases with the number of rounds. Note that the impact of
distance on success rate is not very pronounced and appears to be within error
of measurement (success rates for the larger distance are on average lower, but
not consistently).
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Fig. 4. Authentication success rate depending on the security level and distance (left);
Authentication speed depending on the security level and distance (right)

7.2 Speed Versus Security

There is an inherent trade-off in our protocol between speed and security. The
resistance against attacks increases with the number of rounds used for the
interlock protocol, because each round transmits 3 bits of entropy for verifying
the nonce. Therefore, an attacker’s chance of guessing a nonce equals 1/23r. To
put this into perspective, after only 5 rounds a nonce would already be harder
to guess than a randomly generated 4-digit PIN number. Also note that our
protocol is symmetric, which means that an attacker would need to guess two
nonces correctly in order to deceive the authenticating devices as MITM.

Figure 4 (right) shows this trade-off with measurements taken for 2, 10, 25, and
43 rounds, obtained with the same experimental setup of devices as described
above. The variations in the time necessary for authentication over a certain
number of rounds stem from the specifics of the underlying RF/US sensing
protocol which can require message retransmits. The dependency on the distance
between the devices is again marginal. As can be seen, a complete authentication
takes around 12 s for 25 rounds.

It is important to understand that a compromise on the number of rounds in
our protocol only impacts on an attacker’s one-off chance to guess the correct
nonce to stage an undetected MITM attack. It does not impact on the secu-
rity level of 128 bits that will be provided after successful authentication. This
difference is even more pronounced than in the usual online vs. offline attack
discussion, because of the tight coupling with interaction at the user level. An
attacker can not repeatedly attack the authentication protocol with an online
attack, because it is only triggered by an explicit user action. Therefore, there is
only a one-off chance for an attack, and any computational attacks are therefore
matched with a security level of 128 bits. Nonetheless, our protocol allows the
user or application to choose the best compromise between speed and security
and scales up to a 128 bit level even for the single attack possibility.
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8 Conclusion

We have contributed and discussed a method for establishing secure spontaneous
interaction on the basis of spatial references. Spatial references are a type of
context that allows users to match what they see with what their device sees.
At the core of our method is a peer authentication protocol that uses relative
bearing and distance between devices. We have presented an implementation
using ultrasound for spatial measurements; however, the method can also be
realised with other sensors. For example, one could consider use of cameras
(which are becoming ubiquitous in mobile phones and handhelds) and vision
techniques to obtain spatial references between devices.

The concrete implementation we have presented uses ultrasound, for peer-
to-peer spatial sensing, and for out-of-band message transfer as part of a key
verification protocol. We have provided a comprehensive threat analysis for ul-
trasonic ranging and contributed a novel coding technique that allows a sender
to guarantee that a message was sent from a particular range. This technique
can thus be used to to construct a spatially-authentic channel from sender to
receiver.

Our protocol implementation is embedded in a spatial sensing scheme that
more generally provides devices with accurate relative positions of peers discov-
ered within interaction range. The method further involves a user interaction
model based on visualisation of relative device positions, integrated in the user
interface for direct manipulation. The method as presented relies on spatial sen-
sors, however, the sensors are not specific to the purpose of providing security
but have broader use for support of spatial interaction and services. Cameras
and various other sensors are already ubiquitous in mobile devices, and given the
general utility of ultrasonic transducers for ranging tasks it is easily perceivable
that these will become commonplace as well.

As a final note it has to be stressed that the presented approach fundamentally
differs from proximity-based methods such as near-field communication (NFC).
Any proximity-based method that relies on a quantitative property of the out-
of-band channel such as radio signal strength is open to attack from further
afield — for example to attack NFC by increasing communication range with
more powerful senders and/or more sensitive receivers. In contrast, our method
exploits the qualitative out-of-band properties of ultrasound: that it is blocked
by solid materials and that angle of arrival can not be faked.

The complete source code is available under an open source license at http://
ubicomp.lancs.ac.uk/relate/.
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Abstract

Ultrasound has been proposed as out-of-band channel
for authentication of peer devices in wireless ad hoc net-
works. Ultrasound can implicitly contribute to secure com-
munication based on inherent limitations in signal propa-
gation, and can additionally be used explicitly by peers to
measure and verify their relative positions. In this paper
we analyse potential attacks on an ultrasonic communica-
tion channel and peer-to-peer ultrasonic sensing, and inves-
tigate how potential attacks translate to application-level
threats for peers seeking to establish a secure wireless link.
Based on our analysis we propose a novel method for au-
thentic communication of short messages over an ultrasonic
channel.

1. Introduction

Spontaneous interaction in wireless ad hoc networks is
especially vulnerable to attacks on the wireless communica-
tion channels. Such attacks include eavesdropping, inject-
ing and modifying packets, replay, or denial of service. We
generally have to assume that attackers are able to mount
‘man-in-the-middle‘ (MITM) attacks, where they agree to
two different keys with the communicating devices and
which subsumes the other attack types. The major problem
of purely wireless communication is therefore key manage-
ment: to securely exchange keys with the intended commu-
nication partner. Using (supposedly) computationally se-
cure key agreement protocols such as Diffie-Hellman [4],
this problem is further shifted to that of authentication: to
securely verify that a key belongs to the intended communi-
cation partner. In pervasive computing, and more generally
in peer-to-peer networking, we can not currently assume the
availability of a globally trusted third party. For sponta-
neous interaction, the only option is therefore ad hoc verifi-
cation of keys, which requires some extra channel with ad-
ditional security properties. This is a channel other than the
main wireless channel and often called ‘out-of-band‘ chan-
nel.

Balfanz et al. introduced the notion of location-limited
channels for out-of-band communication channels that re-
quire devices to be in a certain, user-verifiable spatial re-
lationship in order to establish communication [1]. Kind-
berg et al. discussed constrained channels along similar
lines [11]. A variety of communication technologies have
been considered for implementation of out-of-band chan-
nels with the desired characteristic of limiting communica-
tion to a user-controlled context. This includes ultrasound,
on which we focus our analysis in this paper.

Ultrasound (US) is an interesting candidate technology
for out-of-band communication alongside wireless radio
(RF), for two reasons. First, ultrasound has inherent lim-
itations in signal propagation (unlike RF, US signals are
contained in rooms). Secondly, ultrasonic communication
can be used by peer devices to estimate their relative po-
sitions (from US time-flight measurements, with RF com-
munication for synchronisation [9]), and thus to obtain in-
formation that can be useful for verification of device au-
thenticity. Ultrasound has been noted as a possible technol-
ogy for authentication of peers within a room, exploiting its
broadcast and propagation characteristics [1]. A concrete
protocol design with ultrasound as out-of-band channel for
authentication of spontaneous device associations has been
discussed in [10]. In this protocol, ultrasound is proposed
for out-of-band communication of nonces, and for verifica-
tion of the spatial direction from which a transmission has
been received. However, the protocol has not been imple-
mented, and assumptions made concerning the use of ultra-
sound have neither been tested nor analysed in more depth.

In this paper we contribute an analysis of ultrasound as
out-of-band channel for secure authentication of devices in
wireless ad hoc networks. We assume a device A seeking to
establish a secure wireless link to a device B without prior
knowledge of B, or access to a shared trusted third party.
The principal threat in this scenario is that a man-in-the-
middle E can establish itself between A and B. A and B
may be mobile devices, but they are assumed to be static
in relation to each other during the initial establishment of
the link (but may move freely after successful channel es-
tablishment). The protocol proposed earlier [10] has the



disadvantage that users are expected to move deliberately
to different locations and verify spatial measurements dur-
ing the authentication phase, which can be cumbersome for
ad hoc interaction. We do not assume any explicit actions
by users solely for authentication purposes, but analyse the
security properties of an ultrasonic channel by itself.

In the following sections we first look into properties
of ultrasonic systems that can be exploited for peer au-
thentication. We then analyse attack scenarios on the ul-
trasonic communication channel, and further analyse how
these translate to threats at application level. We conclude
the paper describing a novel method for authentic commu-
nication of short messages over an ultrasonic channel.

2. Properties of Ultrasonic Systems

Devices that use ultrasound as out-of-band channel can
exploit properties of the medium both implicitly and explic-
itly. Ultrasound has propagation characteristics that implic-
itly contribute toward location-limited communication, in
particular by containing signals in rooms which provides
users with a distinct level of control. Devices can use ultra-
sound also explicitly, to estimate their spatial relationship
for purposes of verifying that the device they are talking to
is indeed in the assumed position, for instance ’in front of
the user’.

Ultrasound signals are, due to the large differences in
acoustic impedances between air and solid materials, (al-
most) completely reflected or absorbed by walls, doors and
windows. Bending around doors or other openings causes
chaotic influences on signal propagation and is practically
unpredictable from an attacker’s point of view. Conse-
quently, we can assume signals or messages transmitted
over an ultrasonic channel not to leave a room, and we can
also assume that it is not possible to inject ultrasonic mes-
sages into a room from the outside.

Ultrasound signals travel at comparatively low speed
which makes it possible for a pair of devices to measure
time-of-flight of a pulse or message transmitted over an ul-
trasonic channel, provided they have access to an RF chan-
nel for synchronisation. Time-of-flight measurements allow
for very accurate ranging (i.e. distance estimation) between
peers, with errors reported well below 10cm [13, 9]. Even
better accuracy can be achieved if either multiple emit-
ters or receivers are used to take measurements from dif-
ferent angles (as in ultrasonic positioning infrastructures,
e.g. [7, 14]). However, for our target use, verification of A
and B’s authenticity in a spontaneous encounter, we assume
that devices will not trust other sensors but their own.

Estimation of the direction from which an ultrasound
signal has arrived is possible if a device has multiple re-
ceivers on board. If these receivers are placed sufficiently
far apart then it can be possible to estimate angle-of-arrival

from differences in time-of-flight (this method was sug-
gested though not tried in Kindberg & Zhang’s peer authen-
tication protocol [10]). Another possibility, better suited for
devices of small dimension as typical in mobile scenarios, is
to use an arrangement of receivers facing in different direc-
tions and to derive angle-of-arrival from analysis of peak
signal values (an incoming pulse or message will register
the highest peak with the receiver oriented most closely to
the emitting device). This method has been used for in-
stance in the RELATE system with 3 transceivers covering
180 degrees, with reported raw measurement error of 33 de-
grees [9].

3. Threat analysis for ultrasonic communica-
tion and sensing

For our threat analysis we assume devices A and B seek-
ing to secure communication over a wireless radio network.
We further assume possible use of ultrasound as out-of-band
channel over which messages can be exchanged, and use
of ultrasound synchronised over RF for estimation of dis-
tance and possible relative orientation. Note that transmit-
ting messages over US as part of an authentication protocol
is different from using US for distance-bounding protocols,
introduced as a method for determining the maximum dis-
tance between devices [2]. As shown recently [3], direct
use of US for distance bounding is open to relaying attacks
and thus not considered secure for authentication of peer
devices. For our analysis, we do not assume US to provide
a secure upper bound on the distance.

As for attacker capabilities, we make two principal as-
sumptions:

1. An attacker can stage attacks on the RF channel from
anywhere within the range of the wireless network, to
eavesdrop, to cause Denial-of-Service (DoS), or to im-
pose itself as man-in-the-middle (MITM) between A
and B (to the effect that A and B believe to be talking
to each other, while actually talking to E).

2. Attacker capabilities on the US channel depend on how
the attacker is located relative to the attacked devices1;
in other words, we assume that an attacker is not able
to ‘virtualize’ their position by using groups or whole
arrays of coordinated ultrasound emitters. Note that
speaker arrays can be used for spatialised audio [5]
but due to the shorter wavelength of ultrasound and
its more complex propagation characteristics, it would
appear prohibitively difficult to achieve accurate ultra-
sound spatialisation.

1With location or position of an attacker we actually refer to the posi-
tion of the communication device used to mount the attack.



Figure 1. The capability of E to stage an at-
tack on ultrasonic communication and sens-
ing between A and B depends on how E is
positioned with respect to A and B.

Figure 1 illustrates our scenario with devices A and B,
and an attacker E that can be in different positions (E0, E1,
etc.) with respect to A and B. In the following we analyse
potential threats to ultrasonic communication and sensing
between A and B for each of these positions:

1. E0 – outside room: It is an inherent property of ul-
trasound that signals are blocked by walls, doors and
windows. Therefore we can assume that it is not pos-
sible to eavesdrop on ultrasound communication from
outside a room, and that it is also not possible to inter-
fere with the ultrasound channel from the outside, i.e to
insert or modify messages that would compromise ul-
trasonic communication between A and B. While US
signals can bend around doors or corners, this sub-
jects them to distortions that in practice also exclude
meaningful attacks. In such situations, accurate loca-
tion information for both attacker and victim would be
needed to produce proper time-delay-of-arrival at the
receiver; creating an arbitrary angle-of-arrival is pro-
hibitively difficult [8].

However, an attacker E would still be able to mount
an attack on the RF channel, for general denial of ser-
vice, targeted prevention of devices from discovery on
the network, or tampering with messages that may be
used for synchronisation of ultrasonic sensing. The
concrete threats with respect to ultrasonic communi-
cation and sensing are: a) to prevent a device from
participation in ultrasonic communication, for exam-
ple to the effect that a target device B selected by a user
with device A becomes barred from authenticating it-
self; b) to cause erroneous distance estimates, i.e. hav-
ing A estimate B to be closer or further away then they
actually are and thus compromising any distance- or

position-based verification procedure; and c) to mod-
ify any distance, orientation, or position estimates ex-
changed over RF (note it is common in ultrasonic po-
sitioning system to exchange measurements over RF,
but it is not required and can be avoided). Threat b)
also invalidates any assumptions that may be made for
distance-bounding methods, even without more com-
plex relay attacks as described earlier [3].

2. E1 – in room: If E is in the same room with A and B,
or more precisely in the same propagation range, then
E will have the additional capability to listen to all ul-
trasound communication, and to insert pulses or mes-
sages on the ultrasound channel, at any time with arbi-
trary signal strength. However, E will not generally be
able modify or replace other messages exchanged over
the channel, e.g. between A and B, unless E is po-
sitioned ”more strategically” in cases we discuss fur-
ther below. Concrete threats arising are thus: d) to
eavesdrop on the ultrasound channel; e) to insert ultra-
sonic pulses or messages with a potential of confusing
or compromising ultrasonic sensing between other de-
vices, and to present itself at a certain distance (cf. case
E2); and f) to block ultrasound transmission, which,
depending on the specific implementation of ultrasonic
sensing and the sophistication of the attack, may or
may not be distinguishable from signal noise. The dis-
tinction between blocking of transmission, i.e. denial
of service, and selectively removing messages sent by
other devices is blurred.

3. E2 – equidistant positions: If E is positioned at the
same distance from a receiving device (e.g. A) as the
intended target device (e.g. B) then E might achieve
to be verified as B, if verification were based on dis-
tance only. Obviously if E is positioned equidistant
from both devices, it may achieve positive verification
by both and A and B as a man-in-the middle. Note
that E can easily make itself appear at a particular dis-
tance from a single receiver, from anywhere in its ul-
trasonic range, by emitting an ultrasonic pulse or mes-
sage ahead of the synchronisation schedule (to appear
nearer) or delayed after a synchronisation point (to be
appear farther). The threat in either case is: g) to ap-
pear at the same distance as the target device, and it
highlights the value of angle-of-arrival estimates in ad-
dition to range measurements for device verification
purposes.

4. E3 – in line: When E manages to position itself in
line with A and B, its US messages will be received
at an angle-of-arrival that corresponds with the angle
at which the device ’in the middle’ is positioned from
the perspective of the receiving device. For example,



in the scenario shown in Fig. 1, E will appear to be
B from A’s point of view, but not to be A from B’s
point of view. The threat is thus: h) to appear from the
same angle to a single device. Note that peer-to-peer
angle-of-arrival estimates tend not to be very accurate
in practice and thus it may suffice for E to approximate
a position in line with A and B, in order to produce this
threat.

5. E4 – in between: A position at some point on the line
directly in between A and B offers E most capabilities
for an attack on US communication and sensing be-
tween A and B. US messages produced by E will be
received from the same angle at which A and B are po-
sitioned respectively, creating threat i) to appear from
the same angle to both devices. Additionally, by be-
ing directly in the line of US signalling between A and
B, the attacker E may be able j) to cancel or modify
specific US messages in transit, by means of gener-
ating anti-ultrasound (similar to noise-cancellation in
audio).

Table 1 summarises threats to ultrasonic communication
and sensing:

Case Threats Safeguards
E0 Attack on RF US safe as out-of-band

channel for authentication
E1, E2 Attack on Check for duplicate pulses,

US ranging verify angle of arrival
E3 Attack from Mutual verification of

direction of target positions
E4 Attack from Requires additional

direction of peer measures

Table 1. Summary of threats and safeguards

The main conclusions from this analysis are:

• Ultrasound can be effective as out-of-band channel for
authentication of peer devices if the presence of an
attacker in the same room can be ruled out by other
means.

• If an attacker has access to the same room as the peer
devices, then US ranging as such is not safe for further
limiting the communication channel.

• Angle-of-arrival can be used to further constrain the
communication channel, and to limit the possibility of
an attack to attacker positions approximately in line
with the peer devices; only cases E3 and E4 remain to
be addressed. Verifying angle-of-arrival also prevents
attacks from outside the room that may be relying on
reflections e.g. at half-open doors.

4. Application-level threats

In this section we extend our analysis to review
application-level threats for devices that use RF in combi-
nation with ultrasonic communication and sensing for au-
thentication of peers. For our discussion we assume A to be
a device operated by a user, and B to be a target device se-
lected by the user for association with their device. B may
be a device in the environment, or the device of another user.

1. Replacement: The first threat on application-level is
for the attacker E to virtually replace the intended tar-
get device (say B), to the effect that A authenticates E
instead of the actual target. For E to achieve this attack,
they need to first ‘silence’ B so that B does not emit
ultrasound and remains undetected by A (see threats
a and f as discussed in the previous section). E fur-
ther needs to pass potential verification of its position,
which it can achieve by manipulating the distance at
which it would be sensed by A (threats b and e, or g),
and by positioning itself in line with A and B (cases
E3 and E4, threat h). In this attack, interaction occurs
only between A and E, and no interaction occurs with
B. This scenario is limited to situations where the user
does not expect a human-verifiable response from B in
the process of interaction.

2. Asynchronous MITM: An asynchronous MITM attack
occurs when the attacker E first achieves authentica-
tion with A (replacing B as described above), and in
a second step with B (without the need to pretend to
be A, and thus without positional constraint). E can
then intercept messages from A, and forward them to
B, to ensure a response of B as expected by the user.
An example for such a situation would be printing: A,
when sending a document to a printer B, expects it to
print shortly afterwards. In this scenario, the attacker
avoids detection by forwarding intercepted messages.
However, the scenario requires that B does not verify
the sender of the messages (only A authenticates B, but
not the other way around).

3. Synchronous MITM: For a synchronous MITM attack
E must achieve to establish itself between A and B on
both the RF and the US channel, to appear to A as B
and vice versa. If A and B use angle-of-arrival in the
authentication process, E will only be able to achieve
this attack if positioned literally in the middle between
A and B (case E4).

Spontaneous interactions commonly occur in unknown
and open environments, and generally it will not be possi-
ble to rule out the presence of an attacker in close enough
proximity, and not blocked by walls, in order to threaten



peer authentication. For peers to guard further against at-
tacks, sensing of angle-of-arrival can be used to signifi-
cantly constrain the positions from which attacks remain
possible (leaving cases E3 and E4).

If we assume A as a user’s device to be mobile but B to
be a stationary device, such as a printer, then it might be
plausible that an attacker positions itself strategically, to be
in line between the stationary device and a likely user posi-
tion. A scenario E3 might be excluded when B is mounted
to a wall, or placed against wall. However, if B is also a mo-
bile device, carried by another user, then it will generally be
more difficult and less likely that an attacker achieves to po-
sition themselves between A and B. It could be argued that
a user would naturally detect any device positioned between
its own device A, and a target device, but it has to be noted
that attacks would be possible with very small wireless sen-
sor nodes.

If we accept the possibility of a malicious sensor node
E directly between A and B then we need to consider more
closely the node’s attacking capability, in particular for can-
cellation and replacement of US messages in transit (threat
j). If A sends a US message triggered over RF, E will need
to cancel the message with anti-ultrasound, and generate its
own US message directed at B. The smaller E is, the less
time E has to replace a message to reach B within the ex-
pected time-of-flight, because of the time it takes the US
messages to pass by E. For example, if E measures only
a few centimetres so not to conspicuous, then it will only
have a few hundred microseconds for the computations re-
quired for modifying the pulse, which, in current wireless
sensor hardware, will not be sufficient. Moreover, given the
propagation characteristics of ultrasound, it would not seem
plausible that pulses can be cancelled without noise effects
that would allow to uncover the attack.

5. Authentic communication of short messages
over an ultrasonic channel

In this section we introduce a method for communica-
tion of short messages over ultrasound, effectively coding
bits as distance quantities, in a way that ensures decoding
only to be possible by a receiver who is positioned at an ex-
pected distance from the sender. This method is designed
to overcome the problem that ultrasonic ranging as such
is open to attack, and allows effective use of distance es-
timates to constrain ultrasonic communication. As for the
application-level threat discussed, it can be used in conjunc-
tion with angle-of-arrival verification, in order to safeguard
against attack in cases E3 and E4 (providing the ’additional
measure’ referred to in table 1, under the assumption that
the attacker is not able to modify messages in transit).

Our method requires in a first step, that the authenticat-
ing devices take a reference measurement of their distance,

(a) The sender delays an US pulse after the
RF trigger to code a message, which corre-
sponds to a distance in the spatial domain.

(b) The receiver measures time from trigger
to pulse arrival, and subtracts a stored refer-
ence from the corresponding distance to re-
trieve the message.

Figure 2. Message transmission embedded
with ultrasonic ranging.

and that this measurement is verified by a user. This can
be elegantly achieved if all devices discovered in ultrasonic
sensing range are displayed in a map corresponding with
their real-world placement, as proposed in [9] for seamless
interaction with across devices.

As illustrated in Figure 2(a), a sender transmits informa-
tion by delaying an ultrasonic pulse in relation to an RF syn-
chronisation message. By delaying the US pulse, the time-
of-flight and thus distance will appear larger than it is, and
the virtually added distance represents the transmitted in-
formation. A receiver retrieves the virtually added distance
and thus the message by subtracting the reference measure-
ment from their actual measurement, see Figure 2(b). The
receiver will only be able to retrieve the message content, if
the sender’s distance matches the stored reference. By re-
trieving the random nonce this way, it can be used in higher-
level protocols as an authentic message from the remote
host. Note that the transmitted information is not private;
any receiver in the same room will see the same virtually
added distance, in comparison to previous measurements.

The authenticity of the proposed channel is created by
delaying US pulses, but only provided E does not know the
transmitted information beforehand. We propose that the
channel can be used for transmitting nonces as part of an
authentication protocol such as the MANA I protocol [6].
For authenticity of messages, both the distance and the an-
gle must match the expectations of the receiver. We have
already argued that the attacker will not be able to manipu-
late angle-of-arrival measurements, but E could still be po-
sitioned in between A and B (case E4). E could also cre-
ate US pulses so to appear to come from A’s or B’s posi-



tion, but only if it knows when the pulse would be sent.
This though depends on the message content, and in the
case of nonces would be random. When E introduces its
own pulses, the received message will be different from the
nonce that the sender transmitted, and authentication proto-
cols can be constructed to detect this. The random element
and distance-based coding make the US channel authen-
tic. We have implemented a concrete authentication pro-
tocol using this property in conjunction with an interlock
protocol and based on an existing peer-to-peer US sensing
platform [12].

6. Conclusions

In this paper we have analysed and discussed security
properties of ultrasound as out-of-band channel in the con-
text of peer device authentication. We identified potential
threats to ultrasonic communication and sensing in depen-
dence of attacker position, and analysed how these trans-
late to application-level threats. A particular observation
is the vulnerability of ultrasonic ranging to manipulation.
To address this problem, and to provide an authentic out-
of-band channel, we proposed a new method for distance-
coded communication over ultrasound.

Our proposed method of piggy-backing information on
single ultrasound pulses makes the US channel authentic,
and thus protects against synchronous MITM attacks even
when assuming far-reaching attacker capabilities. Protect-
ing against asynchronous MITM attacks requires changes
to the application, e.g. to light an LED when the infrastruc-
ture device is engaged in an interaction. Then a user could
notice the delay between the two interactions and abort the
transaction.
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Abstract. Small, mobile devices without user interfaces, such as Blue-
tooth headsets, often need to communicate securely over wireless net-
works. Active attacks can only be prevented by authenticating wireless
communication, which is problematic when devices do not have any a
priori information about each other. We introduce a new method for
device-to-device authentication by shaking devices together. This paper
describes two protocols for combining cryptographic authentication tech-
niques with known methods of accelerometer data analysis to the effect
of generating authenticated, secret keys. The protocols differ in their de-
sign, one being more conservative from a security point of view, while
the other allows more dynamic interactions. Three experiments are used
to optimize and validate our proposed authentication method.

1 Introduction

Applications envisioned for ubiquitous computing build upon spontaneous inter-
action of devices, such that a device can make serendipitous use of the services
provided by peer devices that may not be known a priori. In many scenarios,
it will be desirable to verify and secure spontaneous interactions in order to as-
certain that devices become paired as intended and protected against attacks
on their wireless link. In a managed network environment, device-to-device au-
thentication would be based on prior knowledge of each other or access to a
trusted third party, but neither can be assumed to be available in wireless ad
hoc networks for ubiquitous computing. As a consequence, secure device pairing
requires the user to be in the loop, for example to enter a shared secret such
as a PIN code into both devices. A challenge is to find mechanisms for users to
pair devices that are not only secure but also scale well for use in ubiquitous
computing. Specific challenges are that devices will, in many cases, be too small
to reasonably include key pads and displays, and that required user attention
must be minimal to be acceptable for spontaneous and short-lived interactions.

Pairing of a mobile phone with a headset for interaction over a wireless chan-
nel is a familiar example: we would like to achieve such interaction in a spon-
taneous manner (i.e. not requiring pre-configuration of phone and headset for
each other) but also ensure that it is secure. The wireless communication chan-
nel between the devices is susceptible to attacks ranging from eavesdropping to
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man-in-the-middle (MITM). If an attacker were successful in establishing them-
selves between, in this case, phone and headset, during the pairing process, then
they would obtain complete control over all phone calls. To safeguard against
such attacks, a so-called out-of-band channel is used during pairing in order to
authenticate communication over the primary channel. The out-of-band channel
must be limited such that it is user-controllable that only the intended devices
can communicate over it for the purposes of authentication. Note that authen-
tication and the subsequent pairing can be anonymous or “ephemeral” [1], i.e.
based on information only shared over the out-of-band-channel rather than ac-
tual device identities.

In this paper we contribute a method for device-to-device authentication that
is based on shared movement patterns which a user can simply generate by
shaking devices together. Using embedded accelerometers, devices can recognize
correlation of their movement and use movement patterns for authentication.
From a user perspective, jointly shaking is a simple technique for associating
devices [2]. In our method, it simultaneously serves as out-of-band mechanism.
Shaking has a number of characteristics on which we can build for our purposes:

– It is intuitive. People are familiar with shaking objects as manual interaction
that does not require learning, for instance from shaking of medicine, or
musical instruments. This means that shaking is unobtrusive in the sense
that it does not require the user’s full attention while being performed.

– It is vigorous. While there are many motion patterns that could be per-
formed with two devices, shaking tends to produce the highest continuous
acceleration values. While bouncing will produce larger accelerations, they
only occur as short spikes. Shaking provides acceleration larger than most
activities – and can thus be detected by simple thresholding – for as long as
necessary to pair devices (and as long as the user will not get tired).

– It is varying. As we will show below in our first experiment (in section 7.1),
the activity of shaking can be surprisingly different for different people. We
do not use shaking patterns as identification, but still benefit from large
differences in acceleration values, because this generates high entropy from
an attacker’s point of view.

It is important to note that users do not have to follow a particular pattern of
shaking but that they can shake as they like; we do not attempt to identify people
by their shaking patterns, but use it as a source of shared device movement.

We contribute two protocols that combine cryptographic primitives with ac-
celerometer data analysis to establish secure wireless channels by creating au-
thenticated secret keys. The two protocols achieve this aim differently: the first
is based on Diffie-Hellman key agreement and authentication of this key, uses a
conservative and better known design, provides better security and allows more
flexibility in comparing accelerometer time series; the second generates crypto-
graphic key material directly out of accelerometer data streams, is computation-
ally less expensive and thus easier to implement on resource limited devices, and
allows more dynamic interactions and group authentication.



146 R. Mayrhofer and H. Gellersen

Both protocols use standard techniques of sensor data processing and time
series analysis: sampling, alignment, and feature extraction. After extracting
appropriate features, our cryptographic protocols ensure that authentication is
only possible if both devices have access to the same feature values. Specifi-
cally, they protect against MITM attacks on the wireless communication chan-
nel by using additional information gathered from the extracted features. This
approach is general, so that other sensors than accelerometers can be used with
similar methods, apart from changes in domain-specific heuristics. Sensor-based
authentication offers potential benefits to small, mobile devices that communi-
cate wirelessly and do not have traditional user interfaces. Examples are mobile
phones, smarts cards, key fobs, and generally accessories like headsets, watches,
or glasses.

2 Related Work

First concepts on secure device pairing suggested direct electrical contact [3],
while other suggestions to implement an out-of-band channel include a “physical
interlock” and the “Harmony” protocol [4], ultrasound [5], visual markers and
cameras [6], audio messages [7], the GSM short message service (SMS) [8], key
comparison, distance bounding and integrity codes [9], or manual input [10,1].
The DH-DB protocol proposed in [9] might also be applicable to an interac-
tive challenge-response scheme based on sensor data such as accelerometer data.
These approaches, with the exception of using camera phones, have in common
that they scale poorly from a user point of view. That is, they tend to be ob-
trusive and require the user’s attention. In our approach, we implement a low
bandwidth private channel over similar accelerometer readings, and use it for
authenticating a device pairing.

The idea of shaking two (or multiple) devices together to pair them has first
been described as “Smart-Its Friends” [2]. We use the same interaction technique
but extend it to include secure authentication. Castelluccia and Mutaf presented
a protocol for pairing CPU-constrained wireless devices under the assumption
of anonymous broadcast channels [11]. To achieve this property of source indis-
tinguishability, they argue that devices engaging in this authentication protocol
should be shaken and rotated randomly around each other. This shaking serves
to prevent signal strength analysis, but is, in contrast to our work, not used
directly as input to the authentication protocol. Hinckley presented an imple-
mentation of “synchronous gestures” [12] as a means of user interaction. By
correlating accelerometer time series on devices connected via WLAN, bumping
them together or tilting them can be detected and used as user input. Bumping
is one possible user interaction for starting the pairing process, i.e. a trigger
for our authentication method. Another closely related work was presented by
Lester et al. [13] and describes how to determine if two devices are carried by
the same person.
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3 Design of the Acceleration-Based Pairing Method

Figure 1 shows our architecture for authenticating device pairings with shaking
patterns. Both protocols make use of the same three pre-processing tasks 1 to 3.
They are executed locally on each device and result in “active” time series seg-
ments of equidistant samples. Our two protocols differ in tasks 4 and 5, which
can both be interactive, i.e. communicate with the remote device to which the
pairing is in process.

For protocol 1, tasks 4.1 and 5.1 are actually executed in parallel: after gen-
erating a secret key with standard Diffie-Hellman (DH) key agreement (which is
the first phase of task 5.1), the devices exchange their time series segments via an
interlock protocol. Then they compare their locally generated segment with the
one received from the remote device to check if they are similar enough. If they
pass this check, the second phase of task 5.1 derives the secret session key that
will be used for consecutive secure communication. This design is conservative
from a security point of view and, due to the non-interactive feature extraction
and comparison, allows the devices to use different means of verification. The
disadvantage of splitting task 5.1 into two phases is potentially a larger delay for
authentication, and the disadvantage of using DH is higher computational load.

Protocol 2 executes its tasks 4.2 and 5.2 in order: discrete (in contrast to
the real-valued samples) feature vectors are extracted in task 4.2, which act as
input to the interactive key agreement in task 5.2. This is an iterative process.
In each time step, feature vectors generated by 4.2 are checked for matches in
task 5.2. After sufficient iterations, a secret shared key can be generated out of
the collected matching feature vectors in task 5.2. This design has the advantages
of more dynamic key agreement, with devices being able to “tune into” other
device’s key streams, and of being less computationally expensive. On the other
hand, it does not provide forward secrecy and protection against offline attacks
as protocol 1 does, and is more unconventional and thus less well studied from
a security point of view.

For both protocols, there is a trade-off between usability and security that can
be exploited by applications and users depending on their requirements. Tasks 4
and 5 are described in more detail in sections 5 and 6, respectively.

sensor data
acquisition

temporal

alignment

spatial

alignment

local processing

feature

extraction

key

generation

interactive

authenticated

shared

secret key

remote device

key

generation

feature

extractiontask 1 task 2 task 3

task 4.2 task 5.2

task 4.1 task 5.1

Fig. 1. Architecture for both authentication protocols



148 R. Mayrhofer and H. Gellersen

4 Pre-processing of Accelerometer Data

The three pre-processing tasks, executed as consecutive steps, are used to sample
and segment the sensor data so that feature extraction can build on normalized
time series.

Task 1: Sensor data acquisition. This first task is conceptually straight forward,
but requires careful implementation. Sensor data is assumed to be available in
the form of time series of acceleration values in all three dimensions, sampled at
equidistant time steps. These must be taken locally and not be communicated
wirelessly — for security purposes, it is critical not to leak any of this raw data,
which can be difficult considering the possibility of powerful side-channel attacks
(see e.g. [14]). Our practical experience shows a sample rate between 100 and
600 Hz to be appropriate.

Task 2: Temporal alignment. As the two devices sample accelerometer time
series independently in task 1, we require temporal synchronization for compar-
ison. We assume that devices are equipped with sufficiently accurate real-time
clocks, so that differences in sampling rates and drift will not be issues. This
reduces temporal alignment from an arbitrarily complex problem to triggering
the authentication procedure and to synchronizing the starting points for time
series comparison.

Triggering can be explicit by direct user input, e.g. pressing an “authenticate
now” button on both devices within a short time frame or bumping both devices
against the table or each other, or implicit, simply by starting to shake both
devices. We prefer the second protocol due to its ease of use, although it is more
difficult to implement. Synchronization can be at a sample level, i.e. within less
than half the sample width, or at an event level, i.e. based on the onset of detected
(explicit or implicit) events with the respective device. We use the latter, because
it does not require time synchronization between the devices — shaking events
can be detected locally at each device without communication, which is beneficial
from a security point of view.

For both triggering and synchronization, we detect motion and align those
parts of the time series where shaking is detected, which we call active segments,
by their start times. Segments are considered active when the variance of a sliding
window exceeds a threshold. Practical experiments show good results at a sample
rate between f = [128; 512] Hz with a sliding window of v = f/2 samples, i.e.
1/2 second, and a variance threshold around Tσ = 750.

Task 3: Spatial alignment. Shaking is inherently a three-dimensional movement.
In addition to the need to capture all three dimensions, the alignment between the
two devices is unknown. This means that the three dimensions recorded by the two
devices will not be aligned, which is a hard problem in itself. Lukowicz et al. de-
scribe how to calibrate three-dimensional accelerometers without user interaction
during stable periods [15]. However, since we are interested in the active phases and
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have to assume that the alignment of the devices changes during the transition,1
we can not directly apply this result. Instead, we reduce the three dimensions to a
single: by taking only the magnitude over all normalized dimensions, i.e. the length
of the vector, we solve the alignment problem. This approach requires considerably
less resources than other methods such as principal component analysis (PCA) or
modeling using domain-specific knowledge.

The result of these steps is that, when shaken together, both devices will
extract active segments of one-dimensional acceleration magnitude vectors. Even
without synchronized clocks, the start times of these independent time series are
typically synchronized within a few samples (on the event level).

5 Feature Extraction for Authentication Purposes

Two devices that are shaken together will experience similar, but not exactly
the same movement patterns. Even assuming noise-free sampling of accelera-
tions, the two accelerometers must have physically separate centers. Whenever
rotation is part of the movement, these separate centers will necessarily experi-
ence different accelerations, thus causing different sensor time series even if the
devices remain fixed in relation to each other. The problem of verifying that two
devices are shaken, or more generally, moved together therefore becomes a classi-
fication problem. Figure 2 shows examples of spatially aligned sensor time series
used as input to feature extraction with detected borders of active segments.
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Fig. 2. Example time series after spatial alignment with detected active segments

In deciding if time series are similar enough for authentication, the aim of the
feature extraction task is twofold: a) to extract feature values that are robust to
small variations in the shaking patterns and to sampling noise and b) to extract
1 When a user picks up the two devices to shake them, they will most probably be aligned

differently in their hand than they were before picking them up.
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a sufficiently large feature vector for use in the authentication protocol. In our
approach, the feature vector will be used to authenticate a key or to directly
generate a key, and thus it needs to be of high entropy from an attacker’s point
of view, i.e. involve a large amount of uncertainty.2 As indicated in section 1, we
argue that shaking is an appropriate movement for creating entropy: it creates
varying sensor readings, because it is one of the human movement patterns that
includes the highest frequency components. Slower movements will intuitively
not generate as much entropy.

There is an extensive body of literature on feature extraction from accelerom-
eter data. Particularly relevant to our problem are the described uses of the co-
herence measure by Lester et al. [13] and cross-covariance by Aylward et al. [16].
Both suggest sliding, windowed variances on each device for activity detection,
as used in our current implementation for task 2. Huynh and Schiele compare
different features for activity recognition and suggest the use of quantized FFT
coefficients [17]. For task 4, we select the most promising of the recently sug-
gested features: coherence and quantized FFT coefficients.

5.1 Coherence

We adopt the approach that was previously used by Lester et al. to distinguish
between two devices worn by the same person (on different parts of the body) and
two devices worn by two people walking in-step. They used coherence averages
and showed that simple, non-calibrated, cheap accelerometers are suitable for
analyzing human motion. Coherence is approximated by the magnitude squared
coherence (MSC) as

Cxy (f) =
Pxy (f)

Pxx (f) · Pyy (f)

with (cross-) power spectra

Pxy (f) =
1
n

n−1∑
k=0

xk (f) · ȳk (f)

computed over FFT coefficients xk (f) = FFT (ak (t) · h (t)) and yk (f) =
FFT (bk (t) · h (t)) using the standard von-Hann window h (t) = 1−cos(2πt/w)

2
That is, it is computed as the power spectrum correlation between two signals
split into n (optionally overlapping) averaged slices ak and bk of the signals a
and b, respectively, normalized by the signal power spectra. Note that, although
the signals a and b in time domain are real, their FFT coefficients x and y are
complex. By using squared magnitudes, Cxy is also real-valued. By x̄ we refer to
the conjugate complex of x. Because the significance of coherence values depends
on the number of averaged slices n – the more slices, the lower the coherence

2 The authentication protocol is said to be computationally secure if an attacker’s
entropy of the key approaches the key length, which is typically 128 bits.
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values are for the same signals –, we reduce longer time series to a maximum
length of 3 seconds. This is a compromise between sufficient variability for robust
classification and quick user interaction. The final value is computed simply by
averaging up to a cut-off frequency fmax

Cxy =
1

fmax

∫ fmax

0

Cxy (f) df

With this heuristic, we threshold Cxy to create a binary decision of similarity for
our authentication protocol. As explained below, our experiments have shown
that, with a sampling rate of r = 256 Hz and windows of w = 256 samples with an
overlap of 7/8 and a cut-off frequency of fmax = 40 Hz, coherence provides good
distinction between two devices being shaken by one person from two devices
being shaken by two people, one each.

5.2 Quantized FFT Coefficients

Coherence is a powerful measure of similarity, but, due to its use of continuous
values, does not lend itself to directly creating cryptographic key material out of
its results. Keys must be bit-for-bit equal, and thus be based on discrete instead
of continuous values. By retaining basic features of the coherence measure and
condensing them into discrete feature vectors, we can use those for a different
way of comparing two accelerometer time series. Coherence is based on FFT
coefficients, so it seems logical to quantize them into discrete values.

Huynh and Schiele compared different features with different window sizes
and found that pairwise adding of neighboring FFT coefficients and grouping
into exponential bands performed best in recognizing activities with moderate
to high intensity levels, while other features like pairwise correlation or spectral
energy were worse [17]. They also reported that the highest FFT peaks could
generally be found up to the tenth coefficient, which backs our own findings that
coefficients above 20 Hz do not contribute significantly.

We compared four variants of FFT-based feature vectors: linearly or exponen-
tially quantized coefficients used either directly of added pairwise. Our experi-
ments have shown that pairwise added, exponentially quantized FFT coefficients
performed best, as also suggested in [17]. When aiming for equivalence of feature
vectors, there is however an additional complication: small differences of values
near the boundaries of quantization bands can lead to different feature values,
although the FFT coefficients are only marginally different. Our solution is to
quantize each FFT vector into multiple candidate feature vectors with differ-
ent offsets. These offsets range from 0 to the value of the smallest quantization
band. The similarity criteria in this case is simply the percentage of matching
candidate feature vectors out of all vectors sent to another device. Thresholding
this percentage produces a binary decision for the authentication protocol. We
achieved best results for distinguishing shaking by one person from shaking by
two people, one device each, with b = 6 exponentially scaled bands for quanti-
zation, k = 4 candidates, and a cut-off frequency of fmax = 20 Hz at a sampling
rate of r = 512 Hz with FFT windows of w = 512 samples, overlapping by 50%.
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6 Authentication Protocols

The two feature vectors generated in task 4 constitute, if equivalent, a shared
secret password. This shared string is not directly suitable to act as a secret key
for cryptographic primitives, because it is neither of defined length (e.g. 128 bits)
nor distributed uniformly. But it is possible to create a cryptographically secure
secret key via interactive protocols, authenticated by the feature vectors.

The choice of features directly influences requirements on the cryptographic
protocols. To compute the coherence measure, both vectors need to be available
completely to both devices.3 Therefore, the time series must be exchanged during
the interactive protocol — in a way that does not reveal them to an attacker.
Our first authentication protocol uses asymmetric cryptography to achieve this.

Feature vectors composed of quantized FFT coefficients, on the other hand, do
not allow for additional differences — authentication should only proceed if both
vectors are bit-for-bit equal. The advantage is that cryptographic key material
can be created using only symmetric cryptography, which is more suitable for
embedded devices.

For the formal descriptions of our protocols, we use the following notation: c =
E(K, m) describes the encryption of plain text m under key K with a symmetric
cipher, m = D(K, c) the corresponding decryption, H(m) describes the hashing
of message m with some secure hash, and m|n the concatenation of strings m
and n. The notation M [a : b] is used to describe the substring of a message M
starting at bit a and ending at bit b. The symbol ⊕ describes bit-wise XOR and
|S| the number of elements in a set S. If a message M is transmitted over an
insecure channel, we denote the received message M̃ to point out that it may
have been modified in transit, by noise or attack. C refers to some publicly known
constant. We use AES as a block cipher for E and D and SHADBL-256 as a secure
hash for H , which is a double execution of the standard SHA-256 message digest
to safeguard against length extension and partial-message collision attacks [18]
and is defined as SHADBL-256 = SHA-256 ((SHA-256 (m)) |m).

6.1 Protocol 1: Diffie-Hellman and Interlock*

Fig. 3 shows our first authentication protocol, which is based on a standard
Diffie-Hellman (DH) key agreement (introduced in their seminal article [19])
followed by an exchange of the condensed time series and comparison locally at
each device.

Using DH key agreement, devices A and B generate two – supposedly – shared
keys KAuth and KSess, where it is impossible to infer one from the other (under
the assumption that the hash function does not allow to find a pre-image).
Creating two keys, one for authentication, one as session key, provides forward
secrecy. Because DH is susceptible to MITM, the devices need to verify that
their keys are equivalent. The unique key property of DH guarantees with a
3 For security reasons, both devices should independently decide if authentication was

successful, and thus both need to compute the coherence.
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A Message B

Choose DH key

x ∈ {1 . . . q − 1} X := gx y ∈ {1 . . . q − 1}
KSess

a :=
�

KSess
b

:=
H(Y x) Y := gy H(Xy)

KAuth
a :=

�
KAuth

b
:=

H(Y x|C) H(Xy |C)

Split and encrypt signal

(i = 0 : n − 1, j = 1 : n): A1 = c0[0 : 63]| . . . |cn[0 : 63] (i = 0 : m − 1, j = 1 : m):
ai := a[128i : 128i + 127]

�
bi := b[128i : 128i + 127]

c0 ∈ {0, ..., 2128 − 1} B1 = d0[0 : 63]| . . . |dm[0 : 63] d0 ∈ {0, ..., 2128 − 1}
cj := E(KAuth

a , cj−1 ⊕ aj−1)
�

dj := E(KAuth
b

, dj−1 ⊕ bj−1)

Interlock and reassemable

(i = 0 : m − 1): A2 = c0[64 : 127]| . . . |cn[64 : 127] (i = 0 : n − 1):
d̃i := B̃1[128i : 128i + 63]| �

c̃i := Ã1[128i : 128i + 63]|
B̃2[128i : 128i + 63] B2 = d0[64 : 127]| . . . |dn[64 : 127] Ã2[128i : 128i + 63]

b̃i := D(KAuth
a , d̃i+1) ⊕ d̃i

�
ãi := D(KAuth

b
, c̃i+1) ⊕ c̃i

b̃ := b̃0| . . . |b̃m ã := ã0| . . . |ãn

Compare

if a ∼ b̃ if b ∼ ã

then K := KSess
a then K := KSess

b
else K := null else K := null

Fig. 3. Protocol 1: Diffie-Hellman key agreement followed by exchange of the complete
time series via interlock*

very high probability, that, if KAuth
a = KAuth

b , there can be no attacker E with
KAuth

e1 = KAuth
a and KAuth

e2 = KAuth
b , and subsequently, no KSess

e1 = KSess
a and

KSess
e2 = KSess

b .
This verification is done with an extended interlock protocol. Interlock [20] is

not used widely, but is an efficient (in terms of message length) method to verify
that two parties share the same key. By using this key as an input to a block
cipher and splitting packets in halves, a MITM can only decrypt these packets
after having received both halves. The interlock protocol then demands that A
and B will only send their second halves after they have received the first halves
from the respective other side. This has the effect that both sides must commit
themselves to their values, by sending the first halves of the encrypted blocks,
before they can receive, and subsequently decrypt, the other side’s message.
Thus, interlock can be seen as a commitment scheme (see e.g. [21] for a definition)
based on block ciphers. An attacker E is now left with only two options: either
to forward the original packets, or to create packets on its own. In the former
case, A and B will be unable to decrypt the messages properly, because they
do not share the same key. In the latter case, E must guess the contents of the
messages, and encrypt them with the appropriate keys, before it has access to
the actual messages. When the messages sent by A and B have an entropy of
e bits. this leaves E with a single 2−e chance of remaining undetected.

The original version of interlock is suitable for messages the size of the cipher
block length. Because in our case the vectors of the accelerometer sensor data,
condensed into a time series of magnitudes, have arbitrary length, we introduce
a slightly extended protocol that we call interlock*. In this variant, A and B
encrypt their complete messages, i.e. the (zero-padded) vectors a and b with
lengths of n and m blocks, respectively, with any of the well-known block cipher
modes. For our motion authentication protocol, we simply use the cipher block
chaining (CBC) mode with a random initialization vector (IV). The resulting
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cipher texts c and d with lengths of n + 1 and m + 1 blocks are then split into
two messages by concatenating the first halves of all cipher blocks into the first
messages A1 and B1 and the second halves of all cipher blocks into the second
messages A2 and B2. This ensures that E can not decrypt any of the blocks, and
can therefore not even learn parts of the plain text messages.

After exchanging their messages a and b, A and B verify that a ∼ b, that is,
that they are similar enough under their chosen criteria. We use coherence as
described in section 5, but other suitable features can be used without changes to
the protocol. Because of this possibility, we do not try to minimize the message
lengths as e.g. suggested in [13]. In fact, A and B could use completely different
similarity criteria, and could still authenticate using the same protocol. This is
important for practical implementations, because different generations of devices
will need to be compatible with each other.

The MANA III scheme described in [10] serves a similar purpose as this pro-
tocol, but using different cryptographic primitives. While we employ a block
cipher, the MANA III scheme uses a MAC. Both constructions build on a mu-
tual commitment to an authenticator string before transmitting parts of it.

6.2 Protocol 2: Candidate Key Protocol

In our second protocol, which we call the candidate key protocol (CKP), the
shared secret key is generated from sensor data instead of by DH. As depicted
in Fig. 4, feature vectors v are hashed to generate candidate key parts h. If the
feature extraction task produces multiple “parallel” feature vectors vi for each
time window, as suggested above in section 5, then these yield multiple candidate
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Fig. 4. Protocol 2: candidate key protocol for directly creating a secret key from com-
mon feature vector hashes
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key parts hi. The one-way hashes are a simple way to communicate that a device
has generated a certain feature vector without revealing it. To make dictionary
attacks harder, we use the standard method of prepending random salt values s
before hashing. When B receives such candidate key parts from A, it can check its
own history of recently generated feature vectors LH to check for equals. When
B has generated the same feature vector, it is stored in a list of matching key
parts MC specific to each communication partner. As soon as enough entropy
has been collected in this list, B concatenates all feature vectors, appends C,
hashes the resulting string, and sends a candidate key K to A. If no messages
have been lost in transit, A should be able to generate a key with the same hash,
and thus the same secret key, which it acknowledges to B. If messages have been
lost, A can simply ignore a candidate key and create its own later on.

CKP is again a general protocol and can be used with any feature vectors.
Here we apply it to quantized FFT coefficients, which work well for accelerometer
data. A more thorough analysis of CKP itself will be provided separately.

7 Experimental Evaluation

We conducted three experiments, two to optimize parameters for the feature
extraction tasks described in section 5, and one to validate our assumption of
ease of use. All three experiments used four simple ADXL202JE accelerometers,
two on each device, mounted at an angle of 90◦ so that all three dimensions could
be measured with a maximum acceleration of 2 g. The accelerometers are fixed
with compressed foam inside ping-pong balls (see Fig 5), and sampled at roughly
600 Hz. By choosing balls as “device” shapes and orienting the accelerometers
randomly inside the balls, each data set has different orientations. The subjects
were also asked to pick the devices up at the start of each sample, so that
orientations change between samples. Although the accelerometers were wired
to enable higher sampling rates, the attached cables were lightweight, flexible,
and long enough so as not to disturb movements of subjects.

Fig. 5. Experimental setup: devices with accelerometers and subject during data col-
lection
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7.1 Experiment 1: Single Subjects Data Collection

The first experiment was explorative and aimed to discover how people typically
shake small, lightweight objects. 51 people, 19 female aged between 20 and 55,
32 male aged between 20 and 58, of different professions, including cafeteria staff
and other non-office workers, were asked to shake both ping-pong balls, explicitly
without further instructions. For each subject, 30 samples of roughly 5 seconds
were taken: 5 each with both balls in the left, both in the right hand, one ball in
each hand, and while either standing or sitting. This extensive data set of 1530
samples shows surprisingly large differences in style, frequency, and vigor of the
shaking patterns. Samples with both balls in one hand serve as our “positive”
data set where authentication should be successful. The cases where one ball
was shaken in each hand are “neutral”: because a single person is performing the
motion, authentication could, but does not have to succeed.

7.2 Experiment 2: Pairs Trying to “hack” Authentication

The second experiment served to establish our “negative” data set of cases where
authentication should not be successful. It was organized as a competition with
a small prize to motivate participants to try harder. The goal was for a pair
of subjects to produce shaking patterns as similar as possible to each other.
8 different pairs contributed 8 complete data sets of 20 samples each and 4
incomplete sets with less samples: 5 samples each for both subjects using their
left hands, both their right, one subject left, the other right, and vice versa. Each
sample has roughly 15 seconds, because some time was allowed for starting the
motion and synchronization. For more flexibility in moving together, the pairs
were only standing but not sitting. Immediate feedback after each sample was
provided to the pairs in the form of the similarity values for both protocols, so
that they could adapt their shaking patterns appropriately for highest values.

Data from these two experiments was used to find parameters for detecting
active segments for the temporal alignment task, and to optimize parameter
combinations for the feature extraction task. The parameters for feature extrac-
tion reported in section 5 have been found by a full parameter search using
this extensive data set. For coherence, we use the parameter combination that
generates the maximum difference of coherence averages between all positive
and negative samples. Due to the larger parameter search space with higher
dimensionality, for the second protocol we use the combination that minimizes
4eP + eN . eP is the percentage of false positives, i.e. the number of successful
authentications for pairs, and eN is the percentage of false negatives, i.e. the
number of authentication errors for both balls shaken in one hand. That is, false
positives were weighted higher than false negatives. The values listed above in
the respective sections produced optimal results on this data set. An explorative
analysis of the results depending on these parameters shows that most of them
are robust w.r.t. the difference in coherence averages. This suggests that even
with suboptimal parameter combinations, which may be the case when using
these values with different data sets, results should not deteriorate significantly.
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Fig. 6. Thresholds for coherence and the number of matching FFT slices control the
trade-off between false positives and false negatives w.r.t. all positive/negative samples

Figure 6 shows the trade-off between false positives and false negatives, de-
pending on the thresholds. Unsurprisingly, the percentage of false positives de-
creases with increasing thresholds for both protocols. For protocol 1, shown in
Fig. 6a, false negatives begin to increase noticeably at a threshold of around 0.6,
while for protocol 2, shown in Fig. 6b, they remain nearly constant. The thresh-
old, either for coherence or for the percentage of matching candidate feature
vectors, can be set by the application, or possibly even by the user. From a secu-
rity point of view, we obviously prefer to restrict the number of false positives to
zero. With a coherence threshold of 0.72 and a threshold of 84% matching parts,
we achieve false negatives rates of 10.24% and 11.96%, respectively, with no
false positives. These false negatives are sufficiently low to provide user friendly
interaction, as also shown by our third experiment. The feedback of a failed
authentication is immediate, and users just need to shake the devices again.

There is room for improving the results for our first protocol using coherence.
As explained in section 5, we only use 3 seconds for comparing the time series.
If active segments are longer than this, we can choose freely which parts to
use. Figure 7 shows the average coherence values for our “negative” data sets,
depending on the offset of the compared time series parts. Number 1 corresponds
to the first 3 seconds, number 2 to the time series between 3 and 6 seconds, etc.
The graph shows that two people tend to loose synchronization the longer the
common movement needs to be sustained. We could exploit this fact by skipping
the first few seconds and comparing later parts, at the expense of forcing users
to shake devices longer. The results given above were generated by taking the
beginning of the active segments, and thus with the most difficult parts.

Data from the first experiment was also used to estimate the entropy of fea-
ture vectors used for our second protocol. Using the parameters found with the
first two data sets but 256 Hz instead of 512 Hz sample rate, quantized FFT
coefficient vectors were computed over all 1530 samples. This parameter combi-
nation generates feature vectors of 21 discrete values from 0 to 5. Each subject
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Fig. 7. Average coherence values depending on the segment offset show that people tend
to synchronize their movements better at the beginning of their coordinated motions

generated on average 526.86 different feature vectors, with a minimum of 140 and
a maximum of 1037. Aggregated over all subjects, there were 5595 different vec-
tors for the left hands, 4883 for the right, and 7988 and 7770 for device 1 and 2,
respectively. Overall, 12220 different feature vectors were generated during the
first experiment, corresponding to an entropy of 13.58 bits per feature vector. If
we assume an attacker to know which device, person, and hand are involved in
a protocol run, this entropy decreases to around 7 to 10 bits, depending on the
person. Overlapping feature vectors will have even less entropy, but we can still
assume to generate at least 7 bits entropy per second using our second protocol.

7.3 Experiment 3: Single Subjects Live Usability Validation

The third experiment was run in “live” mode instead of data collection with batch
processing, and used the same parameters. 30 subjects were asked to shake both
devices in their dominant hand, with the aim of achieving successful authen-
tication for both protocols. A simple GUI showed the status of both devices
(active/quiescent) and the similarity values for both protocols, with green back-
ground if it was higher than the respective threshold and red for lower values.
Subjects were asked to read a short list of tips for improving the similarity values
(to align the devices roughly along the movement axis, to keep the wrist stiff,
to shake quickly and vigorously, and to keep the elbow steady) and then to use
interactive trial&error for achieving successful authentication. 8 of the subjects
could immediately and reproducibly achieve this for both protocols starting with
their first try, 8 subjects after at most 5, and 2 subjects after at most 10 tries.
The remaining 12 subjects had more difficulty, but 7 could reproducibly achieve
authentication after being shown once how others did it, and then within at
most 3 further tries. 5 subjects only achieved authentication with either of the
protocols, but not with both at the same time. This experiment shows that,
even though the average rate of false negatives is low for the extensive data set
from the first experiment, some people have more trouble to generate strong
but similar movement patterns than others. Nonetheless, it also shows that the
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method is easy enough to learn within a few minutes from printed instructions
and trial&error, and that it can be used intuitively after this brief learning pe-
riod. The fact that a few subjects performed significantly better after being
shown suggests that the printed instructions need to be improved.

8 Conclusions

We have proposed two protocols for authentication based on accelerometer data
that generate secret keys between two devices when they are shaken together.
Although using similar techniques for accelerometer data analysis, it is evident
that the protocols achieve their aim very differently, from a security as well
as from a protocol point of view. We consider the first protocol more secure,
but the second to be more scalable. That is, if a large number of devices are
in range of the wireless network, a device using protocol 1 may need to run
Diffie-Hellman key agreement with a considerable number of other devices to
find that which it is shaken together with. For the second protocol, it only needs
to broadcast its candidate key parts stream, and the matching device can “tune
in”, i.e. synchronize, to this key stream. On the other hand, the security level of
our CKP-based protocol 2 is limited to the entropy of the feature vectors, and is
susceptible to offline attacks. When (pessimistically) estimating the entropy rate
at around 7 bits per second, 20 seconds of shaking should be sufficient to achieve
a security level of 128 bits. Users or applications may choose lower security levels.

Another potential issue in terms of security of protocol 2 is that secure hash
functions, the cornerstone of our design, have been subjected to considerably
less theoretical analysis than the DH construction or block ciphers which are
used in protocol 1. New attacks on hash functions are being discovered [22],
although the SHA-256 family of hashes, including the even more conservative
SHADBL-256, is still considered secure. Additionally, protocol 1 utilizes these
well-studied cryptographic primitives within a conservative design. An attacker
has a one-off chance for an online attack – to guess the whole time series –
and is thus significantly less likely to be successful than an offline attack on
protocol 2. Although we can not currently quantify the security level against
such unlikely online attacks, the security level of protocol 1 against offline attacks
is 128 bits even after only 3 seconds of shaking (assuming DH to be secure). By
introducing two protocols with different design, application developers can decide
on this well-known trade-off between security and performance according to their
requirements. Protocol 2 offers benefits for devices with limited resources, large
wireless networks, and quick interaction, while we recommend using protocol 1
for higher security demands.

Feature extraction and cryptographic protocols are mostly independent of
each other. Improvements in feature extraction to generate higher entropy and/or
be more robust against off-center rotational effects in the movements can be
used without modifying the cryptographic protocols, with the potential to sig-
nificantly increase the entropy rate and thus decrease shaking time. For proto-
col 1, such improvements can even be distributed independently while remaining
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compatible to older devices. We note that our cryptographic protocols are also
suitable for use with other types of sensors, while pre-processing and feature
extraction tasks would most likely need to be modified.

Potential applications for our pairing protocols are manifold; coupling a mo-
bile phone with a Bluetooth headset, establishing a transient secure connection
between two smart cards for exchanging digital money, or passing access rights
between key chains are prominent examples. 3D accelerometers are now being
embedded into off-the-shelf mobile devices like the “Nokia 5550 Sport” and can
immediately be used for authentication with our protocols. In our experiments
described in section 7, we intentionally used simple, cheap accelerometers that
are suitable for mass deployment.

The user interaction for authenticating devices is limited to just shaking them
together for a few seconds, and is thus unobtrusive. By combining the explicit
user interaction – taking two devices into one hand and shaking them as an
indication that they should pair – with implicit authentication, we limit the
burden placed on users. Connections are secured by default, not only as an
option.

Full source code of our implementation including a demonstration application
as well as our data sets are available as open source at http://www.openuat.org.
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Abstract. Secure device pairing is especially difficult for spontaneous
interaction in ubiquitous computing environments because of wireless
communication, lack of powerful user interfaces, and scalability issues.
We demonstrate a method to address this problem for small, mobile
devices that does not require explicit user interfaces like displays or key
pads. By shaking devices together in one hand for a few seconds, they
are securely paired. Device authentication happens implicitly as part of
the pairing process without the need for explicit user interaction “just
for security”. Our method has been implemented in two variants: first,
for high-quality data collection using wired accelerometers; second, using
built-in accelerometers in standard Nokia 5500 mobile phones.

1 Introduction

Device pairing over wireless channels is insecure because of the possibility of
man-in-the-middle and impersonation attacks. To safeguard against such threats,
device-to-device communication needs to be authenticated. However, in the case
of spontaneous interaction, only the user who initiates the interaction can dis-
tinguish between the intended target and other similar devices or malicious at-
tackers. Such an authentication is difficult because of two reasons: many devices
lack explicit user interfaces like displays and keypads that could be used to verify
the device pairing, and explicit authentication does not scale when considering
hundreds of spontaneous interactions a day.

Context-based authentication is one approach to address both issues, by using
implicit sensory input and thus making authentication unobtrusive. Shaking
two (or multiple) devices together is one option for device pairing. It has first
been suggested by Holmquist et al. [1] as a possible user interaction method and
subsequently been studied by others [2,3].

When devices are being shaken together, they will experience similar acceler-
ation values. In addition to the user interaction for selecting devices to pair with,
these sensor data streams can be used as input for secure authentication. Our
demonstration applications build upon the authentication method introduced
previously [4]. We present two specific implementations of this method. The
first is used for high-quality data collection, interactive experimentation, and
optimization of parameters and algorithms, and is based on wired accelerom-
eters and laptop or desktop PCs. The second runs on off-the-shelf Nokia 5500
mobile phones and uses their embedded 3D accelerometers.
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2 Authentication based on shaking

Our authentication method as described in detail in [4] consists of five tasks.
The first three pre-processing tasks sensor data acquisition, temporal alignment
and spatial alignment are executed locally and independently on each device and
serve to extract and normalize active segments, which represent the accelerom-
eter time series during shaking. Based on these active segments, the final two
tasks feature extraction and key generation may interactively communicate with
the remote device(s) over insecure wireless channels such as IEEE 802.11 wireless
LAN or IEEE 802.15 Bluetooth to generate authenticated, secret shared keys on
all devices shaken together.

We have proposed two different protocols for implementing the final two
tasks. Both have the same aim of generating an authenticated, secret shared key
from sensor time series, but achieve this with very different designs. The first
protocol uses a conservative design and well-understood cryptographic primitives
in two phases, key agreement and key verification. In the first phase, based on
unauthenticated Diffie-Hellman key agreement, the devices agree to secret shared
keys over the wireless channel. Using these keys in the second phase, they run
an extended variant of the interlock protocol to exchange their recorded active
segments in a way that detects man-in-the-middle attacks. Finally, the devices
can locally and independently compare their local with the respective remote
sensor data and verify if the pairing process should succeed or not. Our current
implementation uses the coherence metric, but different devices can use different
means of comparing active segments.

The second protocol is more unconventional and generates the secret shared
key directly from sensor time series. To this end, the feature extraction task
computes exponentially quantized, pairwise added FFT coefficient vectors over
sliding windows of the active segments. These feature vectors are used as input
to a Candidate Key Protocol (CKP) [5], which broadcasts one-way hashes of the
vectors as so-called candidate key parts. If a receiving device can compute the
same one-way hash, it has verified that its sensor input matches that of the sender
without actually revealing it to eavesdroppers. After a sufficient number of such
matching key parts have been collected, they are concatenated and hashed again
to create a so-called candidate key, which is again broadcast. If one or multiple
remote devices can generate the same key, it is acknowledged and can be used
for subsequent secure communication. The second protocol is more dynamic and
scalable, as it allows remote devices to “tune into” the key stream of another.
On the other hand, the first protocol is more flexible in terms of using different
methods of comparison and is considered more secure against offline attacks.

3 Implementation for data collection and experimentation

The sensor data acquisition task of our first implementation uses four ADXL202JE
accelerometers, two per device mounted at an angle of 90◦ and set to output
pulse-width modulation at about 600Hz sample rate with a maximum acceler-
ation of 2 g. The primitive sensor boards are fixed within ping-pong balls using
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(a) Implementation 1: wired accelerome-
ters for high-quality data collection

(b) Implementation 2: off-the-shelf Nokia
5500 mobile phones

Fig. 1. Two implementations of the “Shake well before use” authentication method

compressed foam so that they will remain constant inside the balls, but with
arbitrary (and from the outside unknown) orientation (see Fig. 1a). All eight
pulse-width modulated output channels are connected directly to a standard
parallel port and polled at around 1MHz, resulting in a resolution of around
10 bits per sample.

A simple ASCII coding of this sensor data stream acts as the interface to a
Java-based implementation, where it is down-sampled to either 128Hz or 256Hz
for the remaining two pre-processing tasks and implementations of both cryp-
tographic authentication protocols. The first protocol uses TCP channels for
communication, while the second one uses UDP multicast packets. Their respec-
tive results are displayed in a simple GUI to give immediate user feedback during
interactive experimentation.

4 Implementation on off-the-shelf mobile phones

Our second implementation runs on off-the-shelf Nokia 5500 mobile phones,
which feature an integrated 3D accelerometer (see Fig. 1b). A background Sym-
bian application is started automatically and uses the Nokia Sensor API to access
the accelerometer data at its pre-set sample rate of around 30Hz [6]. It opens a
TCP socket for streaming a binary coding upon request.

The remaining pre-processing tasks as well as an implementation of the first
protocol using Bluetooth RFCOMM communication are contained within a Java
MIDlet that connects to the TCP socket provided by the Symbian part. Blue-
tooth as a wireless communication channel poses two challenges for the imple-
mentation: there is no broad- or multicast, and inquiry as well as service discovery
are slow for user interaction. Our implementation addresses this by performing
the first phase of the protocol, namely Diffie-Hellman key agreement, oppor-
tunistically. Whenever a compatible device is found by the regular background
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inquiry process, an unauthenticated secret shared key is established with it. The
second phase is started as soon as a valid active segment segment has been
collected and exchanges it with all remote devices for which a shared key is al-
ready known. Those devices that have been shaken together will then verify that
their respective active segments are similar enough and thereby authenticate the
secret shared key.

5 Conclusions

We present a method for secure device pairing based on shaking devices together.
Two different implementations show different aspects; while the first, wired im-
plementation allows easier experimentation, rapid prototyping of new algorithms
for comparing similarity of active segments, and high-quality data collection, the
second one demonstrates that the method can be used on resource limited de-
vices like mobile phones. Using Bluetooth as a communication channel poses
new challenges, which are partially addressed by implementing opportunistic
key agreement.

Our complete, open source implementations are available at http://www.
openuat.org.
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Abstract. Secure communication over wireless channels necessitates
authentication of communication partners to prevent man-in-the-middle
attacks. For spontaneous interaction between independent, mobile de-
vices, no a priori information is available for authentication purposes.
However, traditional approaches based on manual password input or veri-
fication of key fingerprints do not scale to tens to hundreds of interactions
a day, as envisioned by future ubiquitous computing environments. One
possibility to solve this problem is authentication based on similar sensor
data: when two (or multiple) devices are in the same situation, and thus
experience the same sensor readings, this constitutes shared, (weakly)
secret information. This paper introduces the Candidate Key Protocol
(CKP) to interactively generate secret shared keys from similar sensor
data streams. It is suitable for two-party and multi-party authentication,
and supports opportunistic authentication.

Keywords: context authentication, sensor data, cryptographic hash.

1 Introduction

Secure communication over a wireless channel is a difficult problem, especially for
spontaneous interaction. Spontaneous interaction in the sense of ad-hoc commu-
nication between devices is often aimed for in ubiquitous computing [1], following
its vision of seamlessly interacting with whatever services are currently available
and useful. Moreover, many of these proposed devices are small, need to cope
with limited resources such as memory, computational power and battery life,
and do not have any conventional user interfaces such as key pads or displays.
Communication is assumed to happen over shared wireless channels that are
open to any device, which is necessary to enable transparent interoperability.

It is difficult to secure such interactions because we can not assume the in-
volved devices to have any a priori information about each other. Creating a
secure channel depends on an authentication step. If Alice (A) wants to interact
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with Bob (B)1 and does not know anything about Bob a priori, then she will
be unable to distinguish a legitimate interaction with Bob from malicious be-
havior by Eve (E ) — Eve can simply perform a valid protocol run with Alice.
Currently, there is no globally trusted public key infrastructure (PKI), and it is
doubtful if there will be any. Even if there was one that would be able to sign
trusted devices, it would not solve the problem of authenticating spontaneous
interaction: Eve could just set up a trusted device E of her own and intercept the
communication by getting A to communicate with her device instead of B. We
therefore need to individually authenticate the interaction between each com-
municating pair of devices. Such authentication essentially aims at secret key
agreement between A and B.

This problem is amplified as ubiquitous computing is expected to generate
far more frequent spontaneous interactions. When using hundreds of different
devices each day, conventional authentication methods like passwords or PINs
fail to scale. Examples of devices that communicate wirelessly with each other
are mobile phones, Bluetooth headsets, networked cameras, printers, in the near
future goggles with integrated displays, and many more. We use the practical
example of establishing a secure channel between a mobile phone and a Bluetooth
headset without loss of generality.

Our approach is to authenticate devices based on shared context, which is
manifested by similar sensor readings. Whenever two devices are in the same
situation, e.g. being worn by the same person, capturing the same audio environ-
ment, or just being close to the same object, their sensors will experience similar
time series. These time series can be used to implicitly authenticate a secure
channel between the devices. There are multiple possibilities for authentication
based on similar time series. The more conventional approach is to perform an
unauthenticated (anonymous) key agreement like Diffie-Hellman [2], exchange
the time series using the secret shared key via some commitment scheme, and
compare if they are similar enough with an appropriate metric to prevent man-
in-the-middle (MITM) attacks. However, this approach is computationally ex-
pensive and consists of two phases, which introduces an additional delay. We
present an authentication protocol, the Candidate Key Protocol (CKP), which
derives cryptographic key material directly from sensor data streams and utilizes
only hash functions as cryptographic primitives.

In Section 2, we discuss related work and motivate the need for an authenti-
cation protocol based on conventional primitives in spite of more recent research
on information theoretic security. After defining the threat scenarios that CKP is
designed to deal with in section 3, we explain the approach and detailed specifi-
cation of CKP in section 4. A first practical implementation using UDP multicast
and initial experimental results are described in sections 5 and 6, respectively.

1 In the context of this paper, we use A, B, and E for describing the devices that
interact with each other interchangeably with the established names Alice, Bob,
and Eve of the respective users. The reason is that one of the devices might be an
infrastructure device, such as a printer or a display, that does not belong to any
single user.



The Candidate Key Protocol for Generating Secret Shared Keys 3

We finish with discussing the security properties and possibilities for extending
the protocol in section 7.

2 Related Work

Results from two research areas are relevant to the present paper: information
theoretical work in cryptography with influences from quantum cryptography,
and authentication protocols inspired by practical issues, mostly from ubiquitous
computing research.

Generating keys from noisy channels, or more generally, from (random) corre-
lated information, received some attention in theoretical cryptography research,
e.g. [3][4][5][6]. For a good introduction into the topic and for results for public,
non-authenticated channels, we refer to [7,8,9]. These publications give interest-
ing information theoretical results on key agreement, which no longer assume the
intractability of some computational problem like the discrete logarithm prob-
lem, but provide what is often called “unconditional security”. The basic concept
is that, when two legitimate communication partners either have a noisy com-
munication channel or when they have access to correlated information, then it
is possible for them to agree to a secret key even when an adversary has access
to their noisy channel or partial knowledge of their shared information. There
are two classes of such authentication protocols: interactive, e.g. [7,8,9], and non-
interactive, e.g. [6]. Non-interactive protocols have the obvious advantage that
they can be used to establish a shared secret when only one-way communica-
tion is available. This has additional practical consequences. Even when two-way
communication is possible, issues like time delays, packet loss, etc. can be han-
dled more easily with non-interactive protocols. On the other hand, interactive
protocols are necessary under the assumption of active adversaries (see e.g. [7,
section III.D]). Our proposed protocol is interactive.

Other results [10] seem particularly promising because they describe an au-
thentication protocol based on a weak secret key, which closely matches our real
world problem of using sensor time series as a weak secret key.

However, these theoretical results do not yet seem to have been implemented,
and practical applicability is therefore still limited. Another problem is that,
although the shared secrets may be weak, large secrets are required to guarantee
the security properties of these protocols. For small and embedded devices, it
is difficult to process large strings of secret data, and it is difficult to find good
sources of large secret strings in the first place.

In contrast, we use conventional, i.e. computational, cryptographic primitives
based on intractability assumptions which are still assumed to hold. With possi-
ble future availability of quantum computers, these assumption may need to be
revised. In this paper, we use the terminology of information theoretical cryptog-
raphy as far as appropriate because of the similar aims and assumptions. When
adding the assumption of non-reversibility of cryptographic hash functions, then
our proposed Candidate Key Protocol can be seen as an instance of a secret key
agreement based on correlated random variables.
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It is not obvious how the calculus introduced in [8] for noisy channels could
be applied to the case of similar sensor time series that A and B have access
to and which E can get some knowledge about. Future work may use this or a
similar calculus to analyze the security of CKP more analytically.

A large number of interactive protocols based on authenticated Diffie-Hellman
(DH ) key exchange [11] have recently been suggested, mostly inspired by practi-
cal problems of authentication in real world applications. This is assumed to be
computationally, instead of unconditionally secure. The classical interlock pro-
tocol [12] can be seen as a predecessor of these, but it already used the notion of
committing to values before revealing them. Newer protocols are mostly based
on commitment schemes, e.g. the MANA family of protocols for manual string
input or verification [13], optimized in [14].

While the “resurrecting duckling protocol” [15] aims at long-lived pairings,
Hoepman introduced pairing protocols for short-lived interactions based on man-
ual exchange of secrets [16][17], which scales poorly from a user point of view.
The protocol proposed in [16] is very similar to MANA III [13] and seems to have
been developed independently. Vaudenay claims [18] that Hoepman’s protocol
can not be implemented securely due to the lack of known hash functions with
properties required by the protocol, and presents a protocol called SAS, which
provides the same level of security with shorter shared secrets.

Creese et al. introduce a formal model for verifying authentication protocols
that work with empirical verification [19]. They present the analysis of three
related pairing protocols and show proofs of their security under their model.

Čagalj et al. describe three other pairing protocols with similar aims, based
on short string comparison, distance bounding, and integrity codes [20]. Their
second protocol is based on distance measurement, but we suggest that their
scheme might be applicable to an interactive challenge-response scheme based
on sensor data.

CKP is related to all these protocols because it shares similar aims, but differs
in the approach. Instead of authenticating ephemeral session keys or long-term
pairings created with DH, CKP creates shared keys by using sensor streams as
input.

3 Threat Scenarios

In this section, we briefly outline the threat scenarios that are relevant to a
device authentication protocol and to CKP in particular. Typical threats for a
communication channel are eavesdropping, replaying of messages, and deletion,
insertion and modification of messages. All of these threats are subsumed in
the so-called man-in-the-middle (MITM ) attack, where E is assumed to be “in
between” A and B and have complete control over their communication channel.
When an unauthenticated key agreement like Diffie-Hellman is used between
A and B, E can delete all messages between A and B and instead perform
two independent key agreements, one with A and one with B. In this paper,
we explicitly assume an active adversary, and CKP is designed to detect when a
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MITM attack is being performed and fail to authenticate in this case. However, in
the general case, it is not possible to distinguish between a benign authentication
failure when the sensor values experienced by A and B are not similar enough
and a malign authentication failure caused by an attack.

Another typical threat is denial of service (DoS). This refers to E making
communication, and in the scope of this paper, authentication impossible be-
tween A and B. When assuming an active adversary, DoS is easily possible and
will therefore not be discussed further. However, the protocol should provide
indication to the user when it can not complete, either due to benign communi-
cation error or due to a DoS attack. Distinguishing between these two cases is,
again, not possible in the general case and we therefore treat them equally.

We also point out that attacks on the involved devices themselves are out of
the scope of this paper and assume that the two devices A and B are trusted
for the purpose of the interaction. If A trusts B with some document, but B
(intentionally or due to an attack) forwards it to E, then authentication between
A and B can not prevent this.

To summarize, our main threat scenario is an active attack on the (wireless)
channel including full MITM capabilities. We assume that there is some sensor
data which both A and B can get with better accuracy than E. Here we use the
same argument as applied in [7, Theorem 5]: if Alice and Bob do not share any
correlated information, then “from Bob’s point of view, Alice has no advantage
compared to Eve. If Eve performs the same protocol as Alice would, pretending
to be Alice, Bob accepts with the same probability as he would accept a protocol
execution with Alice”. Assuming an experiment where Alice, Bob, and Eve can
receive the same bit string over independent noisy channels, [7] concludes that
“secret-key agreement against active adversaries is only possible if Alice’s and
Bob’s channels are both less noisy than Eve’s channel”. This is to be intuitively
expected, but in contrast to the results for passive adversaries [3].

We argue that this assumption is justified because, when A and B are in a
similar context, their sensor time series should be more similar to each other
than to the sensor time series perceived by E, even if only slightly. This can be
achieved by measuring local physical phenomena which an adversary can not
reasonably influence to obtain measurements with higher accuracy than A and
B. Examples for appropriate phenomena are acceleration, sound, light, or radio
frequency signal strength.

4 The Candidate Key Protocol

The candidate key protocol interactively generates secret shared keys from sensor
streams between two (or multiple) devices. Figure 1 shows the relations between
A, B and E. All devices are assumed to have full access to a wireless communi-
cation channel, and we explicitly assume E to be capable of deleting, inserting,
and modifying messages between A and B without them being able to notice at
this level. Additionally, A and B are assumed to share aspects of their context
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A B

E

wireless channel

shared context

Fig. 1. Assumptions of CKP: A, B, and E share complete access to a wireless channel,
and restricted access to the context in which interaction is taking place

and have sensors that can capture these aspects. E is assumed not to share the
same context, but be able to access it with (similar or different) sensors with
inferior accuracy.

4.1 Approach

Our approach to generating secret shared keys from similar, but not equal, sen-
sor time series is based on the concept of candidates. When sampling sensor
time series, raw samples are typically not used directly, but more meaningful
features are extracted based on domain specific knowledge. We note that this
step is critical for any use of sensor data, although the respective requirements
depend on the application. For authentication, i.e. generating cryptographic key
material, it is important for the extracted features to have high entropy from
an adversary’s point of view. In the terms typically used for feature extraction
and context-aware systems, high entropy implies that the chosen features must
clearly distinguish devices being in the same context from devices being in differ-
ent contexts. The reverse, however, does not necessarily hold. Good separation
in this sense does not imply high entropy, because an adversary is free to choose
different features. Therefore, features should be chosen such that an adversary
can learn the least amount of information about their specific values. We can
not give generally valid recommendations because features are highly application
specific. For the scope of this paper, we assume feature vectors to be available
as input for authentication.

Even with features that perform well for a given application, there is still
room for errors. To generate key material from feature vectors, we need to con-
vert to integer values at some point; simple quantization errors can then lead to
different keys even when the feature vectors are very similar. That is, quantiza-
tion can increase noise. Generally, extracting and comparing feature vectors is
a classification problem with the usual trade-off between separation and recall.
Making features more distinctive to generate higher entropy will generate more
errors in comparing feature vectors from devices in the same context, i.e. false
negatives. Tuning the features for more robustness will make it easier for an
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t t

AFF47E... F5A32C... 0D296F... C540F1... AFF47E... E93CD7...
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1. features extracted

from sensor streams

2a. multiple candidate key 

parts for each window

2b. exchanging hashes 

of candidate key parts
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from matching key parts
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DAB086C7480188B02E... DAB086C7480188B02E...4. deriving secret shared key 

from matching candidates

Fig. 2. Approach to generating a secret shared key: candidate key parts are time win-
dows over extracted features from sensor time series and are concatenated to candidate
keys

adversary to estimate their values, i.e. generate false positives. For the purpose
of authentication, false positives must be strictly avoided, but when the false
negatives rate is too high, the authentication method may become unusable in
practice. Therefore, our approach is to allow the feature extraction step to yield
multiple (parallel) feature vectors in each time step. We then use these multiple
different candidates in a way that does not leak additional information to an
adversary, and thereby provide a partial solution to this trade-off.

In Fig. 2 we show an overview of CKP, starting with the extracted features.
The generation of multiple candidates for each feature vector is again application
specific, but there exist general methods. One example is that different offsets
for quantization can be used to alleviate the problem of quantization errors and
thus solve a large class of false negatives. This method is depicted in Fig. 2.
Every feature vector becomes a candidate key part. That is, it is a candidate
for inclusion in the shared secret, subject to matching with the remote device.
We then compute hashes of all candidate key parts for the current time step,
which we abstract to a strictly monotonically increasing round number. These
hashes are exchanged between A and B to verify which of the candidate key
parts, if any, match. Note that transmitting their cryptographic hash values does
not reveal any useful information about the candidate key parts themselves,
because secure hash functions are assumed to be one-way functions. After a
sufficient number of matching key parts, i.e. after accumulating enough entropy,
the matching key parts are concatenated to a candidate key. With the possibility
of multiple matches in each round, there are different ways to concatenate this
key. Therefore, hashes of the candidate keys are again exchanged between A and
B. When they match, A and B have successfully agreed to a shared secret.
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4.2 Specification

After introducing the concepts of candidate key parts and candidate keys, we
now present the detailed specification of CKP. Figure 3 defines the steps of the
protocol.

Alice Message Bob

I.1. New local feature vectors for rounds ra, rb

For each vector vi
a: For each vector v

j
b
:

s
ra
a ∈ 0, . . . , 2128 − 1 s

rb
b

∈ 0, . . . , 2128 − 1

hi
a := H(sa|vi

a) h
j
b

:= H(sb|vj
b
)

add < ra, vi
a > to LHa add < rb, v

j
b

> to LHb

I.2. Exchange candidates

CAND C
ra
a :=< ra, sa, h1

a, h2
a, . . . >

�
CAND C

rb
b

:=< rb, sb, h1
b

, h2
b

, . . . >

�
ra := ra + 1 rb := rb + 1

I.3. New remote candidates

For each hash h̃
j
b
: For each hash h̃i

a:
if ∃

<r̂a,v̂i
a>∈LHa

∃
<r̂b,v̂

j
b

>∈LHb

s.t. h̃
j
b

= H(s̃b|v̂i
a) s.t. h̃i

a = H(s̃a|v̂j
b
)

then add j to ML
r̃b
a then add i to ML

r̃a
b

and add < r̂a, v̂i
a > to MCa,b and add < r̂b, v̂

j
b

> to MCb,a

I.4. (optional) Exchange matches

MATCH M
ra
a :=< r̃b, ML

r̃b
a >
�

MATCH M
rb
b

:=< r̃a, ML
r̃a
b

>

�
add numbers M̃L

ra
b

of add numbers M̃L
rb
a of

round r̃a from LHa to MCa,b round r̃b from LHb to MCb,a

II.1.Generate candidate key

if |MCa,b| >= Na if |MCb,a| >= Nb
then kha := then khb :=

H(sra
a |lastNa

(MCa,b)) H(s
rb
b

|lastNb
(MCb,a))

and ka := and kb :=
H(sra

a |lastNa
(MCa,b)|C) H(s

rb
b

|lastNb
(MCb,a)|C)

II.2.Exchange candidate keys

KEY Ka :=< Na, s
ra
a , kha >

�
KEY Kb :=< Nb, s

rb
b

, khb >

�
II.3.Search for candidate key

if ∃
ĉa⊆MCa,b

if ∃
ĉb⊆MCb,a

s.t. H(s̃
rb
b

|ca) = k̃hb s.t. H(s̃ra
a |cb) = k̃ha

then k′
b

:= H(s̃
rb
b

|ca|C) then k′
a := H(s̃ra

a |cb|C)

II.4.Acknowledge key

ACK k̃hb �
ACK k̃ha�

II.5.Set key

if ka is not set k := k′
b

if kb is not set k := k′
a

if k′
b

is not set k := ka if k′
a is not set k := kb

if kha = k̃hb if khb = k̃ha
then k := ka then k := kb
else k := ka ⊕ k′

b
k := kb ⊕ k′

a

Fig. 3. Specification of CKP
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For the formal description, we use the following notation: H(m) describes the
hashing of message m with some secure hash algorithm, and m|n describes the
concatenation of strings m and n. The symbol ⊕ describes bit-wise XOR and |S|
the number of elements in a set S. When a message M is transmitted over an inse-
cure channel, we denote the received message M̃ to point out that it may have been
modified in transit, by noise or attack. Subscripts denote the different sides (a or b
for an authentication between A and B), while superscripts denote specific vectors
in a set of vectors. The syntax x̂ denotes the (open) result of a search for matches in
a set. When a hash is computed from a set of vectors, we mean the concatenation
of all vectors in some pre-defined order, typically by their round number.

v denotes raw feature vectors without cryptographic key properties, i.e. they do
not need to be distributed uniformly. h denotes cryptographic hashes of feature
vectors and r denotes round numbers. Each host keeps a set LH as a history of
recently added local feature vectors and one set MC for each remote host to store
the matching candidates as reported by this host. Any of the SHA family of hashes
seems appropriate to implementH , and we currently use SHA-256as a secure hash.

CKP consists of two phases:

I Collecting entropy from feature vectors and determining matching candidate
key parts : In step I.1, locally generated feature vectors are stored in a local his-
tory for future reference. This history LH may be implemented as a circular
buffer, overwriting oldest feature vectors. By computing the secure hash, can-
didate key parts are created from these feature vectors and sent to the remote
device in step I.2. Note that each round r uses a unique salt value sr that is
prepended before hashing to make attacks with lookup tables more expensive.

In step I.3, received candidate key parts are compared with feature vectors
in the local history LH . All matching vectors are advanced to the status of
matching key parts by adding them to the set of matching candidates MC,
which is specific to each remote host that CKP is run with.

Step I.4 is optional, and should only be used in asymmetrical settings. In
an asymmetrical setting, only one host broadcasts candidate key parts. Any
host receiving the candidate key parts and recognizing matching key parts
acknowledges these matches, which enables the broadcasting host to keep
track of matching key parts.

II Generating the secret shared key: Each host can check locally if enough
matching key parts have been collected, and/or if the associated feature
vectors accumulate enough entropy for a secret shared key. When the lo-
cal criteria are fulfilled, a candidate key k and an associated candidate key
identifier kh are generated in step II.1 by concatenating the feature vectors
that belong to the last N matching key parts and, again, computing secure
hashes over the concatenated string with prepended salt values. To decouple
the actual key and its identifier, a public padding string C is appended before
hashing for the generation of k. The candidate key identifiers are exchanged
in step II.2.

In step II.3, the hosts then try to locally generate a key that matches a
received candidate key identifier. This may be computationally expensive,
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depending on the number of matching key parts in MC, the number of
matching key parts N used for the generation of kh, and the number of
duplicate matches in each round. The reason is that, for example, host B
has no knowledge about the exact set of matching key parts chosen by host
A to generate its kha. Because hosts A and B may be out of sync with
their round counters, it is unknown which rounds contributed matching key
parts. And because A and B most probably generate candidate key parts
in different order even within the same round, it is unknown which of the
matches in a specific round was chosen when there were multiple. B therefore
needs to try all possible combinations of Na elements of MCb,a, which has
potentially a run time complexity of O(AH) where A is the maximum number
of different candidate feature vectors generated in each round, and H > N
is the maximum size of the history MC. However, in practice we expect only
few duplicates, and the search can be further optimized by starting with the
most likely, i.e. the most recent, round numbers recorded in MC. Another
possible optimization is to transmit the round and vector numbers with
candidate key messages to uniquely identify the set of parts. This trade-off
between message size and computational cost depends on application-specific
cost models, but does not influence the security level of the protocol.

If a matching key could be generated, it is acknowledged in step II.4. After
receipt of a key acknowledge, the hosts can start to use the generated key k
that matches the acknowledged key identifier kh.

Note that at this stage, there is the possibility that the generated keys at
hosts A and B are different. This can happen when hosts A and B indepen-
dently generate and exchange candidate keys in steps II.1 and II.2 and the
respective KEY messages overlap during transmission. Then, in steps II.3
and II.4, both hosts may find and acknowledge the respective remote host’s
key, again with overlapping ACK messages. That is, when host A generated
a key k1 and B a key k2 in step II.1, then after step II.4, host A may have
found and acknowledged k2 while B may have found and acknowledged k1.
By concurrently reacting to overlapping messages, A and B have effectively
swapped their keys, but are still left with different k1 and k2. To solve this
synchronization problem locally, the hosts remember the originally generated
keys and check if the received key acknowledge is different. If yes, they can
simply compute the final secret shared key as the XOR of the two different
keys.

In this form, CKP does not assume the communication channel to have any
specific properties, because our basic assumption is a MITM with full control
over this channel.

5 Implementing CKP with Lossy Channels

In a practical implementation, the communication channel may be lossy. That
is, packet delivery is not guaranteed even when no MITM attack is taking place.
This is the case for most broadcast radio frequency (RF) channels such as IEEE
802.11 WLAN or IEEE 802.15.4 ZigBee.
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Our first implementation of CKP uses UDP as a lossy communication proto-
col. This has three advantages: a) UDP can be used directly between any hosts
connected via an IP based network. b) UDP allows to broad- or multicast packets
and can therefore be used for group authentication or spontaneous authentica-
tion as described in more detail below. c) UDP offers guarantees comparable to
many low-level broadcast RF channels, thus porting our implementation e.g. to
TinyOS [21], should be straightforward.

The protocol specification presented in section 4 lends itself to implementation
on lossy channels, because it is robust against packet loss. When candidate key
parts get lost, there will simply be no matches for the respective round. When
candidate keys get lost, they can not be used to generate secret shared keys,
but new candidate keys will be generated in subsequent rounds. However, issues
arising from asynchronism and overlapping messages need to be dealt with at
the implementation level.

There are various possibilities for asynchronism in CKP. Here we concentrate
on the case where a remote message arrives for a round before the respective
local action has been processed. This includes many special cases like a dispar-
ity between the system clocks or delayed processing due to multi-tasking. To
cope with such asynchronism, we introduce message buffers to keep a history
of recently received messages. Then, when local operations such as adding new
feature vectors are processed, this history is replayed to simulate a new arrival
of messages using the updated local state. This method allows to cope with
asynchronism while considering limited resources in terms of memory and CPU
capabilities.

Note that, among others, [7, Theorem 8] states that “perfect synchronization
is impossible”, i.e. that there are always some cases in which the decisions of
Alice and Bob about generating a common key are different. Our implementa-
tion of CKP using UDP can only safeguard against Alice and Bob agreeing to
a different shared key (i.e. a MITM attack). But, under the assumption of a
completely insecure communication channel without any guarantees, it will al-
ways be possible for one host to finish the protocol with success, while the other
finishes with failure. In this case, further secure communication is not possible,
and the hosts can use time-outs to detect it.

6 First Experimental Results

CKP has already been applied to one specific device pairing method: implicit
authentication by shaking devices together for a few seconds [22]. This method
uses 3D accelerometers as input to two alternative authentication protocols, one
of them being CKP. When shaking two devices with integrated accelerometers
together, their sensor time series are similar enough to create a secret shared
key, but an adversary can not obtain these time series with sufficient accuracy.
The lower bound of the entropy rate has been estimated at about 7 bits per sec-
ond [22], which means that around 20 s of shaking are sufficient to generate over
128 bits of entropy. Experiments on “human man-in-the-middle” attacks, where
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adversaries try to duplicate the shaking patterns of victims to produce similar
sensor time series, show that people are unable to reproduce these patterns even
when we allow for cooperation between adversary and victim (which would not
be possible during a real attack). It remains to be shown if high-speed cam-
eras could be used to estimate the local acceleration values and thus lower the
candidate key parts entropy from an adversary’s point of view.

7 Security Analysis and Discussion

When generating cryptographic key material, the most important point is to
achieve high entropy with regards to a possible adversary’s knowledge. A key
can only remain secret if Eve is sufficiently uncertain about it. It is important to
note that, principally, CKP can not increase the entropy of a secret key compared
to the total entropy of all feature vectors it has been created from. Instead, any
public communication between Alice and Bob must reveal something about the
key — CKP can only try to make this additional information useless to Eve.
Note that feature extraction and estimation of entropy are entirely application
specific. We can only assume the locally added feature vectors to carry sufficient
entropy, and leave it to the specific implementation to guarantee this.

Hashing the sensor time series to generate candidate key parts and candidate
keys serves to reduce an adversary’s usable information about them. This is
often termed “privacy amplification”. When we assume the SHA family of hash
functions to be universal as defined in [23] and reproduced in [24], then an upper
bound for the information that Eve can obtain about the secret key has been
shown in [24, Corollary 5]: if Eve has access to t bits of the (weak) secret W with
n bits, then her expected knowledge about a key K = H (W ) with a length of
r = n− t−s bits for some safety parameter s < n− t is restricted to a maximum
of 2−s/ ln 2. This assumes that W is uniformly distributed. For our application
to sensor time series, W is not uniformly distributed, and a significant part of
its distribution function may be known to Eve. We can only conjecture that the
above corollary may be applicable to those components of the sensor time series
that are completely unknown to Eve and thus uniformly distributed from her
point of view, but can not currently provide a proof. This conjecture suggests
that, if we intend to extract a secret shared key with a size of r = 128 bits,
then the difference between the length of the sensor time series W and Eve’s
information about it, i.e. n − t bits, must be larger then 128. Intuitively, this
requirement is trivial. But the theoretical analysis indicates that by hashing the
input, all the entropy of the weakly secret sensor time series should be retained
in K. This means that transmitting the candidate key parts, which are hashes
over the sensor time series, should not reveal more about them than an adversary
already knew. It is currently unclear if more information about the final secret
key is revealed when MATCH messages are transmitted to acknowledge matching
candidate key parts, but we do not expect this to be the case. Nonetheless, the
normal mutual authentication mode seems more conservative, because only the
candidate key part hashes and the candidate key hashes are transmitted, but
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no more information about which of the candidate key parts have been used to
construct the secret key.

It is important to note that there is a possibility for brute-force attack. The
problem arises when parts that are extracted from sensor time series only have
a small entropy from Eve’s point of view. In this situation, even when reversing
the hash function is impossible, she could just generate lookup tables of all possi-
ble time series parts and compare their hashes with the CAND messages. This is
slightly mitigated by our use of salting, but only makes the attack more compu-
tationally expensive, and not less likely to be successful. Eve only needs to keep
a small amount of possibly matching key parts in a history to try and create keys
that match the transmitted KEY messages, in much the same way that is also
used in the legitimate protocol run. For this reason, it is better to use less candi-
date key parts to construct a key. When the sensor time series parts that can be
extracted naturally using domain specific knowledge only have a small entropy,
then multiple such parts should be buffered and bundled into one candidate key
part. Guessing a candidate key part and verifying that it matches its received
hash value has an average complexity of O

(
2e−1

)
when the feature vector has e

bits of entropy from Eve’s point of view. Thus, two concatenated feature vectors
would need O

(
22e−1

)
steps to guess. This entropy level directly defines the secu-

rity level of the whole CKP run. It has been shown in [24] that adding random
material can in principle increase the length of K that can be extracted from the
weak secret W , but we currently do not see a method to apply this to CKP.

Finally, there are two additional advantages of CKP over more traditional au-
thentication protocols, e.g. ones based on public key infrastructures. First, the
continuous broadcasting of candidate key parts and, after detecting matches, of
candidate keys, allows remote hosts to “tune in to” another host’s authentication
stream. This allows to easily construct applications with opportunistic authentica-
tion, where hosts automatically authenticate with each other as soon as they enter
a shared context: when a host picks up broadcasts from another and is able to gen-
erate matching key parts, they are guaranteed to record similar sensor readings.

Second, CKP can be trivially generalized to group authentication. In the
specification in Fig. 3, only steps II.4 and II.5 need to be adapted. All hosts
can continue to generate candidate key parts and candidate keys, and to search
for candidate keys as for two-host authentication. However, keys can only be
acknowledged and used in steps II.4 and II.5, respectively, after all hosts that
should be members of the authenticated group were able to generate matching
keys. A possible solution is to split step II.4 into a tentative acknowledge and
a group acknowledge message, where the latter is only sent after the tentative
acknowledge has been received from all group members.

8 Conclusions

Our proposed Candidate Key Protocol (CKP) is one approach to solving the
problem of device-to-device authentication for spontaneous interactions. Re-
placing explicit means of authentication like manual password input or string
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verification with an implicit authentication based on similar sensor data streams
offers significant advantages from a user point of view: wireless communication
can be made secure by default instead of relying on a separate authentication
step.

Context-based authentication is in fact a classification problem, with the
known problems of false positives, which need to be strictly avoided for security
reasons, and false negatives, which hinder seamless and unobtrusive user inter-
action. One main novelty of CKP is that multiple candidate key parts in each
step can be used to address the problem of false negatives. Its advantages over
other proposed approaches to the same problem and based on Diffie-Hellman key
agreement authenticated by short, or weak, shared secrets are threefold: it is less
computationally expensive and thus well suited for implementation with limited
resources, it provides opportunistic authentication, and it is trivially extensible
to group authentication. The major disadvantage is that the generated secret
shared key is only as secure as the entropy of the candidate key parts and that
it does not provide forward secrecy. Newer results on information theoretically
secure key agreement are very promising for authentication based on sensor data
streams, but have not yet been implemented in practice. Relying on conventional
secure hashes allows us to implement and test CKP in real-world settings like
the authentication method based on shaking devices together.

Complete source code of our current Java implementation is available at
http://www.openuat.org, as part of the open source ubiquitous authentica-
tion toolkit.
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Abstract

Securing wireless channels necessitates authenticating
communication partners. For spontaneous interaction, au-
thentication must be efficient and intuitive. One approach
to create interaction and authentication methods that scale
to using hundreds of services throughout the day is to rely
on personal, trusted, mobile devices to interact with the
environment. Authenticating the resulting device-to-device
interactions requires an out-of-band channel that is verifi-
able by the user. We present a protocol for creating such
an out-of-band channel with visible laser light that is se-
cure against man-in-the-middle attacks even when the laser
transmission is not confidential. A prototype implementa-
tion shows that an appropriate laser channel can be con-
structed with simple off-the-shelf components.

1. Introduction

Authentication is one of the key issues for secure wire-
less communication in ubiquitous computing applications.
Realising the vision of ubiquitous computing, i.e. of ser-
vices being integrated into our daily environment, is inher-
ently dependent on intuitive, efficient, and secure methods
for spontaneous interaction. When users start interacting
with hundreds of services throughout the day, they can nei-
ther afford to pay close attention nor invest noticeable effort
into these interactions. Securing wireless communication
during the interaction must therefore be unobtrusive and im-
plicit; additional steps required “just for security” will most
likely be unacceptable. Nonetheless, intuitive interaction
demands that the authenticity of communication partners
must be easily verifiable by humans.

One approach to solving this issue is to rely on per-
sonal, trusted, mobile devices to interact with the environ-
ment. These are only used by one user at a time and act as
representatives for interactions with other devices, utilising
wireless communication in the process. To protect against
man-in-the-middle (MITM) attacks on the wireless chan-

nel, an out-of-band channel is required for authentication.
Various out-of-band channels have already been suggested,
most of which provide “physical evidence” for the commu-
nication peers in the sense that humans can verify either
or both sides of the wireless channel. Examples for such
human-verifiable out-of-band channels are relative location
measured via ultrasound [9], visual markers photographed
with camera phones [10], audio [4], or common motion [8].

In this paper, we present a protocol for creating an out-
of-band channel for authentication with visible laser light.
In contrast to an earlier protocol suggested by Kindberg and
Zhang [6], we do not assume the laser transmission to be
confidential. Instead, we assume an attacker to be able to ei-
ther violate the confidentiality of data transmitted via laser,
i.e. to read it, or to violate its authenticity, i.e. to inject own
data into the receiver, but not both at the same time. Our
contribution is a protocol to establish a secret, authenticated
shared key between the personal trusted device and a remote
device under these assumptions. The personal device incor-
porates a laser diode and thus acts as the transmitter on the
out-of-band channel, while the remote device is capable of
detecting the light from the laser.

In section 2 we briefly analyse related work before dis-
cussing our threat model in more detail in section 3. Our
protocol is presented in section 4 and analysed from a secu-
rity point of view in section 5. Finally, section 6 describes
an initial prototype implementation that we are currently
working on.

2. Related work

Ringwald was among the first to present a working pro-
totype for device-to-device interaction using lasers [12], fol-
lowed by Patel and Abowd [11]. Both used relatively sim-
ple ways of modulating a laser diode and reconstructing the
signal at the receiver end, whilst using the laser as an out-
of-band method for initiating wireless communication by
transmitting the device network address, although without
considering security of the interaction.

Kindberg and Zhang previously suggested the transmis-



sion of secret keys via modulated laser light [6], under the
assumption that the laser emits no light except onto the re-
ceiving sensor. However, as explained in section 3, this as-
sumption may not be valid when considering attackers with
free line of sight.

Seeing-is-Believing uses 2D barcodes and camera
phones as a visual channel [10]. This approach allows users
to directly verify what the sensor, i.e. their camera phone,
measures. In comparison to a personal device equipped
with a laser diode and the service equipped with a sensor,
this approach swaps the roles of sender and receiver on the
out-of-band channel. The advantage is that it is easier for
users to verify the authenticity of the communication peer
because authentication in the protocol sense matches what
the user verifies. On the other hand, it forces the user to pay
closer attention than for simply pointing a laser at a target
device.

3. Threat model

Previous work assumed a modulated laser beam to be
confidential from attackers [6]. However, this assumption
does not seem valid considering two practical experiences:

• Laser diodes do not produce perfectly focused beams
of light. This can be observed for example on laser
pointers; parts of the light emitted by the laser diode
can be seen from almost any angle within its front
hemisphere (even if the majority is emitted along the
primary axis).

• The laser light is reflected as scattered light from most
surfaces, including photovoltaic elements suitable for
use as receivers.

That is, the laser light can be seen both at the sender and at
the receiver from almost any other point with direct line of
sight. With high-speed cameras, it seems possible to cap-
ture the modulated signals with reasonable accuracy. We
therefore do not assume a modulated laser channel to be
confidential.

It is also questionable whether this channel can be as-
sumed to be authentic, because most photovoltaic elements
suitable for receivers can not distinguish angle of arrival and
thus not between different senders. It is possible for an at-
tacker to point their laser beam on the receiver and therefore
inject their own messages into the out-of-band channel. De-
tecting such message injection will depend on the relative
pulse strengths and the sophistication of the receiver. Users
may also be unable to spot a “second dot” on the receiver if
for example infrared lasers are used by the attacker. How-
ever, any such message injection will modify the original
messages sent by the user’s personal device.

Therefore, we can only assume that an attacker can not
easily block or completely change the information transmit-
ted via a modulated laser beam without previous knowledge
of the message contents. We also need to assume the remote
device to be secure and trustworthy. Cases where informa-
tion sent to it by the user is forwarded after successful au-
thentication are out of the scope of this paper.

All wireless communication is generally assumed to be
completely open to attack and possibly controlled by a
MITM. The aim of our protocol is to prevent MITM attacks
on the wireless channel.

In comparison with related protocols for constructing
out-of-band channels like MANA I [3], SAS [13], and pro-
posals by Balfanz et al. [2] and Hoepman [5], our assump-
tions are slightly less constrained. In contrast to MANA I,
we do not assume the channel to be confidential. In con-
trast to the proposal by Balfanz et al., the direction of the
channel is reversed. In contrast to Hoepman’s proposal, we
do not assume the channel to be confidential and authentic
at the same time. Our protocol is most closely related to
SAS [13]. However, a further important difference to these
protocols is that, for light sensors capable of detecting laser
light, we can not assume the user’s laser beam to be the only
input. This necessitates some additional precautions in our
protocol, and makes it generally difficult to construct com-
pletely secure authentication schemes.

4. Protocol

Our proposed authentication protocol combines a wire-
less channel (RF) with a modulated laser (L) to create an
authenticated secret key, similar to previous work [6]. The
difference is that we can not use L for transmitting secret
keys due to our assumption of L not providing confiden-
tiality. Instead, L is used to transmit random numbers used
only once (nonces) as part of a commitment scheme, com-
parable to e.g. the MANA III protocol [3] and a more recent
proposal by Wong and Stajano [14, section 7]. Our protocol
is designed so that an attacker would need to violate both
the confidentiality and the integrity properties of the laser
channel at the same time, i.e. to read what the user’s per-
sonal device sends and to inject their own messages into the
receiver.

From a user interaction point of view, we combine two
steps into one: device selection and implicit authentication.
Nonetheless, this combined selection and authentication re-
quires two user actions to prevent accidental selection of a
“wrong” device. First the laser needs to be turned on to al-
low aiming, then the selection and implicit authentication
needs to be performed. This can be implemented e.g. with
two buttons or with one two-action button.

In the following description, the notation m|n is used
to describe string concatenation and HMACK refers to an



HMAC [7] with key K. A message M sent over a noisy
channel is received as M ′, to point to possible changes dur-
ing transmission.

The protocol consists of the following steps between the
user’s personal device P and the remote device R:

1. The user presses the first button on P to turn on the
laser and modulate it with a continuous stream of
“ping” messages.

2. When the laser hits the receiver and the “ping” mes-
sages are detected, R switches to the “authentication
in progress” state and broadcasts a “found” message
over RF. In this state, R will only interact with a sin-
gle personal device (the first to contact it in the next
step).

3. By receiving the broadcast, P learns the network ad-
dress of R. P and R agree to a secret key K via stan-
dard Diffie-Hellman key agreement (DH) over RF and
R turns on its first LED (e.g. yellow).

4. When satisfied with the selection of R, the user presses
the second button and the devices loop through the fol-
lowing steps until authentication is successful or the
user stops the process by releasing the button:

(a) P generates a fresh nonce N .

(b) P computes M1 := HMACK(N |1) and sends it
to R over RF.

(c) R acknowledges the receipt by sending M2 :=
HMACK(M1) to P over RF.

(d) P verifies M2 and transmits M3 := N over L by
modulating the laser.

(e) R receives N ′, computes HMACK(N ′|1) and
verifies that it matches M1. It then sends M4 :=
HMACK(N |2) over RF and turns on its sec-
ond LED (e.g. green).

(f) P verifies M4 and notifies the user of successful
verification, e.g. by turning on an LED (green).

The loop is necessary due to the possibility of transmission
errors over L; it is important not re-use nonces but to gen-
erate fresh nonces in each iteration. Only when both R and
P signal success (e.g. with green LEDs) should the user
continue with the interaction.

Note that the authentication part of the protocol does
not rely on asymmetric primitives and is thus suitable for
implementation on resource limited devices such as sensor
nodes. However, when not assuming the laser channel to be
confidential, asymmetric cryptography like DH or its Ellip-
tic curve variant (ECDH) is necessary for creating a secret
shared key (see step 2 in the protocol).

5. Analysis

Our protocol uses both the (weak) confidentiality and in-
tegrity properties of the modulated laser channel:

• Integrity of L is exploited in steps 4b) to 4e): a MITM
can only pass the check in 4e) when it can inject its
own nonce Ñ so that the HMACK(Ñ |1) matches.
Without such an injection on L, there are only two op-
tions: When the MITM simply relays M1, the HMAC
will not match because of the different shared key. On
the other hand, the MITM can not generate a valid
HMAC message because N has not yet been transmit-
ted and is therefore unknown. Step 4b) thus serves to
commit the sender P to the content that will be sent
over L and to bind this commitment to the shared key
K.

• Confidentiality of L is exploited in steps 4d) to 4f): a
MITM can only pass the checks in 4e) and 4f) when
they can eavesdrop on the laser, because only then will
N be revealed.

Each of the steps is necessary under our assumptions:

• M1 needs to be sent in 4b) and acknowledged in 4c)
before transmitting N over L in 4d), otherwise the at-
tacker could just postpone sending the message from
4b) until N has been sent in plain text (i.e. assuming
authenticity but not confidentiality of L) .

• M4, generated in 4e) and verified in 4f), is necessary
otherwise the attacker could inject their own nonce Ñ
in steps 4b) to 4d) and pass the check in 4e) (i.e. as-
suming confidentiality but not authenticity of L).

• The LEDs on P and R are necessary so that the user can
check synchronicity. Without these the attacker could
just generate message M4 in step 4e) without verify-
ing that HMACK(N ′|1) matches M1 (i.e. assuming
authenticity but not confidentiality of L).

Due to using long (i.e. ≥ 128 bits) nonces, this protocol
is not susceptible to attacks against short codes on the out-
of-band channel [14, section 3]. Only when an attacker can
perfectly overhear the original nonce N (sent by P over L)
and inject an own nonce Ñ over L (as received by R) will
a MITM attack on RF go undetected. As outlined in sec-
tion 3, a laser channel is neither strictly confidential nor au-
thentic. An attacker close to the target device R can observe
the “red dot” at the sender and can shine a (possibly stronger
and/or invisible IR) laser beam on the receiver, thus violat-
ing both the channel’s confidentiality and authenticity. It
remains to be shown how practical such attacks on both the
confidentiality and the integrity are, taking the mobility of
P and short interaction times into account.



Figure 1. Prototype implementation of a per-
sonal trusted device with an Intel Mote and
off-the-shelf components

Denial-of-service attacks on the laser receiver can not be
avoided, but would be even easier to perform on the wireless
channel.

6. Prototype implementation

Figure 1 shows our prototype personal trusted device
with a laser diode. It is based on an Intel Mote ISN100-
BA (with an ARM7 core at 12 MHz and integrated Blue-
tooth radio); a laser diode stripped from a £ 1 laser pointer;
a two-action button and a few additional off-the-shelf com-
ponents (NAND gates, transistor, etc.). The Intel Mote runs
TinyOS [1] and is used to implement the P side of our pro-
tocol using Bluetooth as the RF channel and the UART for
modulating the laser channel L. Our first receiver prototype,
shown in Fig. 2, uses a photo resistor (covered with the lens
from a PIR) and a simple high-pass and thresholding cir-
cuit for reconstructing the signal. The signal is fed (via a
RS232 level converter) into a serial port of a PC which also
has a Bluetooth dongle. Not considering the Intel Mote, the
overall cost of building both the prototype sender and the
receiver was below £ 10.

User interaction is designed to be as simple as possible.

Figure 2. Prototype implementation of the re-
ceiver part.

We use a two-action button, similar to the buttons com-
monly used in digital cameras, to implement the two lev-
els of action. By pressing the single button half-way, the
laser lights up and allows proper aiming. By depressing the
button fully, the target is selected and authenticated. Patel
and Abowd also suggested to use a two-action button, but
did not report a practical implementation of such an inter-
action [11].

Our prototype is still under development, and first results
suggest improvements to the receiver are required. In prac-
tise it seems difficult to focus the laser beam on a target area
that is about 2 cm in diameter, we thus intend to experiment
with solar cells as receivers, as suggested e.g. by Ring-
wald [12]. The prototype is currently a proof of concept for
modulated laser transmission and simple user interaction,
but does not currently implement our complete protocol un-
der TinyOS. We have not yet considered higher-level error
correction methods for recovering from transmission errors
on the laser channel L. Instead, our protocol loops at send-
ing nonces until successful authentication. This is not only
robust against actual transmission errors, but also against
“wiggle” when aiming the laser.

Another practical issue we have not yet considered is net-
work discovery. In our protocol step 2, we assume some
method for R to announce on the RF channel to P that it
has been found by the laser beam. Bluetooth is a promising
protocol for supporting wide interoperability, but does not
provide broadcasts, and inquiry times are also particularly
slow. One possibility to overcome this issue is to oppor-
tunistically run a DH key agreement (protocol step 3) with
every Bluetooth device in range and to send the “found”
message via multiple unicast packets to all previously dis-
covered devices.

7. Conclusions

We have presented a protocol for creating a shared se-
cret key over a wireless channel and authenticating it with a
modulated laser channel. Under the assumption that an at-



tacker can not both eavesdrop on the laser transmission and
inject their own laser messages at the same time, our proto-
col is secure against man-in-the-middle attacks, eavesdrop-
ping, and message alterations.

Our prototype implementation is work in progress, but
first results confirm that it is possible to transmit short mod-
ulated messages with laser diodes and simple off-the-shelf
components. This low-cost solution makes a laser chan-
nel a viable option for wide-spread implementation in con-
sumer devices such as mobile phones. We suggest that a
laser channel can be used as an intuitive and secure out-of-
band channel for spontaneous device pairing.
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Spontaneous interaction in wireless ad-hoc networks is often desirable not only between

users or devices in direct contact, but also with devices that are accessible only via a

wireless network. Secure communication with such devices is difficult because of the
required authentication, which is often either password- or certificate-based. An intu-

itive alternative is context-based authentication, where device authenticity is verified by
shared context, and often by direct physical evidence. Devices that are physically sepa-

rated cannot experience the same context and thus cannot benefit directly from context

authentication. We introduce a context authentication proxy that is pre-authenticated
with one of the devices and can authenticate with the other by shared context. This

concept is applicable to a wide range of application scenarios, context sensing technolo-

gies, and trust models. We show its practicality in an implementation for setting up
IPSec connections based on spatial reference. Our specific scenario is ad-hoc access of

mobile devices to secure 802.11 WLANs using a mobile device as authentication proxy. A

user study shows that our method and implementation are intuitive to use and compare
favourably to a standard, password-based approach.

Keywords: spontaneous interaction, wireless and mobile security, authentication, loca-
tion awareness

1 Introduction

Spontaneous interaction is a desirable feature for many ubiquitous computing scenarios. It is
typically seen as a process between users or devices that are in direct contact with each other,
and often implies spatial proximity. However, spontaneous interaction can also be important
between users or devices that are physically or virtually separated, but can communicate over
some common channel like a wireless network. A similar situation arises when interacting
with devices that do not feature any user interface, but only communicate wirelessly. One
prominent example is IEEE 802.11 WLAN itself: users, represented by their client devices,
engage in spontaneous interaction with access points that usually neither have a user interface
nor are physically accessible (they might be built into building infrastructure).

The problem with such settings is to authenticate users or devices. Wireless networks
are particularly vulnerable to attacks, ranging from simple eavesdropping to more sophisti-

aThis is an extended version of “Rene Mayrhofer: A Context Authentication Proxy for IPSec using Spatial
Reference, Proc. TwUC 2006, Austrian Computer Society (OCG), 449–462, December 2006”.
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cated man-in-the-middle (MITM) attacks. Although there are well-known protocols to secure
communication over wireless networks, they all depend on some form of authentication. Only
after authenticating the communication partner, further steps to create a secure channel make
sense. More specifically, the problem is to authenticate intuitively and efficiently.

From a user point of view, secure channel setup should be as transparent as possible
and should cause minimal, if any, overhead to the desired spontaneous interaction. Any
additional burden that is caused by authentication is not part of the intended interaction,
and thus collides with spontaneity. Obvious and often deployed solutions for authentication
are typically either secure or convenient. Password-based authentication like Bluetooth-style
PINs, WEP, and WPA-PSK is one example, which is unfortunately neither particularly secure
nor user friendly; another well-known solution is certificate-based authentication like X.509
public key infrastructures (PKIs).

An example of a secure channel implementation is IPSec. It is currently considered one
of the most secure communication protocols, supports both password- and certificate-based
authentication, and has been designed for cross-platform interoperability, but is daunting
to set up even for technically skilled users. Although it has desirable properties from a
security point of view, many users may choose not to use it for spontaneous and ad-hoc
interactions. Giving credit to its wide-spread use and practical problems, also investigated
by others [1, 3], we therefore use the setup of IPSec connections as our motivating example.
More specifically, our demonstration application is to grant secure access to a WLAN access
point – and consequently the network it manages – to new clients such as laptops via IPSec
connections.

Context based authentication, or context authentication, allows secure and intuitive au-
thentication without introducing unreasonable overhead that would be incompatible with
spontaneous interaction. It uses shared context between devices to create shared secrets.
These shared secrets can consequently be used as cryptographic tokens for creating secure
channels. However, devices such as WLAN access points that are physically separated from
user devices or that have no sensors or user interfaces are unable to experience the same
context.

Our approach to allow such devices to authenticate via shared context is to introduce
a context authentication proxy. The proxy is pre-authenticated to the device that does not
have sensors or a user interface itself, and authenticates to other devices on behalf of it. This
concept is independent of the underlying infrastructure for expressing trust, and can work
in online and offline settings and with existing password- or certificate-based authentication
mechanisms. Our example application uses a mobile context authentication proxy in the form
of a personal digital assistant (PDA) for better ease of use.

The contribution of this work is twofold: we examine the general concept of a context
authentication proxy in more detail, discuss different options of implementing it, and we show
a specific application for a widely used protocol. A user study shows that authentication based
on relative location — one aspect of shared context — is a viable alternative to standard,
password-based authentication. Our implementation also confirms a user study presented
in related work [1], anecdotally showing a significant improvement of ease of use in setting
up IPSec connections due to use of context authentication. We also argue that, although
demonstrated by an application for securing wireless networks, context authentication proxies
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are of wider applicability.
In the following, we first discuss related work in Section 2 and the previously introduced

concept of context authentication in Section 3. Our main contribution is the general notion
of an authentication proxy presented in Section 4 and our specific implementation for au-
thenticating IPSec connections shown in Section 5 which we investigate in Section 6. Finally,
we discuss further alternatives for implementing context authentication and for using the
established shared secrets in secure communication protocols in Section 7.

2 Related work

Our chosen example of securing IEEE 802.11 WLAN using context authentication has also
been discussed by Balfanz et al. [1]. They present a system called “Network-in-a-box” (NiaB)
that uses an infrared channel to transmit authentic cryptographic tokens and automates the
set-up of secure wireless communication in much the same way as our example application
does. This infrared connection is established between the client device and either the WLAN
access point itself, or, in case of a distributed infrastructure, an “enrollment station”, which
can be regarded as a stationary instance of a context authentication proxy. Furthermore,
they show in a user study that context authentication can, for end-users, significantly lower
the time required to set up a secure wireless network. The major difference to our work
is the role of the authentication proxy. In NiaB, the authentication proxy is described as a
permanent station that authenticates all devices that are able to establish infrared connections
to it. On the other hand, we specifically assign the authentication proxy an active role, in
which it triggers the authentication process to a selected client, as described in more detail
in Section 4. A specific advantage of our approach is that the authentication proxy can be
mobile — and for our demonstration application, it explicitly is. Instead of forcing users to
bring their devices to fixed stations, administrators can authenticate devices wherever it is
necessary and appropriate. This can include authentication of new fixed stations, which is
not possible with the less flexible enrollment station described by NiaB.

Kindberg et.al. [8] describe “channel proxies”, which may be seen as a low-level implemen-
tation of a context authentication proxy. These channel proxies selectively forward messages
depending on some constraints, like location of the sender or the receiver. In contrast, our
concept of context authentication proxies explicitly includes high-level processing of messages.
In our example, this allows the complete authentication protocol to be performed between
the proxy and the WLAN client, while the WLAN access point will typically be unaware of
the whole process.

Godber and Dasgupta [3] describe another implementation that is closely related to the
demonstrative application we discuss in Section 5. Their system called “Secure Wireless Gate-
way” (SWG) uses IPSec to secure IEEE 802.11b WLAN, and also provides a captive portal
to redirect unauthenticated users to a web page with instructions on how to authenticate.
They suggest to use a common shared key for guest users, which is to be considered insecure
against MITM attacks, and individual shared keys for registered users. However, they explic-
itly do not investigate generation and distribution of these individual shared keys or the use
of certificate-based authentication and define it as out of scope of their work. In the present
article, we focus on this key distribution problem and present an implementation similar to
SWG as an example application making use of easy key distribution.
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(a) USB dongles for sensing relative spatial positions can be added
to typical off-the-shelf laptops, PDAs, or even mobile phones

(b) User interface for spatial selec-
tion

Fig. 1 Current implementation of context authentication by spatial reference

3 Context authentication

Context authentication tries to provide intuitive means of authenticating users or devices by
verifying that they are in some specific context, e.g. at some specific location. The possibilities
for sharing context are obviously constrained by the sensors available to the involved devices.
These sensors are used to verify some properties of the device to authenticate, i.e. to verify
that the other device is in the same context. Context authentication then aims to create
shared secrets for setting up secure communication, usually in the form of cryptographic key
material.

In earlier work we reported on using spatial reference for authenticating spontaneous inter-
action [13] and on the security properties of our underlying localization method [12]. Selecting
devices based on direct line of sight has also been explored with the “gesturePen” [18]. The
gesturePen has the intention of selecting devices by pointing at them, in much the same way
as we select devices based on their relative spatial position in this work. Location is just one
option for context authentication, and for the description of additional options, we refer to
others [8, 2]. In the present article, we investigate connections that are initiated in an ad-
hoc manner but that might yield longer-lived security associations. Specifically, we establish
IPSec connections on first contact, but continue to use these connections once established.

Building upon our current implementation [13], we assume devices to be equipped with
sensors in the form of USB dongles. These dongles provide accurate sensing of relative spatial
positions using ultrasound. Figure 1a shows two of them attached to a laptop and attached to
a PDA — both can sense each others position with an accuracy of better than 10 centimeters
in distance and 25◦ in angle [6].

In an office space with many laptops, PDAs, and other devices communicating over the
same wireless network within a small area, this fine-grained sensing of shared context offers
distinct advantages in selecting specific devices. If an administrator wants to allow “that
device over there” to access the wireless networkb, then other devices in the same room should
not automatically be allowed too. Solutions based on infrared connections can not easily
provide such a fine-grained selection because infrared beams often span the whole area.

bThe same method can be used to allow access to private parts of the network, or, more generally speaking,
to specific resources. We use access to the wireless network only as an example.
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Fig. 2 Using a context authentication proxy P allows physically separated devices A and B
to benefit from context authentication even when they can not experience the same context

Our context authentication protocol integrates secure authentication transparently and
seamlessly with device selection, as shown in Figure 1b. Simply by selecting a visualized
device position, corresponding to the physical device as visible to the user, the authentication
process is triggered. User interaction is thus changed from selecting devices from a network-
discovered list to a spatially-discovered environment; authenticating selected devices happens
automatically without further user interaction. This seamless integration makes the protocol
well suited for spontaneous interaction. Security properties of our authentication protocol [13]
and ultrasound as an out-of-band channel [12] have been discussed previously. Here we simply
assume the protocol to provide a shared secret to both devices that perform the spatial
authentication.

Although we build upon this specific authentication protocol for our demonstrative appli-
cation, the concept of authentication proxies is independent of the underlying sensing platform
for context authentication.

4 Authentication proxy

Previous work on context authentication assumes that those devices that authenticate each
other can experience the same context, but this is not always possible. Figure 2 shows a
device A, e.g. owned by Alice, trying to interact securely with a device B, e.g. a WLAN
access point. Because the access point is physically inaccessible, Alice can not benefit from
direct context authentication with it to secure her communication. By introducing a context
authentication proxy P, we give her this option. The authentication proxy experiences the
same context as one of the devices, i.e. it shares some aspect of the context. With the
other device, it is pre-authenticated. It will usually be desirable that context be shared
with the more volatile side, i.e. with mobile devices, changing environments, or, generally
speaking, with transient connections. Since we assume a more permanent relationship with
the other end of the authentication, in this example between P and the access point, the
necessary pre-authentication only needs to occur once during set-up of these devices. Any
standard authentication protocol, e.g. password- or certificate-based ones or any means of
conveying trust of B in P can be used. Due to this trust relationship, the possibly mobile
authentication proxy P is assumed to be used or maintained by a trusted person, such as a
system administrator.
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The main task of the authentication proxy is to create a shared secret between A and B,
to enable secure communication between them over a wireless network. Depending on the
initiator of the authentication, we can distinguish between two different approaches for user
interaction with the proxy:

• We speak of a passive authentication proxy when P acts as an authentication service and
simply waits for clients to initiate an interaction. The client takes the active role, starts
context authentication with P to obtain a shared secret for communicating securely
with B, and may need to engage in another authentication procedure with B over the
now-authenticated wireless network. Instances of this approach are the closely related
NiaB [1], and one of our previous works [14], which describes the use of RFID tags to
secure communication over wireless ad-hoc peer-to-peer networks. The former requires a
further offline authentication step performed by the in-house certificate authority when
used for “enterprise” WLAN access, or relies on the infrared channel authentication for
the simpler “home” WLAN setting. In the latter, we store public keys of network peers
on associated RFID tags that can be read for secure spontaneous interaction. Note that
in this previous work, we termed the RFID tags “objects” and the associated devices
with which the interaction takes place the “proxies” because of a slightly different focus
on the interaction.

• For an active authentication proxy, the roles of waiting for and of initiating the context
authentication are swapped between A and P. That is, the proxy takes the active role,
starts context authentication with A to generate a shared secret for letting A commu-
nicate securely with B, and may take additional steps to register A with authorization
databases. In this case, A only waits to be authenticated and does not need to take any
additional steps. This requires even less user interaction by offloading some steps to the
proxy and can thus further decrease the burden placed on the user for setting up secure
communication. We point out that the interaction between A and P, and subsequently
between A and B, is still spontaneous. However, the change in roles relieves the client
from going through additional steps after the initial context authentication and shifts
this task to the proxy. P is in a better position to perform them, because it is part of
the existing network and is thus assumed to know more about it than the new client.

Choosing between a passive and an active authentication proxy also depends on the re-
spective trust model. If the trust model can express transitive trust, i.e. delegating trust from
one entity to another, then B can delegate authorization decisions to P. Without the ability
to delegate trust, an active authentication proxy can still initiate the context authentication,
but a subsequent authorization step might be necessary before A can access resources on
B. In this case, the choice of authentication proxy should match the interaction style of the
application, i.e. who initiates the spontaneous interaction. Note that arbitrary trust models
can be used, including the sharing of passwords — which is clearly not recommended from a
security point of view — and that most can be used to delegate trust in some way. A concept
for delegating restricted trust over potentially multiple hops is described e.g. by Steffen and
Knorr [17] and could be used in combination with context authentication proxies.

One secure and standardized option to delegate trust is to use X.509 certificates signed
by a certificate authority (CA) managed by P and trusted by B. Every certificate that P
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(a) The proxy implements the CA — no con-
nection between the proxy and the access point
is necessary

(b) The access point (or infrastructure) implements the
CA — the proxy needs an online connection to request
certificates for and forward them to the client

Fig. 3 Two options for delegating trust with a context authentication proxy

creates and signs will be trusted by B, allowing P to make decisions about authorizing clients
to use B’s services. In this sense, our approach of a context authentication proxy is an
implementation of the plug-and-play PKI [5]: a client device is automatically provided with
an X.509 certificate that allows it to use some services. But instead of initially authenticating
with the suggested username/password combination, we authenticate client devices based on
context, specifically based on their relative spatial position. This makes the approach more
usable for spontaneous interaction.

5 Application for establishing IPSec connections

In this section we present IPSecME (IPSec made easy), an application to delegate trust for
authorizing IPSec connections that uses an active authentication proxy and standard X.509
certificates. It uses our secure spatial authentication protocol described in earlier work [13]
and does not depend on software being pre-installed on the client like NiaB.

5.1 Concept

Our IPSecME application can be used for setting up arbitrary IPSec connections by providing
appropriate connection details in the form of an XML configuration file to the authentication
proxy. IPSec tunnels over an otherwise open 802.11 WLAN are a practical example without
loss of generality. For simplifying the discussion, we also assume the access point to act as an
IPSec gateway, but it could be easily split into different devices without any change to our
work.

IPSecME consists of two parts, one running on the client and one on the proxy device.
Figure 3 shows two options for implementing this application using an active context authen-
tication proxy P: the CA can either run directly on P, or it can run on the access point B (or
any other infrastructure device). In the former case, B delegates trust about authorization
to P by allowing all clients A that present a certificate signed by the proxy’s CA to establish
IPSec tunnels. As illustrated in Fig. 3a:
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1. P authenticates A via shared context, in this application via spatial reference.

2. A can optionally send information about the logged in user, the machine name, etc., if this
should be encoded in the X.509 certificate.

3. P generates a new X.509 certificate with the information provided by A and/or locally entered
data and signs it with its CA key. Note that the certificate is bundled with the matching
private key.

4. P forwards the new certificate, the private key, its CA certificate, and details about the IPSec
connection, i.e. the IP address of the gateway, the remote subnet, etc. to A. The private key is
encrypted with the shared key generated in step 1.

5. A uses its new certificate and the IPSec connection description to establish a secure connection
to B.

This option has the advantage that no online connection between the P and B is required. The trust

between them is formed by B importing P’s CA certificate. After this, no further communication

between B and P is necessary for authenticating arbitrary clientsc.

In the latter case, P requests certificates from the CA running on B using an online
connection. As illustrated in Fig. 3b:

1. equal to step 1 in the former case

2. equal to step 2 in the former case

3. P generates a certificate request with the information provided by A and/or locally entered
data and sends it to B.

4. B decides if A should be authorized and, if yes, signs the certificate request with its CA key
and adds the new certificate to its authorization database.

5. B sends the new certificate to P.

6. equal to step 4 in the former case

7. equal to step 5 in the former case

The necessarily secure connection between B and P forms the pre-authentication between
them with a slightly different trust model. B trusts P to authenticate A based on shared
context and to forward machine information and certificates, but keeps decisions about au-
thorization local. For spontaneous interaction, the first option has the advantage that no
online connection between B and P is necessary, and we therefore implement this one.

5.2 Implementation

The implementation currently runs on a standard Laptop running Windows XP SP2 or Linux
with any of the available IPSec implementations as the client A and a PDA running Pocket
PC 2003 (or a laptop running any supported operating system) as the authentication proxy
P. Because our context authentication protocol using spatial reference and the IPSecME
application have been implemented in Java, other platforms can be supported fairly easily.
All platform-specific parts, i.e. managing certificates, establishing IPSec connections, and
access to the ultrasound sensing devices, have been implemented for Windows XP, Linux,
and Mac OS/X. The combination of access point and IPSec gateway, depicted as B in the
above concept, has been implemented in two different versions. A standard access point
connected to a PC running Gibraltar firewall [11] represents an enterprise scenario where the

cNote that revoking a certificate that P generated will require an update of its associated certificate revocation
list (CRL) on B, and consequently communication between B and P. However, for spontaneous interactions,
short-lived certificates can be used to alleviate the need for CRL updates.
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(a) Client: When first trying to
access the network, the client is
redirected to a page that delivers
the client application

(b) Authentication proxy: se-
lecting the client to authenticate
based on spatial reference

(c) Authentication proxy: af-
ter setting a name and the validity
period for the new certificate, the
client is authenticated

(d) Client: authentication in
progress

(e) Client: accepting the new
certificate and the CA of the
IPSec gateway to establish the
connection

(f) Client: IPSec connection suc-
cessfully established

Fig. 4 Screen shots of the IPSecME application

functionality of B is distributed in the infrastructure. An embedded implementation using
the OpenWrt distribution [16] on an Asus WL-500GP access point represents the home/small
office scenario with a single, combined device. Both implementations use Openswan [19] as
IPSec implementation and ChilliSpot [7] to provide the captive portal. These two scenarios
show that our approach can be used with arbitrary implementations of WLANs and IPSec
gateways as long as they support external X.509 CAs.

Figure 4 shows how users experience the whole process. The client does not need to
have any special software pre-installed and does not need any a priori information about
the environment. When it first connects to the WLAN, which is publicly accessible, its web
browser gets redirected to a local web page in the same way as it is used by the currently
popular WLAN hot spots (see Fig. 4a). From this web page, the user can start the client
part of the application via Java Webstart and then simply waits for the proxy to initiate
authentication. We assume that devices are either equipped with ultrasound sensing or that
the USB dongles are attached at this stage. For ease of use, we skip the optional step 2
and omit to use client-provided information for generating the certificate. With spontaneous
interaction, any such information tends to be meaningless anyway due to the lack of a globally
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accepted naming scheme. An administrator using the context authentication proxy can then
select the client based on spatial reference (see Fig. 4b) and specify the validity period of the
certificate and optionally a name describing the client for later use (see Fig. 4c). This name
only needs to be meaningful within this environment, e.g. to the administrator. After initiating
the context authentication protocol, the certificate is generated and signed automatically, and
the IPSec connection details along with the certificate are sent to the client (see Fig. 4d). Note
that the private key contained in the PKCS#12 format used for transmitting the certificate is
encrypted with the shared secret that has been established between the client and the proxy
during context authentication. Thus, they can communicate over the public, insecure WLAN
without worrying about attacks. Finally, after receiving the certificate and connection details,
the client can, when accepting them, immediately import its new certificate and establish the
IPSec connection (see Fig. 4e and 4f). Further communication is automatically secured by
the IPSec tunnel, which in our case includes all traffic to and from the client.

6 Experimental Evaluation

Although our spatial authentication method in general and our authentication proxy ap-
plication for establishing IPSec connections in particular have been designed to make user
interaction as intuitive as possible, they are new and to this time unknown to potential
users. In contrast, users have already been trained to use existing, typically password-based
methods to get access to WLANs. We therefore conducted two user studies to evaluate how
end-users react to our method and to discover potential issues, and one informal study from
the administrator point of view.

All subjects were office workers, either researchers from various fields or administrative
staff in an academic environment. They generally had extensive experience with typical
desktop applications and Internet usage, some also from a more technical point of view.

6.1 Study 1: Comparison to WLAN with captive portal and password authenti-
cation

Experimental design Our first study directly compared the end-user experience and satis-
faction between a currently deployed solution and our IPSecME research prototype. Subjects
were asked to get access to the respective WLAN with a standard laptop running Windows
XP. In our study, neither of the variants assumed any a priori information to be shared be-
tween the subjects, who acted as guests in a new environment, and the WLAN environment
itself. For simplifying the study, two laptops were used, one set to the WLAN ESSID of the
first, the other to the ESSID of the second network. When opening the web browser (Mozilla
Firefox) in the respective unauthenticated states, both displayed a captive web page with
instructions on how to gain access to the network.

The aim of this study was to compare usability and end-user experience, and therefore
subjects were not explicitly educated about the underlying principles and differences between
the methods. Specifically, they were not told that the existing method only authorizes their
laptop to access the network, while our IPSecME method additionally provides a secure IPSec
channel for all IP connections.

Figure 5a shows the WLAN captive portal web page used at Lancaster University. Users
can enter their normal network account details in the form of username and password to gain
access to the network. Guests new to this environment would not have such an account, and
therefore our subjects were asked to use one specific account and given the username and
password (12 randomized characters, mixed upper and lower case letters and digits).
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(a) Method 1: authentication with standard
network accounts

(b) Method 2: authentication with IPSecME

Fig. 5 Screen shots of respective captive web pages

Figure 5b shows the captive portal web page as displayed to unauthenticated guests by
our IPSecME WLAN gateway. This page simply allows to download the Java Webstart client
application as shown earlier in Fig. 4. The Relate dongles were already plugged into the
laptop, and subjects were told to follow the instructions on the web page. These instructions
proved to be sufficient for subjects to use IPSecME for gaining network access.

For finishing the defined task of accessing the Google web page using both methods, the
subjects required around 5 minutes on average. Measured variables were the number of errors,
required time to read the captive web page, and time from starting the respective first step of
authentication until successfully finishing it. For both methods, the investigator then closed
the browsers and asked the subjects to perform the same task a second time, simulating
subsequent network access, e.g. the next day of a visit. Variables were only recorded for the
first access, the second aimed at examining user satisfaction. Finally, subjects were asked the
following questions for both methods:

• I found the method easy to use for one-time access.

• I found the method fast to use for one-time access.

• I found the method easy to use for subsequent access.

• I found the method fast to use for subsequent access.

Answers to the above questions were a seven-point Likert scale with ratings from 1 (“strongly
agree”) to 7 (“strongly disagree”). Additionally, users were asked which method they liked
more and which method they felt was more secure. On the next page, i.e. only after answering
these questions, subjects were asked if:

• Were you aware that the IPSecME method provides encrypted connections? (Yes/No)

• Are you concerned about someone recording your Wireless Network usage (web sites,
email)? (Yes/No)
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(a) Password-based method:
authentication

(b) IPSecME method: reading
captive web page

(c) IPSecME method: authen-
tication

Fig. 6 Results: required times for gaining network access

Results Due to the complexity of the whole process of gaining network access and the large
underlying differences between the methods, study 1 was split into two phases.

A preliminary study with 15 subjects, 26.7% female, 73.3% male, was used to exploratively
discover issues in user interaction and understanding, and to refine the exact study procedure
and questionnaire so as to reduce any study bias towards either of the methods as far as
possible. As a result, we were able to improve the user interface for making the underlying
steps of IPSecME clearer. Especially the involvement and usage of the certificate is now
visualized in multiple places, as this turned out to be an unknown concept to many users.

The main study was conducted with 30 different subjects (non-overlapping with the pre-
liminary study), 40% female, 60% male. 80% had used the existing Lancaster WLAN before.
For the existing Lancaster password-based method, 2 subjects made 1 error during entering
the password and 3 subjects made 3 errors. For the IPSecME method, there were no user
errors at all, but for 12 subjects the Relate authentication protocol failed due to distance
measurement errors on the ultrasound channel and had to be repeated (we refer to [13] for a
more detailed description of false negatives in the protocol). In this case, users (on the client)
needed to acknowledge a dialog box stating that the protocol failed and the investigator (on
the authentication proxy) restarted the device authentication.

Figure 6 shows the times people took for reading the IPSecME captive web page (with a
mean of µ = 14.76 seconds and a standard deviation of σ = 14.58 seconds) and to complete
the respective authentication methods (µ = 40.95 and σ = 44.39 for the existing, µ = 36.63
and σ = 13.27 for the IPSecME method). For the existing password-based method, reading
times were negligable due to the high familarity of most subjects. In the direct comparison,
15 subjects preferred IPSecME, 4 preferred the existing method, and the remaining 11 had no
clear preference, but acknowledged advantages and disadvantages of both methods. Although
common tests for significance can not be applied in this case, it is interesting to note that all
5 subjects who made errors during typing in the password for the existing method preferred
IPSecME. 15 subjects felt that IPSecME was more secure (10 of which also stated that they
preferred IPSecME), 9 felt that the existing method was more secure, and 6 could not decide.
Without explicitly pointing it out, 14 subjects were aware of the fact that IPSecME provided
encrypted connections after authentication, and 16 were not. 24 were generally concerned
about anybody recording their wireless network usage when using insecure access methods.

For first time access, a Wilcoxon Signed Rank test does not show statistically significant
differences for either of the questions (see Table 1: a rating of 1 means “strongly agree”, 2
means “agree”, and 3 means “slightly agree”). However, there are statistically significant
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Question Access Median existing Median IPSecME z p <
“easy to use” one-time 2 3 -1.21 0.226
“fast to use” one-time 2 2.5 -0.81 0.42
“easy to use” subsequent 2 1 -3.85 0.0001
“fast to use” subsequent 3 1 -3.98 0.0001

Table 1 Results: rated answers to questionnaire and Wilcoxon Signed Rank test results

differences for subsequent accesses, indicating that our subjects rated IPSecME higher than
the existing password-based method for subsequent accesses both in terms of ease of use and
of speed.

Discussion The general impression of study 1 is that, even though IPSecME is a new and
unknown method and sometimes produces authentication errors that require a retry, our
subjects were comfortable using it for the first time and rated it similarly to the existing
method. For subsequent access, IPSecME is rated significantly better, which is unsurprising
due to the automatic reconnects within the lifetime of the certificate, compared to the need
for re-authentication on each access using the existing method.

When accumulating reading and authentication times, IPSecME takes on average about
10 seconds longer, but it can be argued that reading the web page is a one-time task, while
the authentication process itself is quicker. Our subjects seem to implicitly have taken this
into account, as IPSecME was rated only slightly lower in terms of one-time authentication
speed.

From additional, informal answers given by the subjects, we found that this convenience
provided by installing a certificate on the client machine is seen as a major advantage. In
the preliminary study, a few users expressed concerns about running additional software (the
IPSecME client application) on their machines, while this did not appear as an issue in the
main study. This is presumably due to improvements in the user interface to more clearly
indicate what the client application does and how the certificate is being used.

6.2 Study 2: Selecting real-world devices with a spatial GUI

Experimental design The second study examines our method from the authentication
proxy point of view and investigates how well people deal with our spatial selection method
and user interface. 30 subjects were seated at a specific place in front of a meeting table
and asked to use a laptop with 15” display, mouse, and attached Relate dongle for selecting
different devices using our spatial user interface.

Figure 7 shows the two investigated settings with slightly different placement of the other
5 devices that were equipped with Relate dongles. Every device had its number printed on
the case and clearly visible to the subject. To alleviate the influence of a training bias, an
initial task used setting 1 for training purposes. With only devices 2 and 4 present, the
procedure for the following tasks was explained: after the investigator mentioned a device
number, the subject should select the corresponding device icon in the spatial user interface
by right-clicking on it and then clicking on the pop-up menu item. Actions and errors were
not recorded for the training task of selecting device number 4. Figure 8 shows the simplified
placement of devices 2 and 4 and the spatial user interface as it was seen by the subjects.

To focus on the spatial selection, our user interface uses the same icon for all devices
and does not show any identification information; the only textual information shown is the
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Fig. 7 Placement of devices on the table and in the spatial user interface

respective measured distance to the device. Therefore, different positions are the only distin-
guishing criteria. Informally, we discovered that subjects did not use the printed distances as
an aid, but mostly the placement of the other devices relative to each other.

The task was for subjects to select 4 different devices, 2 in each setting. First they were
asked to select device 2 followed by device 5 in setting 1, then device 1 followed by device 3 in
setting 2. While changing the setup from setting 1 to setting 2 by slightly moving the devices,
subjects were able to watch the laptop screen and follow the movement in the spatial user
interface. Figure 7 also shows the respective spatial user interfaces.

An additional task was used to investigate correlations between the ability to estimate
distances to and between real-world objects and perceived difficulties in mapping spatial
relationships with our user interface. Subjects were asked to estimate the distances:

• between themselves and the door (2.60 m)

• the width of the door (1m)

• between devices 2 and 3 (1.45m)

• the width of the table (2.8 m)

The absolute distances between the estimates given by the subjects and the real distances
were accumulated for each subject. In addition, the investigator asked how easy the subjects
found the mapping task (rating 1 to 7). The whole study took around 7 minutes per subject
on average. Measured variables were the time from when the investigator named the real-
world device until the subject right-clicked on the correct item in the spatial user interface
and the number of errors until the correct device was selected.
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Results 30 subjects, 23.3% female, 76.7% male, participated in the second study. 25 of
these subjects are researchers in computer science, 1 is a researcher from a different area, and
4 belong to the University administrative staff.

Figure 9 shows the measured times the subjects needed to select the correct devices. Mean
times for task 1 were µ = 3.2 with σ = 1.91, for task 2 µ = 3.39 with σ = 3.34, for task 3
µ = 2.89 with σ = 1.77, and for task 4 µ = 2.58 with σ = 1.19 seconds. The numbers of
subjects making errors were, for each of the tasks, 2 (with 1 error per subject), 1 (the subject
made 2 errors at this task), 1 (only 1 error), and 0, respectively, and the errors are fully
disjoint, i.e. made by 4 different subjects. All 4 subjects who made errors answered that the
tasks were easy to perform.

We performed three tests to examine statistical correlations:

• The hypothesis of a correlation between the subjects making any error during the map-
ping tasks and their answer to the question on ease of use was neither accepted not
rejected with statistical significance. This is an expected results considering the gener-
ally low error rate.

• The hypothesis of a correlation between the accumulated absolute error of distance
estimates and the the subjects making any error during the mapping tasks was also
neither accepted not rejected with statistical significance.
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• For the third test, the accumulated absolute errors were classified into two groups:
[0; 1] m and ]1; inf[m. A Mann-Whitney test shows a correlation with the answer to the
question on ease of use with U = 49.5 and p < 0.08. Therefore, people who were better
at estimating real-world distances found the task easier to perform, which matches
intuition.

Discussion Due to the small error rate, we can not quantitatively characterize the errors.
One likely influence seems to be a training effect, because two subjects made an error during
task 1, one subject each in tasks 2 and 3, but there were no errors during task 4. There
were two surprising findings: First, that task 2 took on average longer than task 1, which is
contrary to any learning effect. One possible explanation is that the target device in task 2
was to the left of the subjects and most probably outside their primary field of sight when
facing straight; they had to turn slightly to find it. Additionally, the device was smaller (a
PDA instead of a laptop). Second, that setting 2 seemed to be generally easier for subjects
than setting 1, although it contained partial occlusions of devices from the subject point of
view. The most probable explanation is that people can more easily deal with clusters of
small numbers than with a homogeneous group of a large number of devices. In setting 2,
there are two clusters, 3 devices to the left and 2 to the right, and the numbers of devices are
small enough so that people did not need to count for selecting the target device.

The single outlier with a large time in task 2 was caused by the subject who made 2 errors
in the same task.

6.3 Study 3: Comparison from an administrative point of view

Another important aspect of wireless network access is its administration and management.
Our third study examines IPSecME from an administrator’s point of view. With informal
demo and interview sessions, we explained our approach to the two network administrators
responsible for the Computing Department at Lancaster University.

In an interactive questionnaire, both administrators stated that the currently deployed
system was problematic for spontaneous guest access; although the creation of guest accounts,
e.g. for meetings hosted at the department, was supported, it was a cumbersome and slow
process that was unsuitable for spontaneous access. Standard practice is therefore for the hosts
to either share their password or enter it at the guest’s mobile device to grant access, both of
which is questionable in terms of network security. An additional issue is that MacOS/X and
Linux users are not well supported by the policy of periodic password changes. When not
logging on to the Windows domain but only to the wireless network, passwords can not be
changed and thus expire, forcing users to find a Windows client to re-gain wireless network
access.

Although no clear preference for permanent, registered users has been mentioned, the ad-
ministrators would prefer IPSecME over the current system for managing guest access. The
major two reasons for this preference are security and spontaneous access. Security is im-
proved by creating client-specific X.509 certificates on the fly for network access, and guests no
longer need to use access credentials of registered users, which significantly improves account-
ability. Spontaneous access for clients is made easier by allowing local administrators, hosts of
meetings and events, or secretarial staff to quickly grant network access while restricting it to
specific guest devices, instead of having to interact with centralized authorization databases.
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7 Discussion

The concept of an authentication proxy is generally applicable to arbitrary ways of authen-
tication via shared context, and NiaB has already shown that the use of a special instance
of an authentication proxy with infrared works well. It has yet to be investigated how well
this concept integrates with other options such as cameras or microphones for sensing shared
context. Our software [10] has been designed to make the context authentication protocol
exchangeable. It is a simple task to change our application to use IrDA like in NiaB, for
example, or to use something different like authentication over an audio channel [4] or with
mobile phone cameras [15]. Even though practical applications have not yet made use of
authentication proxies in those cases, we do not anticipate any major obstacles.

There are also other options for implementing the secure channel after successful authen-
tication. In this work, we use the well-known IPSec protocol, but the different TLS suites,
IEEE 802.1x, or IEEE 802.11i are also considered to be secure protocols and may be more ap-
propriate for different application scenarios. Securing WLANs has been chosen as a scenario
due to its practicality and wide applicability. By leaving the WLAN itself open and pub-
licly accessible, we can provide public services usable without authentication, and additional
access to authenticated users. We already use this possibility to deliver the authentication
application to new clients, thus making it unnecessary to require any pre-installed software.
This combination of two (or multiple) levels of service is more difficult to achieve with IEEE
802.1x. For purely spontaneous interaction, IPSec transport connections can be used between
just two hosts instead of tunnel connections for securing all traffic a host generates.

For trust delegation, there are again multiple possibilities. In our application, we rely on
standard PKI techniques, but shared passwords, OpenPGP keys, or even hardware tokens
are other examples that can be used with the same concept. The decision of using online or
offline relationships between the service and the authentication proxy is also highly dependent
on both the application and the trust model. If the trust model allows delegation of trust,
then an active authentication proxy can have distinct advantages, especially when a wireless
connection to the actual service is not available ubiquitously. The trust relationship then
allows pre-authentication of a client to the service, via the authentication proxy, even before
any wireless contact to the actual service is possible. This gives more freedom in performing
the authentication, because it can be done at any time for later use. Our application demon-
strates this by pre-authenticating IPSec connections for accessing a private network securely
over an otherwise public WLAN or from the Internet. This use of IPSec connections is often
termed “road warrior” support, because the home network can be accessed from anywhere.

The security of our approach builds upon three parts: First, our context authentication
protocol is considered secure against known attack scenarios; it uses multiple rounds of an
interlock protocol to verify that only a device at a specific relative position can successfully
authenticate. Ultrasound sensing is used as a side channel for transmitting information,
in a way that is tightly interwoven with the spatial relationship between devices and that
prevents man-in-the-middle attacks on the wireless channel (see [13] and [12] for a more
detailed analysis). Second, IPSec as a protocol for secure channels is currently considered as
one of the most secure standards. Third, well-known PKI techniques delegate trust to the
context authentication proxy. We explicitly point out that the security of our proposed use
of authentication proxies relies on the physical security of the proxy devices; when attackers
can access these proxies physically, they can access resources as defined by the respective
trust model. This is not a new restriction — the security of most protocols relies on physical
security of some of its components. An active authentication proxy, like the PDA in our
example application, might be small and mobile, and thus even more care needs to be taken
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to protect it.
When comparing our method with others from a user point of view, we need to distinguish

two different aspects. One is the ease of use for gaining access to a protected WLAN. Our
user study presented in Section 6.1 shows that spatial authentication compares favourably
even to a method already known to and used by the subjects, mostly because of forming a
longer-lived security association that can be re-used for subsequent network access.

The second aspect is to establish secure IPSec connections, which is not supported by the
standard password-based approach, and thus not currently used by most subjects. Due to
this lack of real-world comparability, we only have anecdotal evidence that IPSec connection
set-up is significantly eased by our use of an active authentication proxy: For comparable
security using e.g. the web administration interface of Gibraltar firewall, an administrator
first needs to log in and navigate to the certificate management module (4 steps), create a
new certificate for the client (10 fields in a web form), and download it. Then this certificate
needs to be imported on the client machine (manual transfer of the file, e.g. with a USB
storage device, followed by 14 steps under Windows XP) and an IPSec connection needs to
be created (8 steps with the Windows XP wizard). In contrast, using our demonstration
application, a new client needs to start the application (1 step, Fig. 4a), an administrator
needs to spatially select the client device (1 step, Fig. 4b) and enter the certificate details
(2 fields, Fig. 4c). After automatically transmitting the new certificate to the client and
importing it, the user only needs to start the IPSec connection (1 step, Fig. 4e). Intuitively
it seems clear that it is a considerable improvement over manual configuration. By explicitly
assigning the authentication proxy an active role, the end user is relieved from dealing with
the connection set-up details at all. This combines into a single step two tasks that are
usually separate: the selection, often called identification, of a device followed by a proper
authentication, and the authorization to use some service. We argue that only one step,
namely deciding about authorization, is necessary from an administrator point of view and
that the authentication step should be made implicit for spontaneous interaction to become
viable.

It might become difficult to distinguish devices on the visualized map when too many are
presented at once. However, in our user study this did not appear as a problem, and the issue
would be implementation specific and is not inherent to the concept of an authentication
proxy. We point out that the use of spatial reference for context authentication assumes the
availability of appropriate sensors, either built into a device, or attached to it. For example
in a meeting scenario, spatial reference is a generally useful tool [9] and using it for granting
temporary access to resources – with the approach described in this article – thus integrates
seamlessly. In other scenarios, ultrasound sensing might not be readily available for current
mobile devices. Although our USB dongles make it easy to attach them, it is an additional
step that needs to be done. But, as mobile devices begin to include more sensors, context
authentication will be more easily possible in the near future.

8 Conclusions

In this article, we argue that context authentication is more intuitive then typical password-
or certificate-based methods, especially for spontaneous interaction. The example of setting
up secure WLAN connections shows clearly that these often-used methods do not scale with
regards to the number of wireless connections used by a single person. A direct comparison
between the number of steps that need to be executed by a user and an administrator for
creating such a secure connection between a password-, a certificate-, and a context-based
authentication procedure is obviously biased; our demonstration application has been designed
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specifically to make this as easy as possible, while other methods are usually not aimed
at supporting spontaneous interaction. Nonetheless, practical experience shows that those
WLANs where simple, spontaneous interaction is desired, such as WLAN hot spots in hotels
or airports, either do not use any authentication at all or tend to be seen as awkward by
most users. Context authentication allows to provide secure wireless connections without
demanding user attention “just for security”. Our main contribution is the general concept of
a context authentication proxy, which allows devices to use context authentication when they
can not actually experience the same sensor values for any suitable aspect of context. A first
demonstration application implements this concept for a prominent example, namely WLAN
access. The fact that other projects have also approached this scenario shows the practical
importance of the problem.

Compared to SWG, we benefit from the use of certificates to provide better security for
larger scenarios, where re-keying of the whole system to disable access for a single client is
not reasonable. We extend the results of the NiaB project in three areas: First, by making
the context authentication proxy active, we give both the clients and the administrator more
flexibility in the authentication process. By running a CA on the proxy, the decisions about
authentication and authorization can be condensed into only one spatial device selection step
to improve ease of use. Second, the proxy is made mobile and supports offline authentication
where connectivity to the target network is not available. Third, ultrasound sensing provides
more fine-grained selection of devices, and the same granularity is used in the spatial authenti-
cation protocol. This allows multiple devices in the same area to be distinguished better, e.g.
to grant temporary network access in a meeting scenario with multiple laptops and PDAs on
one desk. With an infrared channel like the one used in NiaB, there is no protection against
active man-in-the-middle attacks. Therefore, the context authentication needs to be run in a
secure environment where such attacks are prevented by organizational restrictions (e.g. that
only one device is allowed to enter the authentication room at any time). With our proposed
spatial authentication protocol, context authentication is secure even in public and untrusted
environments.

Complete source code of our client and proxy implementations is available at http://
www.openuat.org/spatial-ipsec-proxy, including configuration files for the gateway using
Gibraltar firewall and using OpenWrt.
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Abstract

Security and privacy in mobile ad-hoc peer-to-peer environments are hard to attain,
especially when working with passive objects (without own processing power, e.g.
RFID tags). This paper introduces a method for integrating such objects into a
peer-to-peer environment without infrastructure components while providing a high
level of privacy and security for peers interacting with objects. The integration is
done by associating public keys to passive objects, which can be used by peers to
validate proxies (peers additionally acting on behalf of objects). To overcome the
problem of limited storage capacity on small embedded objects, ECC keys are used.

1 Introduction

Currently, mobile ad-hoc networks (MANETs[3]) are a highly active research
topic with many publications covering different aspects of this inter-disciplinary
field (e.g. [17]). These aspects include, but are certainly not limited to, hard-
ware (e.g. size, rugged design, power consumption, communication), software
(e.g. operating system/platform, communication protocols, memory usage),
interaction (e.g. interaction models, HCI aspects), security and application
issues. In this paper, we will focus on privacy and security aspects of ad-hoc,
peer-to-peer networks.

The SmartInteraction project is an approach to interact with persons,
things and places in a natural and non-obtrusive way. As for example people
meet each other, their “interaction profile” is mutually compared in analogy

1 This work has been developed in cooperation with Siemens CT SE2, Munich

c©2003 Published by Elsevier Science B. V.
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to their natural, automatic choice of sympathy. Following the vastly suc-
cessful way of human interaction, the Peer-to-Peer (P2P) paradigm is used
for direct communication among all participating devices. This offers com-
plete device autonomy, independence of central authorities and reliability due
to redundancy. Within the SmartInteraction project, this principle is even
taken one step further by also being independent of any common communica-
tion infrastructure: we utilize solely ad-hoc wireless networks, currently either
IEEE802.11b Wireless LAN (WLAN ) or IEEE802.15.1 Bluetooth (BT ). To
match the flexibility of the P2P approach, local profiles describing the device
capabilities, user attributes and preferences are kept on every peer. Upon
spatial contact with other peers, these profiles provide the base for match-
ing user interests and determining further coordination. Additionally, context
constraints defined in profiles provide the necessary context awareness for
ubiquitous applications; different situations, identified by context parameters,
demand different behavior. As in any ubiquitous system, privacy and secu-
rity are major concerns and are taken seriously by utilizing active and passive
privacy control backed by strong cryptography. This paper does not aim to
develop new cryptographic algorithms or novel security protocols, but instead
utilize and combine well-known and secure techniques. However, we were
unable to find protocols or methods for securely integrating passive objects
without own processing capabilities into a P2P infrastructure. As this is an
issue in our project, it was necessary to develop a method to secure remote
proxies that act on behalf of passive objects; this is the main contribution in
the present work.

This paper is organized as follows: In section 2, we start by shortly ex-
plaining the hard- and software environment the SmartInteraction project is
situated in, including our definition of (passive) objects. Section 3 then gives
an overview of related work, while section 4 presents our approach to P2P pri-
vacy and security between powerful peers. An improvement to this approach
to securely integrate (passive) objects with powerful peers – the main contri-
bution – is presented in section 5. After that, we give a short conclusion and
an outlook on our planned future research in section 6.

2 Environment

The SmartInteraction project aims to provide a flexible framework for ad-
hoc, mobile P2P interaction of multiple, heterogeneous devices. A software
framework has been developed which handles many aspects of ad-hoc, P2P in-
teraction and therefore allows the efficient construction of applications in this
fast-growing domain. This paper focuses on security aspects of the framework,
which is able to run on a wide range of platforms (peers); the only require-
ment is a Java 1.1 compatible JVM and arbitrary communication technology.
However, we also want to integrate devices without any processing capabilities
(objects) into the P2P interactions.

2
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2.1 Peers

For fully distributed, instantaneous, ad-hoc P2P interaction, processing capa-
bilities are required on each interaction partner. These so-called peers can run
our software framework, which allows them to discover and communicate with
each other. Possible platforms for peers are standard servers (especially for
remote proxy peers, described in the next section), notebooks, sub-notebooks,
handhelds, PDAs or even mobile phones. Small, mobile devices will normally
have limited resources such as processing power, RAM or storage capacity,
but they are nonetheless capable of securing their own communication with
strong cryptography (see appendix A).

2.2 Objects

As already mentioned, we do not want to restrict ourselves to only integrating
peers in the P2P interactions, but we also want to have objects participating.
In our environment, we define an object in the following way:

An object is passive with regards to to executing custom code, i.e. it does
not have processing power that could be exploited to run parts of a custom
software. Objects are required to have a unique identification number (ID).

This definition does not exclude objects having a CPU and carrying out com-
putations. Thus, the following devices are examples for objects in our defini-
tion:

• RFID (Radio Frequency Identification tags [7]): These are either passive
(powered by the interrogator) or active (with own power supply), via RF
(Radio Frequency) accessible small memory devices, which are available for
a broad range of applications from multiple vendors like Identec Solutions,
Inside or Texas Instruments. An Identec iD-2 tag and the i-CARD PCMCIA
reader are shown in Fig. 1.

• IrDA (Infrared Data Association) beacons: These are active devices, peri-
odically sending infrared packets that can be received by any device with a
standard IrDA port (e.g. notebooks, PDAs, mobile phones). IrDA beacons
have already been deployed on larger scale for various applications (e.g.
[19]).

• Bluetooth (IEEE 802.15) devices: There already exist many Bluetooth de-
vices with own processing power which could be peers in our definition.
But even Bluetooth devices without own processing power can be used as
objects by utilizing their MAC address as unique object ID.

As those devices, especially the RFID tag technology, become smaller with
each generation, embedding them into real-world objects (e.g. food packag-
ing, clothes 2 , books, posters, doors or any other tangibles 3 ) allows those

2 Benetton recently adopted Philips RFID technology for ’smart’ labels
3 Tangible interfaces try to give physical form to digital information[10].
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real-world objects to take part in interactions within the SmartInteraction
project, creating a digital representation of the real-world object. This digital
representation can accomplish any appropriate task to support the real-world
interaction, e.g. offering detailed information on food nutrition or allowing
to place reviews on a book borrowed from a public library. There are two
possibilities for integrating objects into a P2P interaction environment that
allow peers to interact with objects:

• Local proxies: One possibility is to keep the actual data on the objects
themselves (e.g. on a RFID tag’s custom data storage area) and process it
on the peers that wish to interact with the objects. On the peers, a wrapper
acts as local proxy for the object, performing all computations and possibly
also modifying the data on the object.
The obvious disadvantage is that a wrapper for each type of application
and type of object must be installed on each peer that wishes to interact
with those objects. Furthermore, Securing objects is virtually impossible
when peers are allowed to modify the object’s data (e.g. posting reviews on
a book), because the objects themselves, having no processing capabilities,
are unable to control access to that data.

• Remote proxies: The other possibility is to only keep a unique ID on the
object itself and set up remote proxy peers that act on behalf of the objects.
When detecting an object, an ordinary peer will store its ID and try to
find a peer which represents that object, i.e. which is a remote proxy peer
for this ID (synchronous proxy interaction). When no peer currently in
range claims to be responsible for the object ID, it will start the interaction
as soon as one becomes available (asynchronous proxy interaction). This
allows very flexible interaction patterns between peers and objects (repre-
sented by proxy peers) because the proxy can be arbitrarily complex. More
importantly, we are able to guarantee object privacy and security with this
scheme, which is our main contribution in this paper. We would like to
point out that the distinction between an ordinary peer and a proxy peer
only stems from the applications running on them; the underlying frame-
work is equivalent on both, the proxy peer just declares to be responsible
for certain object IDs. The different terms are only used to distinguish both
sides of a P2P communication in protocol explanations.
However, the disadvantage is that an additional peer is needed for the in-
teraction. For some applications, a hybrid scheme may be appropriate:
read-only data could be stored directly on the object to communicate first
information and a remote proxy could be available for further, more flexible
interaction.

For the SmartInteraction project, we decided that the flexibility and security
of the remote proxy approach outweighs the disadvantage. Therefore, in the
remainder of the paper we will only talk about this method.
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(a) iD-2 (b) i-CARD

Figure 1. Identec RFID hardware

3 Related Work

To the best of our knowledge, this is the first attempt to bring up the topic
of securely integrating passive objects in an ad-hoc, P2P environment.

Like Frank Stajano pointed out, it is not possible to provide a certificate
authority (an online server for all peers) for authentication in a highly dy-
namical, ad-hoc P2P environment[18, pages 85ff]. Additionally, he suggests
to exchange all information which is needed for security measures (certificates,
keys) during the bootstrap phase like our system does[18, pages 91ff].

The Freenet project[2] was probably one of the first projects to integrate
high-standard privacy and security in a completely distributed P2P architec-
ture.

Marc Langheinrich described a privacy awareness system integrated into
an ubiquitous computing environment[13], building on the P3P standard by
the W3C (World Wide Web Consortium). The difference to our system is that
it depends on infrastructure components whereas our approach is completely
based on the P2P paradigm.

The W3C published another recommendation for implementing XML sig-
natures[5] that provide integrity, message authentication and signer authenti-
cation for data of any type.

Additionally, there are numerous papers about security measures for RFID
technology, which focus on the physical layers[16] (e.g. preventing denial-of-
service attacks). Security in sensor networks is currently also a very active
research topic (e.g. [15]).

This paper builds upon well-known methods, but integrates passive ob-
jects into a fully distributed P2P security concept, which differentiates it from
previous publications.
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4 Privacy and Security in mobile ad-hoc networks

4.1 Motivation

For pervasive computing environments in general, security is an important
issue because the possibilities for attacks are enormous. Mobile devices like
notebooks, PDAs or mobile phones usually carry important data like the user’s
phone numbers, calendar, notes and other private data (cf. [18]). Following
the Code of Fair Information Practices (FIPs)[8], any information processing
system (mobile ad-hoc P2P systems are in essence only information processing
systems) must assure the reliability of data and prevent misuse (principle 5:
security). In addition to ensuring this required data security and reliability,
our privacy control addresses principle 1 (openness) and partially principle 3
(secondary usage) with our concept of active privacy. Principles 2 (disclosure)
and 4 (correction) require organizational precautions in our environment and
are thus not covered by this technical solution.

The core objective in this approach is to provide a high level of privacy
and data security to the users of mobile, ad-hoc P2P systems, not the secure
authentication of users to infrastructure components or any other application
that is not focused on the user’s own privacy. Therefore, all decisions and
policies concerning privacy and security should be local to the respective peers
that participate in some secure environments.

Basically, there are two different aspects of privacy from the user’s point
of view, to be tackled with two different privacy policies:

• ”Passive” privacy: The goal is to shield the user from incoming information
and only present desired messages. As we are all inundated with infor-
mation, protection has become a necessity. By means of profile matching
(to match interests and preferences), the SmartInteraction Framework al-
ready provides good shielding to the user, but it can be enhanced by using
authentication information in the shielding process.

• ”Active” privacy: The goal is to filter outgoing information and only allow
non-private information to leave the peer. One possibility to implement it
is to allow a fine-grained definition of ”access control” in the local peer’s
profiles and to use authentication information to determine the level of trust
in other peers.

In this paper, by the term ”privacy control”, we describe the active software
component that actually makes the decisions on active and passive privacy - it
determines which messages are allowed to be sent or received. With the term
”privacy policy”, we describe the set of rules and preferences a user defined
for the mobile device - they will be enforced by the privacy control.
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4.2 Peer-to-Peer Security

Communication between ordinary peers is based on XML-messages. Conse-
quently, it is necessary to secure those. This is accomplished with a hybrid
system similar in design to PGP which uses both symmetrical (with session
keys) and asymmetrical encryption (with private/public key pairs) and digital
signatures for authentication.

Our current architecture uses well-known techniques, featuring a very high
privacy and security level while operating in an ad-hoc P2P environment and
retaining maximum autonomy of peers:

• Use of hybrid encryption.
Symmetric encryption: To comply with the current best practices,

it is advisable to use Rijndael, the AES winning cipher, as the symmetric
cipher: it is secure, well-analyzed and fast (the speed penalty compared to
RC6 is tolerable, cf. table A.1). In this document, Rijndael will simply be
named AES. However, there are some doubts on the security of Rijndael[4],
which are currently only theoretical. AES ciphers have a block size of 128
Bit and possible key lengths of 128, 192 and 256 Bit, but some (including
Rijndael) are capable to use keys with a higher length (and can therefore
be adapted to a higher security level).

Asymmetric key management:
· RSA: RSA has the main advantage that it can be used for creating digital

signatures as well as for asymmetric encryption, requiring only one keypair
for each role.

· EC ElGamal/ECDSA: Elliptic curve cryptography (ECC) variant of the
ElGamal key exchange algorithm. ECC keys offer the same level of secu-
rity as other methods with significantly smaller key sizes[14] (e.g. 163-bit
ECC in contrast to 1024-bit RSA). However, it seems to be generally
slower.
Digest generation: For computing digests of messages, the standard

SHA256 algorithm is used. Digests are generally created over the whole
XML message and then signed with the private key associated to the re-
spective role that sent the message.

• Use of the X.509v3 standard for issuing and validating certificates.
For proving the authenticity of (public) keys and their association to roles,
certificates are needed. These certificates are issued by certificate authori-
ties (CAs) and bind the public key to the role description, digitally signed
by the private key of the CA. For mutually authenticating peers that do
not know each other directly, certificates seem the best option. However,
since a single, hierarchical PKI poses many security risks[6], we opt to not
depend on one. Instead, we will utilize multiple, independent CAs that
are completely autonomous (there will be no hierarchical structure between
CAs) as well as webs of trust between users.
X.509v3[9] is a well-established standard for certificate formats and is, among

7



Mayrhofer et al

others, used for SSL/TLS and S/MIME. Therefore, it is used far more of-
ten than OpenPGP as a mere certification standard (outside the domain
of email and Usenet net news). There are various free implementations for
handling X.509v3 certificates (e.g. OpenSSL, SUN Java JSSE), including
Java libraries. The main advantage of X.509v3 is the possibility to define
arbitrary fields in the certificate, which can be used to add meta-data (e.g.
adding the department in addition to the company name). Although this is
also possible with OpenPGP, it would need to be done application-specific –
X.509v3 offers this in its standard form. Additionally, X.509 supports Cer-
tificate Revocation Lists
· Certificates can be issued by multiple CAs and each device can store

multiple independent certificates for the different roles of its user.
· Key pairs, role certificates and CA certificates are transferred to the device

in a bootstrap phase.
· Certificates are exchanged between peers before actual data is transferred.

When an ordinary peer wants to use authentication or encryption to
communicate with another peer, both have to exchange their profiles.
Therefore, certificates are automatically embedded in the first message
(cf. Fig. 4, step 5).

• All verification, validation and authentication decisions are made locally
and autonomously by each peer. In a mobile P2P environment we can not
rely on an infrastructure with central servers that are constantly available;
thus the devices are forced to be completely autonomous. This not only
enhances the privacy of users by keeping important decisions local, but also
allows to produce a detailed log of which personal data was sent to whom.

Although our current work concentrates mostly on mutual authentication of
peers via certificates, signed and encrypted messages, the privacy control
should be able to intervene with all parts of the framework. One example
would be to completely turn off the radios of all wireless communication chan-
nels on the hardware layer, becoming fully invisible to other peers.

5 Integration of objects

5.1 Problem description

When trying to integrate passive objects (according to our definition in sec-
tion 2.2) into a security infrastructure, a number of problems arise. The main
cause is that an object is, due to not having any processing power, unable to
perform any authentication – neither authenticating itself nor verifying the
authenticity of other peers. In Fig. 2, the interaction with an object is de-
picted. After detecting an object O in range, the ordinary peer A will search
for a proxy peer B which claims to be responsible for O. Because no direct
interaction between O and A is possible (A can only detect O and read it’s ID
and possibly some custom data), all authentication will need to be performed
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Figure 2. Communication between an ordinary peer and an object via a remote
proxy

between A and B. As already mentioned in the architecture description, we
can not depend on a single trusted third party like a CA to certify A and B
and therefore the validity of B’s responsibility for O. In real-world scenarios
it will be virtually impossible to pre-authenticate A and B (without a single
trusted third party) via a web of trust. Thus, it would be possible for an
attacker E to claim responsibility for objects (by setting up a remote proxy
for the respective IDs) she/he doesn’t own, opening up a number of security
threats such as:

• Interception of data: When A tries to send private data O, E could easily
intercept this data by pretending to be a valid proxy for the respective
object.

• Forgery of data: E could send forged data to A, pretending to be legitimately
representing O and thus exploiting A’s possible trust in O.

• Tracking of users: E could construct a proxy peer claiming to be responsi-
ble for all objects in some geographical area and capturing and logging all
communication requests. Since ordinary peers will try to contact proxies
when interacting with objects, they will also contact E as pretended proxy.
E can then track the movement of peers in the geographical area, which
can be seen as a severe threat to the privacy of ordinary peers (cf. [16,
section 4.1]).

A has, in this situation, no possibility to distinguish between the claims of B
and E as depicted in Fig. 2.

In the following, we present a solution to these privacy threats. However,
due to the nature of our project environment, it is inherently impossible (on
this level) to prevent against one additional threat, which we also want to
describe: An attacker could place an object P (or multiple objects) and a cor-
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Figure 3. Secured communication between an ordinary peer and an object via a
remote proxy

rectly associated proxy peer E in spatial proximity to the real object, gaining
a reasonable chance that ordinary peers will find P instead of O and thus con-
tact E instead of B. This “physical attack” can not be overcome with software
tools (cf. [18]). However, this sort of attack can successfully be prevented by
using certificates to authenticate B, as described in section 4.2. A can then
validate the authenticity of B and thus refuse to connect to E when it does
not provide a valid, accepted certificate.

Finally, we want to note that it is not necessary to protect against mali-
cious ordinary peers on this level. When the proxy peer is trusted, attacks
by ordinary peers can also be inhibited using the techniques described in sec-
tion 4.2.

5.2 Solution

Our proposed solution is to store a public key on the object itself, and the
associated private key on the proxy peer that is responsible for interacting on
behalf of the object. As depicted in Fig. 3, O stores a public key in addition
to its ID. This key is either an EC (elliptic curve) or RSA key, depending
on the available storage area for custom data. The reason for choosing EC
ElGamal/ECDSA[12,1] as asymmetric algorithms is that keys with a signifi-
cantly smaller size offer the same level of security, compared with RSA. On the
Identec i-D2 active RFID tags, there are only 64 Bytes available for storing
the public key. Table 1 lists the sizes (in Bytes) of public keys in (binary)
DER[11] encoding, generated with the openssl library 4 . When using 160 Bit

4 The openssl cryptographic library offers a wide range of symmetrical and asymmetrical
algorithms, including certificate authority functionality, and a command line interface for
accessing them. It is freely available at http://www.openssl.org/.
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Algorithm Parameters Key size

RSA 1024 Bit modulus 162

DSA 1024 Bit prime 442

EC secp160r2 curve 64

Table 1
Public key sizes

Figure 4. Initiating an interaction between a peer and an object via a remote proxy

prime fields for EC, which is considered to be comparably secure as using a
1024 Bit long modulus for RSA (e.g. [14]), the public key will fit perfectly
into the objects’s custom storage area, even in a standard encoding format. If
more storage is available on the used object technology, standard RSA public
keys can be used for better run-time performance.

The respective private key (regarding the public key stored on O) belongs
to B and is kept there. When reading objects in range, A stores all public
keys in an internal table, associating them with the object IDs from which
the public keys were read. This table then allows A to decide locally and
autonomously if a proxy peer that claims to be responsible for O is valid.

Protocol description
• All messages from an ordinary peer to a proxy peer (from A to B) are AES-

encrypted with a temporary session key. Using the public key from the
internal table (the public key stored on O), A can send the session key to
B utilizing either EC ElGamal or RSA.

11
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• All messages from a proxy peer to an ordinary peer (from B to A) are signed,
either with ECDSA or RSA using the private key stored on B. A can then
verify all messages received from B for integrity and validity using the public
key from its internal table. This includes the announcement messages (cf.
Fig. 4, step 2) sent by B. Thus, E can not send messages that A considers as
valid, not even the announcement message where E claims to be responsible
for O.

• Further security measures to obviate other attacks can be applied one pro-
tocol level higher. On this level, the communication is transparent to both
involved peers and can thus be handled as it would be between two ordinary
peers, including the use of certificates for authentication. Our protocol on
this level is shown in Fig. 4:

Step 1 An ordinary peer A finds passive objects (AB1, AB2 and CE1) and stores
their IDs and public keys (EC ElGamal/ECDSA or RSA) in a local table.

Step 2 Proxy peer B sends a signed advertisement to A where it claims respon-
sibility for a set of passive objects (AB*).

Step 3 A compares the advertisement with the entries in the local table and
reports successful matches (AB1 and AB2) to B, thus notifying the proxy
application of the actual object IDs it should act for.

Step 4 Exchange of all needed certificates between A and B (with RSA keys).
Step 5 Finally, secure communication between A and B on behalf of AB1 and AB2

is possible. Messages are fully signed and encrypted in both directions,
using the RSA keys from the exchanged certificates (equivalent to normal
interaction between ordinary peers).

It is important to note that B does never send a cryptographic key (neither
a temporary, symmetric session key nor an asymmetric public key) to A until
the certificate exchange; A either generates the key (the session key for AES
encryption) or uses the public key that was read from the object, fulfilling our
requirement of autonomy. Thus, it is impossible for E to spoof messages from
O and to read messages destined for O. However, this holds true only if two
assumptions are fulfilled:

• The private key belonging to the public key stored on O is only stored
on B and kept safe. As this is a standard requirement for the usage of
private keys, it is a matter of physical security of B. In a typical scenario,
the remote proxy peers will either run on trusted embedded devices or on
tightly controlled servers, allowing to secure the key.

• The public key stored on O can not be changed by E. This is usually guar-
anteed with read-only objects that can be written only once (e.g. fuses in
RFID tags) or by password-protected write access to the objects. Practi-
cally, this places no restriction on the possible scenarios because only the
physical object needs to be read-only, not its virtual counterpart (repre-
sented by the remote proxy). With the virtual representation in the P2P
environment, any interaction is possible, including operations that modify
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data on the remote proxy, associated with the physical object.

We want to point out that this solution will not be able to provide complete
privacy and security on its own, it has to be seen as an addition to the standard
methods described in section 4.2. However, without an addition, a secure
integration of objects as defined in section 2.2 does not seem to be possible.
When both layers (as laid out in this paper) are used, we are now able to
provide a high level of privacy and security, even in this difficult environment.

6 Conclusions and Future Work

We have introduced a method to securely integrate passive objects (basically
re-sourceless peers with a unique identification number) into an ad-hoc P2P
environment. After introducing the SmartInteraction project and defining the
term ”object” in the context of this project, a method for transparently inter-
acting with objects which do not have their own processing power has been
given; the most flexible approach for such an interaction is via remote prox-
ies that act on behalf of the objects and are themselves peers. The problem
with this kind of interaction via a remote proxy peer (responsible for a list of
objects identified by their ID) is that three parties are involved in the authen-
tication process: the object, the ordinary peer (which seeks to interact with
the object) and the proxy peer (which differentiates itself from an ordinary
peer only by claiming responsibility for objects). Because the object does not
have the ability to actively participate in the authentication process, the or-
dinary peer must use locally available information to verify the authenticity
of all proxy peers that claim to be responsible for the object. Our solution
in the SmartInteraction project is to put public keys directly on the objects,
which must be read-only to ordinary peers. With this technique, an attacker
can no longer spoof responsibility for an object.

We have also shown by empirical performance evaluation that strong en-
cryption is possible even on thin client technology (like PDAs), giving rise for
using standard cryptographic algorithms. A proof-of-concept implementation
of our methods and protocols is available, formal verification of the protocol
still has to be done.

As a next step, we will work on another important aspect of privacy and
security on mobile devices: configuration by end-users. Because the privacy
and security component is very flexible, there are also many aspects that
can be configured (e.g. details on certificate validity checks). End-users will
generally be unaware of those aspects and unable to set them properly, not
knowing about the consequences of each. We will perform a field study to
measure the actual usage of certain privacy and security features; this will be
possible after the privacy and security module has been completely integrated
into a new demonstration application, which will be presented in more detail
in future work.
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A Performance evaluation

Before defining an architecture that fulfills our requirements, we have to study
which techniques are feasible on the described devices. The performance data
was obtained on an Athlon 1,8 GHz PC, on a Fujitsu-Siemens Pocket Loox
(with a 400 MHz XScale ARM processor and 64 MB RAM) and on a Compaq
Ipaq 3870 (with a 206 MHz StrongARM processor and 64 MB RAM) with
a small test program utilizing the freely available BouncyCastle Java cryp-
tography library 5 . Table A.1 should only give an overview as the current
implementation is not optimized for performance. Additionally, these values
also include some processor time for console output, which is slow on Pocket-
PCs (without performance output, the test program should be faster). On the
PC, 5 test runs were done to obtain the average values while on the PocketPCs
10 test runs were performed. All values are in milliseconds (ms).

5 The library, including API documentation, can be downloaded freely from
http://www.bouncycastle.org/
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Symmetric encryption and decryption as well as digest generation were per-
formed on a typical XML message, which had a size of 1768 Byte. Asymmetric
signatures and RSA encryption were performed on the 256 Bit digest gener-
ated from that message. Key lengths were 128 Bit for symmetric and 1024 Bit
respectively 163 Bit for asymmetric encryption. These tests should reflect the
typical operations. For EC, we could only test the ECDSA (signature gen-
eration and verification) part, because there seems to be no implementation
of EC ElGamal available at the moment. We will implement EC ElGamal
with BouncyCastly and make it publically available as the SmartInteraction
project progresses. The higher variance in the PC test runs can be explained
by concurrently running programs.

As can be seen from table A.1, high security encryption and signatures are
possible on current PDAs – a typical message can be encrypted with AES/RSA
and signed in less than 1300 ms and decrypted and verified in less than 1200
ms. The high values for generation of RSA key pairs do not influence the
intended security architecture because keys would be generated on more pow-
erful external systems and transferred to the mobile devices in a bootstrap
phase. However, on the PocketPC platform, EC operations (signature gener-
ation and verification) take significantly longer than their RSA counterparts,
most probably because of a weak floating point unit; on the PC, EC signature
generation and verification have a run-time comparable to RSA. Currently,
we will use RSA as asymmetric algorithm whenever possible and only employ
EC when key size is the limiting factor.
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AES: init. for encr. 3 0,00 172 60,48 200,5 70,73

AES: encryption 20 15,53 402,7 115,21 479,6 86,50

AES: init. for decr. 2,2 0,98 72,3 39,03 167,9 97,12

AES: decryption 24,2 16,17 493,3 151,47 373,9 116,43

RC6: init. for encr. 3,8 3,60 90 36,52 218,4 146,83

RC6: encryption 6,6 0,80 215,8 87,14 447,5 163,96

RC6: init. for decr. 2,4 0,80 48,2 8,85 161,4 48,42

RC6: decryption 13,8 16,12 258,8 68,48 377,1 62,92

SHA256: digest 16,4 4,84 306,9 101,76 770,3 507,15

RSA: param. gen. 2,4 0,49 85,3 123,31 45,5 49,47

RSA: keypair gen. 3057,8 2375,87 10328,5 5043,77 15886,8 7164,11

RSA: signature gen. 73,8 16,23 360,2 19,84 421,6 115,54

RSA: signature verify 2,2 0,40 142,5 27,49 187,8 71,58

RSA: init. for encr. 4,4 4,32 4,8 1,17 3,5 0,50

RSA: encryption 6 8,00 34,6 4,80 151,8 39,21

RSA: init. for decr. 2,6 0,80 4,6 0,49 392,6 85,01

RSA: decryption 48 16,98 123,5 2,46 254,3 30,51

EC param. gen. 9,4 4,59 748,6 154,57 514 60,37

EC keypair gen. 61,2 22,48 9194,2 453,19 5998,2 492,87

EC signature gen. 35,8 8,61 8959,3 444,01 6622 378,30

EC signature verify 51,6 4,22 17138 769,20 11389,6 667,37

Table A.1
Performance measurements
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Abstract

Most authentication protocols designed for ubiquitous
computing environments try to solve the problem of intu-
itive, scalable, secure authentication of wireless communi-
cation. Due to the diversity of requirements, protocols tend
to be implemented within specific research prototypes and
can not be used easily in other applications. We propose to
develop a common toolkit for ubiquitous device authentica-
tion to foster wide usability of research results. This paper
outlines design goals and presents a first, freely available
implementation.

1. Introduction

Needs for authentication in ubiquitous computing en-
vironments are as diverse as the applications. They may
need to authenticate users or other devices, either after
an identification within some system-wide naming scheme,
pseudonomously, or sometimes even anonymously, with the
communication partners being identified by no more than
their network addresses. Anticipating the growing impor-
tance of personal devices like mobile phones in interacting
with the environment, we focus on device-to-device com-
munication during spontaneous interaction. This kind of au-
thentication, either with identified subjects or anonymously,
provides a good compromise between security, scalability,
and privacy. A user can authenticate to her/his personal
device the moment it is activated, e.g. with passwords or
biometric schemes, and then use this trusted device to in-
teract with others. As such ad-hoc encounters are expected
to be numerous throughout the day, authentication needs to
be handled in an efficient manner, and be as unobtrusive as
possible.

Context based authentication, that is, authentication
based on certain properties of the user or device context,
promises efficient, secure, and most importantly intuitive
authentication methods (see e.g. [4, 5, 6, 9, 10, 11, 12, 13,

14]). The last point is especially important, because secu-
rity measures are frequently disabled if they are not usable
enough but get in the way of user’s daily jobs. One example
for using context is authentication based on spatial refer-
ence: by using a positioning system, devices can measure
their spatial positions relative to each other. A visualised
map can be used select devices to interact with. This is
intuitive, and users can directly verify the spatial relation-
ship, in contrast to purely wireless communication. We can
construct secure device-to-device authentication out of this
intuitive user interaction by coupling wireless communica-
tion with spatial sensing, using well-known cryptographic
primitives.

However, context based authentication is a new research
topic, and implementations of such protocols thus tend to be
very application-specific. Currently, authenticating wireless
communication in ubiquitous computing applications needs
to be designed and implemented for each application. More
often than not, it is therefore left out of research prototypes,
to be “added later”, because security is hardly the research
focus of many of these projects. But practical experience
shows, and handbooks insistently suggest [7], that security
needs to be a requirement from the start; fitting it later on
top of an existing system does not work in most instances.
Re-usable hard- and software components are required that
can be treated as black boxes from the developer’s point of
view to make it easier for applications to benefit from the
advantages of context based authentication.

In this paper, we define our design goals for a ubiqui-
tous authentication software toolkit and present a first im-
plementation. The main contribution of this toolkit is the
combination of cryptographic protocols with sensor data to
create context based authentication. It provides lower-level
primitives and higher-level context authentication protocols
in the same way as the OpenSSL toolkit [1] provides cryp-
tographic algorithms and an SSL/TLS implementation. Our
approach is to rely on simple, standardised, off-the-shelf
and therefore cheap sensors and provide software compo-
nents to use them for authentication purposes.



This toolkit is part of ongoing research and will be ex-
tended to include new developments. Three projects for
device-to-device authentication with different sensors al-
ready make use of it, and we expect more projects to follow.

Section 2 analyses requirements for such a toolkit, fol-
lowed by a brief comparison of different software platforms
for its implementation in section 3. Section 4 gives an
overview of the current implementation and its availabil-
ity, and in section 5 we provide a brief overview of projects
making use of it.

2. Design goals

The main functional requirement for the authentication
toolkit is to provide methods for creating shared secrets
between two (or multiple) devices. These secrets should
be authenticated to prevent man-in-the-middle (MITM) at-
tacks. Authentication between personal devices and the en-
vironment is difficult, because such devices are small, mo-
bile, and typically have limited resources. The absence of
large screens and efficient input devices makes authentica-
tion based on sensor information even more attractive. Dif-
ferent applications require different sensor modalities for
interaction as well as different levels of security. Therefore,
a toolkit, i.e. a collection of loosely coupled components,
is better suited to fulfil those different needs than a frame-
work that implements the complete program flow and offers
only defined hooks for application behaviour. For adding
authentication to applications, it is easier to select and com-
bine provided components than to make the application fit a
pre-defined structure. Following this general design choice,
we identify more detailed non-functional requirements. The
toolkit should be:

• lightweight: Resources on mobile, battery-powered
devices are generally sparse. This includes storage and
run-time memory, CPU, communication bandwidth,
but also battery lifetime, input/output devices, and user
attention. A toolkit should be as small as reasonably
possible, use static memory buffers when possible, and
minimise communication. These aims are conflicting,
and when no generally acceptable compromise can be
found in some case, the respective components should
be parameterisable for application developers.

• self-contained: Devices and platforms where the
toolkit might be used are expected to be extremely di-
verse. Therefore, we can not depend on specific li-
braries to be available. Any dependencies that are not
included in the default platforms should be included in
the toolkit.

• simple to use: An authentication toolkit is most use-
ful if it can be used without great care on the side of

application developers. This has two reasons: if it is
too complex to learn, developers will not use it for
simple applications, and if it is complex to use, it is
likely that it will be used erroneously and thus inse-
curely. Ideally, the various components of the toolkit
can be used as black boxes with simple interfaces, and
can be combined with each other and with application-
specific hooks to build secure context authentication
protocols without knowing about the internals. We
therefore explicitly minimise the number of exported
options, and focus on reasonable default values and au-
tomatic parameterisation whenever possible.

• extensible: It is obvious that a toolkit should be easily
extensible by additional components. When designing
it as a collection of related and compatible, but separa-
ble components, this goal should be automatically ful-
filled, in contrast to framework-type design structures
where extensibility must be explicitly considered.

• vertical: As context based authentication concerns all
layers from sensing hardware, input/output devices,
networking, application context, up to user interac-
tion, a toolkit should provide components that span
the layers. High-level components that relate to com-
plete use-cases can make use of primitives from vari-
ous lower-level layers.

• interoperable: Ubiquitous computing environments
are inherently heterogeneous. Authentication proto-
cols therefore need to be interoperable between differ-
ent platforms. Thus, network communication should
either be based on standardised protocols (e.g. IETF
RFCs) or use simple ASCII line based protocols in the
spirit of SMTP, HTTP, and others.

Implementation issues are mainly that the toolkit must be
secure and that it needs to work asynchronously. Making a
system secure is hard to achieve in the general case, because
the security of a system depends on all of its components.
The weakest parts will most likely be outside the toolkit.
Nonetheless, the toolkit itself should be written carefully to
protect against known and mitigate future attacks. This in-
cludes systematic protection against overflow attacks, pre-
and post-condition checks for all methods, sanity checks for
internal consistency, and wiping cryptographic key material
from memory as soon as it is no longer required (see e.g. [7]
for a more detailed introduction into the topic of secure pro-
gramming). Especially the last point can be tricky to imple-
ment with run-time platforms like a JVM (Java virtual ma-
chine) or a .NET CLR (common language runtime). In ad-
dition to these standard best practises, “defensive” program-
ming techniques demand checking every input value syntac-
tically, semantically, and for the context/state in which it is
read. This includes validating received network packets and



direct user input, but, in contrast to typical desktop applica-
tions, also sensor values, which might be tampered with as
well.

The second issue is to deal with asynchronous program
flows. An event based structure has two advantages over
the standard blocking procedure calls: First, authentication
methods are likely to cause noticeable delays while engag-
ing in wireless communication or waiting for user or sensor
input. Instead of forcing all applications to deal with this
issue, it is simpler to provide asynchronous callbacks for
all actions that delay a program flow. Second, reacting to
events and switching hardware components to standby or
sleeping modes in between can be used as an effective way
of saving battery power (see e.g. the design of TinyOS [3]).

Finally, a toolkit is most useful when it is released un-
der a license liberal enough to allow linking in all cases,
both for other open source and for proprietary, closed source
applications. The GNU General Public License (GPL) is
problematic in this respect, because it does not allow link-
ing with components that are not released under the same
license.

3. Platform choices

As already mentioned, we expect a very heterogeneous
range of devices to make use of context authentication.
Consequently, no single software platform can be the base
for supporting all of these systems. We briefly evaluate the
most common platforms that promise to be supported on a
large range of devices.

Java The Java platform, i.e. the programming language
and the virtual machine (JVM), is becoming increas-
ingly well supported by off-the-shelf devices. This
includes laptop/desktop systems, PDAs, many newer
mobile phones, industrial and embedded devices, and
some consumer devices like upcoming Blue-ray play-
ers. Most of the resource limited devices do not pro-
vide the complete runtime library and language fea-
tures, but only a subset called J2ME. From a security
point of view, there are advantages and disadvantages:
on the one hand, memory management embedded into
the runtime makes buffer overflows harder to trigger,
but at the same time it allows less control in terms of
managing key material in memory.

.NET With similar goals to Java, .NET provides its own
equivalent to the virtual machine (the CLR) and run-
time components with memory management, but with
the benefit of supporting multiple languages. It is sup-
ported on laptop/desktop systems and less commonly
on PDAs and mobile phones. The .NET runtime seems
to have neither particular advantages nor disadvan-
tages over Java in terms of security.

C++ This is not a platform in the same sense as Java and
.NET, but libraries like Boost allow cross-platform de-
velopment. The main use of C++ in our target range
of devices is Symbian OS, which is currently used on
the majority of reasonably powerful mobile phones.
C++ allows in-depth control of memory management
and supports automatic wiping of key material by de-
structors and stack unwinding. It is also regarded as
more lightweight than both Java and .NET, especially
in terms of run-time memory consumption. However,
experience shows that buffer overflows are a major is-
sue with C and C++.

TinyOS Finally, many sensor nodes used in research
projects run TinyOS [3] as their platform. It uses a
dialect of C as its language, and compiles the whole
firmware into one statically linked binary. Owing
to the restricted CPUs that most sensor nodes use,
TinyOS does not support dynamic memory manage-
ment, and is thus expected to have slightly fewer vec-
tors for buffer overflow attacks. On the other hand,
cryptographic operations are expensive in terms of
CPU consumption and battery lifetime, so program-
ming on TinyOS poses different challenges than the
other platforms.

The toolkit as a collection of algorithms is necessarily
dependent on the target platform. Ideally, the toolkit should
be ported to all above platforms, because all are widely used
for devices we envisage to make use of context authentica-
tion. Authentication protocols should be interoperable be-
tween the different platforms, even if implementations dif-
fer. The key point is that the components should look the
same to application developers, abstracting from possibly
significant platform differences.

At the moment, we concentrate on Java with J2ME com-
patibility to support many mobile platforms in the first re-
lease. A port to .NET should include the complete function-
ality, while implementations for Symbian OS and TinyOS
might use only selected components due to resource con-
straints.

4. Current implementation

Our current implementation contains components on the
layers of cryptographic primitives, key agreement and au-
thentication protocols, secure channels, and dealing with
sensor data. Fig. 1 gives an overview of the dependencies
between the components in different layers. These layers
include the following specific components at the time of this
writing:

Cryptographic primitives Implementations of ciphers,
secure hashes, etc. are widely available, even as part
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Figure 1. Interactions between components
of different layers of the toolkit

of newer Java 2 runtimes (generally starting with ver-
sion 1.4). However, this so-called Java cryptography
extension (JCE) has not yet been included in the J2ME
standard that is supported by most Java implementa-
tions on small, mobile devices. To fulfil the goal of be-
ing self-contained, the toolkit therefore uses wrappers
around the JCE algorithms where necessary, and in-
cludes alternative implementations from the Bouncy-
castle cryptographic library [2]. When JCE is not sup-
ported on a target platform, the toolkit can use these as
a fallback, albeit typically with slightly worse perfor-
mance due to missing native implementations. Classes
from Bouncycastle are also used to augment JCE prim-
itives where they lack higher-level support.

On top of these primitives, we add small wrapper and
utility classes that make the underlying algorithms as
simple to use as possible. One notable example is a
class to create X.509 certificates on-the-fly, for the pur-
pose of using standard protocols like TLS.

Communication channels Java already offers good sup-
port for working with TCP or UDP connections. The
toolkit again adds utility classes for simplifying setup
and use of these protocols for standard cases, e.g. a
threaded TCP server that listens in the background
and starts key agreement protocols upon connection, or
UDP multicast sockets for point-to-multipoint authen-
tication protocols. These classes generally take care of
low level details like binding to every network inter-
face that has been found on the device without show-
ing this complexity, to fulfil the goal of being simple
to use.

Key management protocols This layer uses crypto-
graphic primitives and communication channels to
provide simple key agreement protocols. One example
is a standard, unauthenticated Diffie-Hellman (DH)
key agreement over TCP connections with an ASCII
based protocol. Another protocol is just being cre-
ated, and will interactively create cryptographic key

material from sensor data streams, with either UDP
multicast or Bluetooth communication. Additional
candidates for this layer that have recently been
proposed are the MANA family of protocols [8],
a variant proposed by Wong and Stajano [20], and
SAS [18]. Key management protocols for multi-party
settings like the one proposed by Wacker et al. [19]
and trust delegation protocols like the token based
approach by Steffen and Knorr [17] also belong to this
layer of components. We expect some of these and
other protocols to be added to the toolkit in the future,
with a common basic structure to make them simple
to combine or exchange.

Sensors and feature extractors Dealing with sensor data
is an important part for context authentication; this in-
cludes interfacing to the hardware sensors for data ac-
quisition, handling of time series, and extracting ap-
propriate features. The toolkit focuses on ease of use
and automatic parametrisation, but exposes the param-
eters to applications when reasonable defaults can not
be set. Currently, we provide base classes for reading
data from ASCII based sources, simple Bluetooth RF-
COMM channel access via the JSR82 API, computing
time series statistics, time series aggregation, and seg-
menting time series based on a simple activity detec-
tion. An FFT implementation and a quantizer support
feature extraction. All of these classes are optimised
for real-time processing on resource limited devices.

Context authentication protocols Components on this
layer tie together key agreement and authentication
based on sensor data to create context authentication
protocols. The result of a successful execution of one
of these protocols is an authenticated secret shared key
that can be used by applications. Protocols for authen-
tication based on spatial reference and on common mo-
tion patterns are already available in the toolkit.

Secure channels The last layer implements secure com-
munication channels, preferably based on standard
protocols. These protocols generally depend on ei-
ther trusted third parties, which can not be realistically
assumed for ubiquitous computing environments, or
shared secrets, as e.g. generated by components of the
context authentication protocols layer. Currently, the
toolkit provides wrappers for managing IPSec chan-
nels with operating system support. This has been
implemented for Linux (with FreeS/WAN, Openswan,
strongSwan, or racoon), Windows 2000/XP, and Mac
OS X (with racoon), either using X.509 certificates or
PSKs (pre shared keys). We also intend to provide a
secure channel implementation based on TLS-PSK as
an alternative to IPSec.



All key agreement and authentication protocols are event
based and executed in the background. Three types of
events can be generated: success (with the resulting shared
secret key embedded into the event), failure (with a message
giving reason for the failure), and progress (optionally with
indication of how many steps have been finished and how
many are left). These events can be used to provide user
feedback in applications.

The Log4j framework is used for run-time configurable
logging and JUnit for an extensive set of unit tests. Test
cases cover single components as well as combinations
spanning multiple layers, and special tests including real-
world data samples for the context authentication protocols.
Additional utility classes are used for defensive and fail-safe
programming, like a ”safety belt” timer used to terminate
authentication protocols after timeouts.

Developers can use components simply by adding the
single JAR file (or only the required components if program
size is an issue) and using the provided classes. Appli-
cations only need to implement a single interface to pro-
cess standard authentication events as described above. Al-
though applications are free to use components from all lay-
ers, the two top layers are expected to be the most useful:
context authentication protocols provide secret, authenti-
cated key material which can then be used by secure chan-
nels components for securing the actual communication be-
tween devices.

Extending the toolkit with new components is similarly
simple: there is no central structure that needs to be fol-
lowed for every part, nor are there main interfaces that must
be implemented. The toolkit provides some basic infras-
tructure, and extensions are free to use it. Its design loosely
follows the principle of UNIX command line tools: to com-
bine components with simple interfaces into more complex
parts. When no suitable context authentication protocol is
available for a specific applications, then the more basic lay-
ers should help in constructing it, ideally also adding it as a
new component to the open source toolkit.

5. Initial projects using the toolkit

We currently use the toolkit in three applications that
make use of context authentication:

• Our first application authenticates WLAN clients by
spatial reference to set up IPSec channels [14]. The
protocol for authenticating relative device positions
with ultrasonic pulses [16] was the first complete con-
text authentication protocol to be implemented within
the toolkit. Additionally, this application creates
X.509 certificates on the fly and configures the operat-
ing system IPSec support by using components of the
lower layers of the toolkit.

• The second application authenticates devices based on
common movement by comparing accelerometer time
series [15]. It uses the same building blocks of the
key management layer as the first application, namely
a standard DH key agreement over TCP with an inter-
lock protocol to prevent MITM attacks while exchang-
ing the time series. This application triggered improve-
ments in the sensor layer, as it requires real-time com-
putation of features on the accelerometer data streams
in time and frequency domain. As a more efficient al-
ternative to the DH/interlock protocol combination, we
are currently working on a novel protocol to create key
material from sensor data streams using only symmet-
ric cryptographic primitives.

• In the third project, visible light pulses are used to
transmit authentic messages between devices with di-
rect line of sight. This application again uses the DH
and interlock primitives, but due to one-way “transmis-
sion” over this out-of-band channel, we are currently
designing an alternative combination of these key man-
agement components. This is easily possible due to the
loose coupling of the components.

These applications are mostly concerned with the “user
interface” parts, while the protocols, hardware access, and
internal management functions are provided by the toolkit.
The first application is finished and available as an example
with the current release, and new components developed for
the other two applications will be added after they have re-
ceived sufficient testing.

All components used in the first application (with the ex-
ception of the operating system IPSec channels, which rely
on native libraries) run and are tested on an Asus MyPAL
PocketPC with an IBM J9 JVM in addition to the standard
desktop JVMs. In fact, the application scenario explicitly
includes PDAs as devices that participate in authentication
by spatial reference. First experiments show that most prim-
itives and protocols also run on mobile phones with J2ME
implementations. One of the current challenges is to con-
sistently support sensor data access and wireless communi-
cation on different mobile phone platforms in the respective
layers.

Our current experiences show that implementation of the
cryptographic protocols was among the easier parts and, im-
plemented for one application, it was in practise simple to
reuse for others. It was more difficult and time consuming
to interface with and use sensor data, e.g. to find appro-
priate feature extraction algorithms. This shows an impor-
tant difference to the typical (and better understood) usage
of sensor data: for context authentication, we do not need
good separation between different classes, but high entropy
from an attacker’s point of view. Therefore, we expect the
toolkit to be of particular value in this area, as well as in up-



per layers that tie together sensor data with cryptographic
protocols.

6. Conclusions and future outlook

The toolkit is a collection of cryptographic primitives,
key management protocols, wrappers for dealing with sen-
sor data, and high-level context authentication protocols.
Because of its design, it is easy to use and extend. Work
on this toolkit has been ongoing for over a year. Some of its
components have initially been developed for specific appli-
cations that make use of context authentication. After split-
ting them out and generalising them, they were integrated
into this toolkit. The version available at the time of this
writing is an alpha release that lays groundwork for imple-
menting a growing set of protocols. Its lightweight, event
based structure has proven useful in the projects that trig-
gered the development of this toolkit as well as in further
research projects currently under development.

Our choice of Java as the first implementation platform
and a liberal open source license should allow the toolkit to
be used on a large range of devices. We invite researchers
working on security in ubiquitous computing to contribute
their proposals to a common collection, so that application
developers can easily evaluate and use them.

A first alpha release of the toolkit is available at http:
//www.openuat.org under the terms of the GNU
Lesser General Public License (LGPL). This allows linking
with proprietary and closed source applications, but guar-
antees that changes and additions to the toolkit itself will
remain open source.
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